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ABSTRACT
This paper describes a newly developed Data Science major that is
jointly offered between two departments (Computer Science and
Statistics) and across two colleges (College of Engineering and Col-
lege of Natural and Architectural Sciences). The paper explores the
inspiration and motivation for creating the undergraduate Data
Science program, the program curriculum, and the governing body
of the program. We aim to recruit undergraduates, specifically
women, into the new major which are underrepresented in Com-
puter Science at our University. We expect that this Major in Data
Science will serve as a general framework for establishing similar
interdisciplinary programs.

CCS CONCEPTS
• Social and professional topics → Model curricula; Com-
puter science education; Model curricula.
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1 INTRODUCTION
We live in a world where data is being generated continuously
by scientific experiments, digital processes, sensors, social media,
mobile devices, etc. The term ‘big data’ refers to data that is ar-
riving from multiple sources at an alarming volume, velocity, and
variety. There are increasing numbers of “small” datasets too. Train-
ing professionals to handle it properly, and not overfit or draw
erroneous conclusions, is also important. Data Science deals with
the extraction of knowledge from big data. As a scientific field,
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Data Science affects research in many domains, including biologi-
cal sciences, physical sciences, social sciences and humanities. The
White House ‘Big Data Research and Development Initiative’ [3]
committed $200 million to ‘extract knowledge and insights from
large and complex collections of digital data, accelerate the pace
of discovery in science and engineering, strengthen our national
security, and transform teaching and learning.’ NIH launched the
Big Data To Knowledge (BD2K) [4] initiative ‘to enable biomedical
research as a digital research enterprise, to facilitate discovery and
support new knowledge.’ Other funding agencies (NSF, DARPA,
IARPA, etc.) have similar research initiatives.

In addition to research, Data Science heavily influences econom-
ics and business. Data has become ubiquitous in everyday life; it
impacts every profession, from entry-level office workers to CEOs,
from team coaches to general managers, from accountants to CFOs.
Businesses now have data available to at a scale that is historically
unprecedented; harnessing this data for insight on what customers
want provides them with a competitive advantage. This has led to
a very high demand for Data Scientists. Such jobs require expertise
in both computing and statistical methods.

Currently there is a plethora of M.S. programs (many of them
on-line) in Data Science, aiming to quickly fill the need by training
professionals from other backgrounds to acquire the appropriate
skills. A common complaint by professionals attending these pro-
grams is the lack of appropriate preparation (in computer science,
math or statistics, depending on the student’s background); this is
to be expected because typical degrees provide graduate students
with expertise narrowly focused to specific areas. Data Science does
not fit this paradigm as it is rather interdisciplinary in nature (at
least with respect to traditional disciplinary boundaries).

We thus believe that a Data Science undergraduate degree pro-
gram will be instrumental in educating the future Data Scientists
by building their expertise from solid core knowledge, covering the
essentials from Computer Science (in managing data) and Statistics
(in analysing data) as well as the applications of Data Science in
real life problems. A recent search for Data Science undergraduate
degrees indicates that there are very few such programs, typically
offered as (i) minors to existing B.S. programs (Computer Science,
Math or Statistics), (ii) certificate programs, or (iii) programs with
very specific focuses (Business Data Analytics or Computational
Analytics being the most common ones) [6].

Moreover, because of its ubiquitousness and inherent interdis-
ciplinarity, Data Science has an enormous, and still largely un-
tapped, potential for increasing diversity in computing. A large
number of scientific domains synergistic to data science historically
have gender-balanced enrollment: indicatively, the departments of
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Astronomy, Biology, and Economics at our institution have con-
sistently observed relatively gender-balanced undergraduate en-
rollments for the past five years. In contrast, Computer Science
enrollment includes 16% female students across its B.S. and B.A.
programs [1].

Our main premise in this proposal is that fusing Data Science
with core applications from the aforementioned scientific domains
can attract student populations from the respective domains to
computing, thus enriching diversity. Due to high demand, the data
science program will be an appealing alternative for female col-
lege applicants who would normally consider careers in natural
sciences or even humanities. The recent surge of workshops and
conferences that promote diversity in Data Science and related
fields, with prominent examples including ‘WiML’ (Women in Ma-
chine Learning) [17], ‘WiDS’ (Women in Data Science) [15], and
‘BPDM’ (Broadening Participation in Data Mining) [5] is strong
empirical evidence for the validity of our premise.

Moreover, we have observed success at other institutions in cre-
ating interdisciplinary programs (including a minor). For example,
San Francisco State University created the Promoting Inclusivity
in Computing (PINC) program [9], which allows students to com-
plete a minor in ‘Computing Applications.’ The program is targeted
toward Biology and Chemistry majors, but all non-CS majors are
welcomed to participate. Based on data reported in [9], 60 students
have participated in this program, of which 73% are women and
51% are underrepresented minorities (URM).

We draw inspiration from such programs and to this end propose
to create a new interdisciplinary undergraduate program in Data
Science, offered jointly between the Computer Science and Statistics
department.
2 MAJOR IN DATA SCIENCE
2.1 Motivation
The Computer Science and Engineering (CSE) department at our
institution has seen a rising trend in the popularity of CS courses
(specifically the introductory course sequence) in recent years.
While the CSE department has noticed an increase in the num-
ber of students pursing Computer Science, we have also seen an
increased interest and demand for computing courses from non-CS
majors. The introductory course sequence offered at our University
(CS010 and CS012) introduce students to programming using C++.
These courses have very high enrollments, serving students in the
College of Engineering (COE), College of Natural and Agricultural
Sciences (CNAS), College Of Humanities, Arts, and Social Sciences
(CHASS), School of Public Policy (SPP), and School of Business ,
as well as non-CS students in the College of Engineering. Many
students, specifically those majoring in Biology and Bioengineering,
elect to take a CS course to satisfy degree requirements. Meanwhile,
many other students elect to take CS courses based on interest
and curiosity about the field, or recognition that computing is an
important skill for the 21st century.

Figure 1 shows the enrollment distribution by College for these
two introductory courses for the academic years 2013/14 to 2017/18
(the numbers provided include enrollments for Fall, Winter, Spring,
and Summer quarters). For the 2017/18 academic year, more than
73% of enrollments in the introductory course (CS010) are non-
majors with 62% of the students from CNAS, as shown by Figure

(a) CS010

(b) CS012

Figure 1: Enrollments by College

1a. The second course in the sequence (CS012), has approximately
36% non-majors with 25% of students from CNAS, as shown by
Figure 1b. We would expect enrollments in CS012 of non-majors
to be even higher if the course impact were lifted. Course surveys
indicate that while some students take these courses to satisfy
a major requirement, the majority are interested to learn about
Computer Science and how to fuse their major experience with
technical skills.

When examining the enrollments within CNAS for the introduc-
tory course CS010, we note the top majors included Mathematics,
Biology, Undeclared (within CNAS), Physics, Statistics and Biochem-
istry, with 34%, 25%, 11%, 10%, 8%, and 5% enrollments, respectively.
We recognize that new a degree program must be created to service
students who are eager to take computing courses, and ensure that
efforts are dedicated to recruitment, mentorship, and curriculum
development to support traditionally underrepresented students in
computing and technology courses, specifically women.

The Computer Science and Statistics departments have proposed
a new Data Science undergraduate degree program. This pro-
gram will be instrumental in educating future data scientists by
building knowledge bottom-up, covering both essential knowledge
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from Computer Science (in managing data) and Statistics (in ana-
lyzing data), and integrating this knowledge with applications to
other domains and to real-life problems.

Through its interdisciplinary nature, a Data Science undergrad-
uate program offers a great opportunity to serve as a pathway
for attracting more women to computing. Within Computer Sci-
ence, female enrollment has steadily ranged from 14-16%, as shown
by Figure 3, whereas the University overall has about 5̃4% female
enrollment.

Majors offered through the College of Natural and Agricultural
Sciences have a better gender balance as shown by Figure 2. For
2018, the Statistics department had around 39% female students
enrolled in the major. We hope to recruit students into the new
major from these more gender-balanced domains.

The proposed program is different from existing programs in
that its students will complete custom designed course sequences
in other departments (e.g., economics, business, sociology, earth
sciences, biology, bioinformatics, and astronomy) where they will
learn how Data Science is applied in these domains. Many study
areas related to Data Science, such as astronomy, biology, and eco-
nomics, historically have gender-balanced enrollment. Blending
data science with these core applications will help bring these fe-
male populations into a broad domain of computing, thus enriching
its diversity.

2.2 Curriculum
Under the new major, students would choose from which college
they wish to have their B.Sc. degree awarded. Students whose de-
grees are awarded by the College of Engineering would be advised
in and have their records maintained by the Department of Com-
puter Science and Engineering; students whose degrees are awarded
by the College of Natural and Agricultural Sciences are advised in
and have their records maintained by the CNAS.

The new interdisciplinary Data Science program was developed
through a committee consisting of faculty from Computer Science,
Statistics, as well as advisors from other departments (Biology,
Mathematics, Astronomy, Economics, Public Policy). The program
is inspired by two recent reports from (i) the National Academies
of Sciences, Engineering and Medicine [11], (ii) the Park City Math-
ematics Institute, a NSF report endorsed by the Board of Directors
of the American Statistical Association [7], as well as (iii) existing
Data Science programs.

The proposed program consists of 42 courses (quarter-system).
Special effort has been taken so that the program satisfies the col-
lege general education (GE) requirements for both the College of
Engineering (COE) as well as the College of Natural and Agri-
cultural Sciences (CNAS). It includes 8 units of application-area
requirements, which is served by taking a 2-course sequence in
another area (outside Computer Science or Statistics). These these
are selected courses that manipulate, management and analyze data
(examples come from biology, economics, electrical engineering,
earth sciences, etc.). The General Education (GE) requirements in-
clude five courses in Humanities or Social Science (H/SS), three
courses in English (ENGL), two Science courses (SCI), one Phys-
ical Science course (PHY-SCI) and one Biological Science course
(BIO-SCI).

Table 4 highlights course work in Statistics (green), Computer
Science (blue), General Education courses (yellow), and application
area courses to full-fill the 2-sequence course breath requirement
(purple). The course work also includes a set of upper-division
technical electives in Computer Science or Statistics, and one on
Technology, Policy and Ethics.

Engineering / Ethics

• ENG 170 : Technology, Policy and Ethics

Mathematics

• MATH 9A : First-Year Calculus
• MATH 9B : First-Year Calculus
• MATH 9C : First-Year Calculus
• MATH 10A : Calculus of Several Variables
• MATH 11 : Intro to Discrete Structures
• MATH 31 : Applied Linear Algebra

Computer Science

• CS 10 : Intro to CS for Science, Math, & Eng I
• CS 12 : Intro to CS for Science, Math, & Eng II
• CS 14 : Intro to Data Structures and Algorithms
• CS 100 : Software Construction
• CS 141 : Intermediate Data Structures and Algorithms
• CS 171 : Intro to Machine Learning and Data Mining

Statistics

• STAT 100A : Intro to Statistics
• STAT 100B : Intro to Statistics
• STAT 147 : Intro to Statistical Computing
• STAT 167 : Intro to Data Science
• STAT 170A : Regression Analysis
• STAT 170B : Design of Experiments
• STAT 171 : General Statistical Models

2.3 Breath or Application Area Requirements
As mentioned previously, the Major requires a 2-sequence course
breath or application area requirement. An example two-course
sequence from the Economics Department is Introductory Economet-
rics followed by Empirical Financial Economics. Another example
using courses from the Business School is Business Analytics fol-
lowed by Simulation for Business. Similarly, using Sociology, another
sequence is Population Measures and Social Networks.

These examples are initial sequences for which the prerequisites
allow students from the Data Science program to enroll without
further coursework. We hope to expand course offerings to other
areas and develop new courses that leverage “data munching” and
analysis.

2.4 Catalog Course Descriptions
The program consists of existing courses from Computer Science
and Statistics, breath requirement courses from other application
areas, and four new courses which are described below.

2.4.1 CS 105 : Data Analysis Tools (4 units): Introduction to
data analysis tools including data statistics, simple data storage
types, data acquisition from the web and public APIs, data cleaning,
crowdsourcing for data collection and cleaning, supervised and
unsupervised learning techniques, and data visualization. The labo-
ratory will also include hands-on exercises on the aforementioned
topics in Python.
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Figure 2: Fall 2018 Fall Headcount in the College of Natural and Agricultural Sciences

Figure 3: Gender Enrollments in Computer Science (B.S. De-
gree)

2.4.2 CS167: Introduction toBigDataManagement (4 units):
Introduces the design of big-data systems and their application in
data management and processing. Describes the common function-
ality in big-data processing such as distributed storage, resource
management, query processing, fault-tolerance, and APIs. Covers
the popular big-data technologies such as MapReduce, key-value
stores, and semi-structured data management.

2.4.3 STAT 156A: Mathematical Statistics with Applications
for Data Science I (4 units): Introduction to frequentist probabil-
ity concepts, random variables, and their distributions. Discussion
of key theorems and inequalities in probability theory. Introduction
to frequentist methods of point and interval estimation.

2.4.4 STAT 156B: Mathematical Statistics with Applications
for Data Science II (4 units): Introduction to Bayesian probabil-
ity concepts, illustrative application of Frequentist theory to linear
regression, logistic regression and ANOVA, analysis of contingency

Figure 4: Data Science Major 4-Year Course Plan

tables, applications of sequential statistics, methods for observa-
tional studies and for missing data analyses.

2.4.5 Justification for NewCourses. Whenwe examined the courses
(including technical-electives) offered within Computer Science and
Statistics, we found that most topics and skills that are critical for a
DS major were already covered by the courses offered. However, we
did introduce four new courses to complement the current course
work and provide a more in depth dive into relevant topics.
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The course titled Data Analysis Tools provides a gentle intro-
duction to data analysis and covers tools and methodologies used
for the data life-cycle. Students learn to use Pythonwith JupyterHub
and learn about the various libraries for data wrangling, cleaning,
and analysis (e.g. Matplotlib, Pandas, Sklearn, Numpy, SciPy). This
course complements a upper division course titled Introduction
to Machine Learning and Data Mining and provides the basis for
important topics like data exploration and feature engineering.

The second CS course introduced, Introduction to Big Data
Management, dives into the design of new big data platforms, like
Hadoop and Spark. The course will cover systems like Hadoop’s
Distributed File System and discuss the motivation for the design
of such a system and how it achieves scalability and fault-tolerance.
While it is important to cover the design of such systems, the course
will also ensure students have hand-on experience working with
such systems using cloud-platforms, like Amazon’s AWS.

We also introduced two new courses in Statistics (Mathemat-
ical Statistics with Applications for Data Science I / II). The two
courses are fundamental course work in mathematical statistics
and offer intuition and modern use of statistical computing tools to
illustrate theory by example. The courses focus on specific contexts,
rather than abstract general contexts, to show the implications of
important theoretical results in mathematical statistics. Upon com-
pleting the first course, students will have (i) developed a strong
intuition for important theorems, inequalities, and frequentist infer-
ence methods in mathematical statistics; (ii) have both a working
vocabulary and hands-on experience with both traditional and
modern approaches to drawing inferences from data sets; (iii) have
experience connecting real-world objectives in data analysis to for-
mal mathematical tools. Upon completing the course, students will
have (i) an understanding of the Bayesian paradigm of statistical
inference and how it differs from the frequentist paradigm; (ii) seen
how statistical theory paves the way for familiar workhorse data
analysis methods; (iii) acquired critical data analysis skills for con-
tingency tables, observational studies and missing data scenarios.

2.4.6 Initial Course Offering. While the Data Science program
is not officially launched until Fall 2020, we decided to pilot two
courses in order to collect baseline data and ensure that courses
are well-received. We piloted CS 105 : Data Analysis Tools in Win-
ter 2020 and Summer 2020, and CS 167 : Introduction to Big Data
Management in Winter 2020. Both courses employed Project Based
Learning (PBL), which required students to work in teams on a
large project that included several phases of development.

In CS 105 (Data Analysis Tools), students were asked to select
a problem / topic that is relevant to them and formulate several
questions to be answered. Once the proposal is submitted and ap-
proved, students proceed to work in teams of 2-3 students to (1)
collect datasets either via web-scraping or use of APIs, (2) perform
Explanatory Data Analysis (EDA), (3) Data Cleaning and Data In-
tegration, and finally (4) Data Analysis. The culmination of this
project is a presentation in which students present their Jupyter
notebooks (which must include markup and analysis of the pre-
sented code / visualizations).

Similarly in CS 167 (Introduction to Big Data Management),
students were asked to form a team and select a problem / topic
of their choice. The focus of the CS 167 project was on Big Data

processing, hence students had to collect more than 10GB of data
and then use Big Data platforms like Hadoop or Spark for data
cleaning and analysis. The project also involved several phases that
included (1) data collection (2) data filtering and cleaning, (3) data
analysis, (4) data visualization / dashboards.

One key observation received from the pilot offering is the im-
portance of clear project rubrics, and the difficulty in creating such
rubrics given the variability between projects. It was critical for both
course instructors to allow students to select a project topic of their
choosing along with the corresponding datasets or data-sources.
However, this proved to be a challenge because some projects re-
quired more processing in one phase compared to another team’s
project. Resources like pblworks.org and [12, 16] proved invaluable
for creating fair project rubrics and evaluating teams.

The two pilot course enrollment consisted of Computer Science
majors, hence the enrollment does not accurately reflect expected
enrollment in the future. However, the pilot offering allowed instruc-
tors to evaluate the course material, develop project requirements
and rubric, and develop a robust course infrastructure. All services
for the courses were housed and maintained at the institution to
allow flexibility and real-time maintenance. However, we note that
as course size increases, platforms like Amazon AWS will be useful
to allow increase in course size. Plus, since students will be working
with large datasets, they can publicly house these datasets on S3
for free.
2.5 Capstone Course
Another defining feature of our major is the Capstone Course, a
quarter-long course that involves a team project. Students sub-
missions include a proposal, mid-quarter report, and end-quarter
report. In addition, students provide weekly status reports as well
as regular code-reviews to ensure they meet the project milestones
and deliverables.

The course consists of a one-hour lecture and a three-hour lab-
oratory, per week. The course lecture touches upon case studies
in Data Science applications [10] and dives into important topics
related to Ethics and data anonymization, and technical reading
and writing.

The goal of the project is to provide students with an authen-
tic experience the life-cycle of a Data Science project, which in-
cludes data extraction, data cleaning/manipulation, data ex-
ploration, feature engineering, and data analysis. Projects will
be solicited from local companies, research-labs, non-profits and
other organizations (e.g. Los Angeles County has a large public data
repository). Our motivation is to provide students with a hands-
on experience with challenges tasks that a Data Scientist would
face day-to-day. Moreover, we ask all our partnering organizations
to meet (either in-person or via tele-conference) with students bi-
weekly to provide input and direction for the project design. At the
end of the course, industry sponsors will be invited to a showcase.

3 ADMINISTRATION PLAN
The program will be administered through a joint steering com-
mittee. The steering committee will consist of three faculty from
the Department of Computer Science and Engineering and three
faculty from the Department of Statistics. The program director
and the program co-director will be from different departments

pblworks.org


SIGCSE ’21, March 13–20, 2021, Virtual Event, USA

and will point-of-contact of the program within their respective
departments and colleges. Proposed changes to the program will
need to be approved by the majority of the steering committee. The
two departments will also cooperate in providing materials needed
for any appropriate accreditation process (e.g., ABET [2] or WASC
[14].)

As with other intercollege majors, when students declare the
new major, they choose from which college they wish to have their
B.Sc. degree awarded. Students whose degrees are awarded by the
College of Engineering are advised in and have their records main-
tained by the Department of Computer Science and Engineering;
students whose degrees are awarded by the College of Natural and
Agricultural Sciences (CNAS) are advised in and have their records
maintained by the CNAS Academic Advising Center. Students must
fulfill the breadth requirements of the college they choose.
4 ASSESSMENT PLAN
Program assessment and evaluation will consist of reviewing the
program objectives and student learning outcomes. Both qualita-
tive and quantitative data will be collected to review the program.
The Computer Science and Engineering department, as well as the
Statistics department, has well-developed procedures as part of
ABET accreditation, hence these best practices will be employed
to evaluate the new major. Assessment will be performed at two
levels: the course level as well as the program level.

For each CS and STAT course developed or offered as part of the
newMajor, we will conduct surveys to measure the student’s attain-
ment of learning outcomes as well as self efficacy. We acknowledge
that traditionally underrepresented students in computing may
struggle with imposter syndrome [13]. Pre- and Post- as well as
mid-course surveys will be used to evaluate growth mindset of
students during the duration of the course and employ appropriate
interventions [8].

At the program level, the program Director will evaluate the pro-
gram by gathering data from all stakeholders, including students,
faculty, administrators, and industry partners. Collected data will
track student progress through the program and their success in ob-
taining internships, employment or pursuing graduate school. For
example, we will track the number of students (especially women),
who graduate from the new program as well as the number of
women and minorities who are recruited to the program.

We will also use data from Institutional Research, feedback from
industry advisors, student online surveys, and interviews with the
Data Science students to analyze the effect of the program. We
will iteratively revise our program (teaching pedagogy, structure
of capstone project, mentoring plan) based on annual assessments.
These program refinements will advance knowledge on how to
provide a high-quality interdisciplinary major.

5 RECRUITMENT/OUTREACH
Through our on-going outreach activities, we aim to increase and
diversify the recruitment and enrollment of students to our pro-
posed undergraduate program, who may, otherwise, not have been
exposed to data science or computing.

Planed outreach activities include (i) teacher training summer
institute to provide high-school teachers with content and research
exposure in data science, and (ii) a summer bridge program for high

Table 1: Program Enrollment for Fall 2020

Applied Accepted Currently Enrolled
Female 43 (35%) 38 (37%) 4 (22%)
Male 78 (63%) 63 (61%) 19 (78%)
Other 2 (2%) 2 (2%) 0

school student to build enthusiasm and skills that will encourage
students to participate.

The Computer Science department currently has a summer code
camp for high-school students that is targeted to increasing the frac-
tion of women and other underrepresented minorities in computing.
The code camp introduces students to programming using MIT App
Inventor. We hope to expand this program to offer additional camps
in Data Science.

6 INITIAL PROGRAM DATA
The program approval process has taken over two years. The
lengthy process might be due to its interdisciplinary nature which
requires approval from two Departments / Colleges as well as the
Academic Senate. Due to delay to getting the program approved,
the Data Science program was not ‘officially available’ for all stu-
dent in the 2020-2021 academic year. However, students who were
accepted into Computer Science, Computer Engineering, Electri-
cal Engineering or Statistics were allowed to switch into this new
major. Table 1 summarizes initial program enrollment data.

We recognize the program is quite new and hence enrollment is
low (19 students as of July 2020), furthermore, the data is heavily
impacted by the COVID-19 situation and skewed since only certain
majors were allowed to switch into this new program. Nevertheless,
we are hopeful since initial data about applicants include a large
number of female students. We hope that these trends will translate
to enrollments once the program is officially included in the catalog.
We also recognize that outreach and advertisement of this program
will play an important role in recruiting a more diverse population
of students.

7 CONCLUSION
We have designed an interdisciplinary Data Science major, that is a
partnership between the Computer Science and Statistics depart-
ments, as a first step toward addressing the deficit of skilled Data
Scientist and as a gateway to attract women and underrepresented
minorities to computing. We have carefully developed a program
grounded in computer science and statistics, with the flexibility to
focus on a specific application area (ex. economics, biology, social
sciences, etc.). We feel that this major will provide students with the
needed skills and opportunities to ultimately secure employment
or attend graduate school.

Finally, we believe that the proposed program model and cur-
riculum will serve as a framework for similar academic programs
in joint collaboration with statistics, computer science, and faculty
in other fields.
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