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This paper presents an extensive survey of trends in embedded
processor use with an emphasis on emerging applications in wire-
less communication, multimedia, and general telecommunications.
We demonstrate the importance of application-specific instruction-
set processors (ASIP’s) in high-volume, low cost applications.

We also examine some of the underlying trends of the applica-
tions in which embedded processors are used. This is followed by a
description of embedded software development tool requirements.
High-performance software compilation emerges as a key require-
ment.

Finally, specific industrial case studies of products in MPEG,
videophone, and low-cost digital signal processor (DSP) appli-
cations are used to illustrate the architecture design tradeoffs,
and highlight specific tool requirements. A companion paper in
this issue [1] presents a comprehensive survey of embedded soft-
ware development tools, focusing mostly on retargetable software
compilation.

I. INTRODUCTION

The telecommunications, multimedia, and consumer elec-
tronics industries are witnessing a rapid evolution toward
integrating complete systems on a single chip. System-
level integration, combined with extremely short product
design cycles, is only possible by implementing large
parts of the system functionality in software running on
integrated processor cores. Solutions range from general-
purpose processor cores available in foundry catalogues to
cost- and power-effective application-specific instruction-
set processor cores (ASIP’s).

While there is a clear trend in processor use for personal
computing, with the domination of X86-based architectures
and the prevailing use of a single operating system, the
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consumer electronics, multimedia, and telecommunication
applications cannot be characterized so easily. Three im-
portant factors need to be considered when considering the
future role of embedded processors in these applications.

1) The convergence of computing, communication, and
consumer electronics. It is likely that the market
characteristics of the latter will dominate: extremely
short time-to-market combined with very low costs.

2) The stabilization of the personal computer (PC) mar-
ket growth.

3) The increasing growth of wireless and multimedia.

This means the applications that will most influence tech-
nology evolution in the late 1990’s and in the early 21st cen-
tury will likely be consumer-oriented, with wireless com-
munication and multimedia the main contributors. These
trends have a major consequence on the underlying archi-
tectures and the use of embedded processors. This paper
will analyze some of the trends in the following important
new areas.

• A review of recent developments in embedded pro-
cessor use, with particular emphasis on multimedia
and wireless applications, two major areas slated for
increasing growth.

• A more detailed analysis of embedded processor use
based on an extensive survey at a telecom system
house. This survey covered over 25 design groups
using 8–24 bit digital signal processors (DSP’s) and
microcontrollers (MCU’s) [2].

• Specific case studies of products in MPEG, video-
phone, and low-cost DSP applications.

We will then examine what will be required of embedded
software development tools as a result of these trends. A
review of recent development tools, focusing mainly on
retargetable compilation, is presented in a companion paper
[1].
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II. M ARKET AND PROCESSORTRENDS

A. Overall Semiconductor Market Trends

Two key trends are essential to consider when discussing
the current and future characteristics of embedded proces-
sors:

• the continued growth of the market share of processors
and memories in the overall semiconductor business;

• the emergence of multimedia and wireless applications
as growth leaders.

In 1994, processors and memories represented 54% of the
semiconductor market revenue. According to the World
Semiconductor Trade Statistics [3], [4] this number is ex-
pected to grow to 61% by 1999. A key question therefore is
to determinewhichprocessors will dominate this important
part of the market. While a complete answer to this question
is beyond the scope of this paper, we will examine the
trends in some key emerging application areas.

1) New Technology Drivers:During the 1980’s and early
1990’s, it was widely acknowledged that general-purpose
computing chips and memories were the main contributors
to the evolution of VLSI technology and design methods.
It appears that this situation is changing and that new
applications are assuming this important role [5], [6]:

• wireless communication, e.g., GSM digital cellular,
DECT cordless telephone, and IS-54B digital cellular;

• multimedia, e.g., MPEG2 decoders for set-top boxes
and digital video disks (DVD), high-definition tele-
vision (HDTV), videophone, and three-dimensional
(3-D) video;

• video games.

From a market perspective, the following predictions by
Dataquest and Forward Concepts for GSM, DSP, and PC
market growth support this new role.

• The growth rate of GSM in the next five years will be
over 30%, from 28 million parts in 1994 to an expected
100 million parts by 1999.

• The global DSP market is expected to grow by 40%
per year, from its 1995 value of $1.7 billion to $9.1
billion in 2000 [7].

• The PC market registered sales of 60 million units
in 1995, representing a healthy revenue growth rate
of 25.6%. Recent numbers by Dataquest and IDC [8]
show that the sales growth rate in North America and
Europe for the first quarter of 1996 is starting to level
off at 14% and 12.8%, respectively (relative to the
first-quarter sales of 1995).

This puts the role of the PC as a growth leader in question
for the midterm, and increases the relative importance of
other emerging embedded applications. In the next section,
we will examine the general trends in worldwide proces-
sor use, followed by a more detailed look at embedded
processors used in emerging large volume applications.

B. Embedded Processor Trends

The use of programmable processors is typically divided
into two main application classes: computing and embedded

systems. Computing applications include desktop comput-
ers, notebooks, workstations, and server systems. They are
characterized by the fact that the end-user can program
them, and by the broad range of applications which they
perform.

Embedded systems, which are the focus of this paper,
are much more specific in nature. Camposano and Wilberg
[9] define an embedded system by describing its main
properties.

• It performs a dedicated function. Some examples are
antilock brakes, control of electrical appliances and
electronic consumer equipment, signal processing for
personal audio or wireless terminals, etc. This is in
contrast with computing-oriented products where it is
more typical to run a large variety of applications.

• Real-time behavior must conform to very strict require-
ments.

• Correctness of the design is essential due to the po-
tential impact on the surrounding environment or the
person using the equipment.

We refer to the instruction-set programmable processors
used in embedded systems asembedded processors. These
include MCU’s, DSP’s, and microprocessor units (MPU).
The latter are commonly divided into two categories:
complex instruction set computers (CISC) and reduced-
instruction set computers (RISC).

Another class of processors encountered in embedded
systems is the ASIP. This is a programmable processor that
is designed for a specific, well-defined class of applications.
It can be seen as a further specialization of the MCU, DSP,
and MPU classes above. An ASIP is usually characterized
by a small, well-defined instruction set that is tuned to the
critical inner loops of the application code. Alternatively, it
can be a stripped down version of a standard processor
(MCU, DSP or, more rarely, MPU) in order to meet
cost constraints. ASIP’s are most often encountered in
real-time signal processing, image processing, and MCU
applications. Numerous examples of ASIP’s are presented
in Section III, and their characteristics are reviewed more
formally in the companion paper [1].

1) Worldwide Processor Volume Distribution:In spite of
the high media visibility of the 32-bit RISC and CISC
processors commonly used in PC’s and workstations, from
a pure parts volume perspective, the overall processor
market is largely dominated by 4-bit and 8-bit MCU’s.
Fig. 1 shows the relative proportions of the volume of
worldwide shipment of processors in 1994 [3], including
MCU’s, DSP’s, and MPU’s. Volume here refers to the
numberof parts sold, not the value of the parts sold. The
total processor volume in 1994 exceeds 2.8 billion parts
shipped.

According to Dataquest (see also the De Micheli paper
[10]), MPU’s (8, 16, and 32 bit) currently account for 60%
of the total processor salesrevenue, in spite of much lower
volumes than those of MCU’s and DSP’s. This is due to
the price of 32-bit MPU’s which is typically an order of
magnitude higher than that of 8 bit machines. Nevertheless,
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Fig. 1. Relative volumes of embedded processors in 1994.

8-bit MCU’s alone still account for close to one quarter of
total processor revenues.

In the future, it will become more and more difficult
to separate out the revenues of processors from those of
ASIC’s, since the latter will often include an embedded
core. The main message of Fig. 1 is that for high-volume
products, the majority of embedded cores will likely be
low-end MCU’s and DSP’s.

2) Evolution of 8, 16, and 32 Bit MCU Market Share:
Given the importance of MCU in terms of volume and
revenue, it is useful to take a closer look at the evolution
of this market over recent years. Fig. 2 illustrates the
relative proportion of therevenue from the sales of 8,
16, and 32 bit embedded MCU’s. The percentages given
are the proportions of revenues for each category. This
shows that the transition from 8-bit MCU’s to 16 and 32
bit is happening very slowly [10], [11]. We can therefore
expect an important market presence of low-cost 8- and
16-bit MCU’s for the midterm. As we will see later, this
has a large impact on the associated embedded software
development tool requirements.

3) Characteristics of 32-Bit Processor Market:While it
might be natural to assume that the higher performance
32-bit processors are used predominantly for computing
applications, in fact, the opposite is true. According to
Dataquest, processors used in computing applications
account for only 43% of processors sold in 1995, the
remaining 57% are for embedded systems.

Furthermore, while x86-based processor architectures ac-
count for nearly 90% of all computing applications shipped
in 1995, they only account for 30% of revenues in the em-
bedded processor market [12], where a far greater diversity
of architectures coexist. This diversity of architectures is a
key characteristic of the embedded systems area.

C. Embedded Processor Trends Summary

• Low-end MCU’s and DSP’s largely dominate the over-
all processor market from a part volume perspective.
They also account for approximately 40% of the total
processor revenues.

Fig. 2. Evolution of relative sales revenue of 8-, 16-, and 32-bit
embedded MCU’s.

• An extremely diverse collection of low-cost 8- and
16-bit processors currently dominate the overall rev-
enues of theembeddedprocessor market, with a very
slow transition of volume and revenues toward 32-bit
processors.

• In the 32-bit embedded processor market, there is
much more architectural variety than in computing
applications.

III. EMBEDDED PROCESSORS INMULTIMEDIA ,
WIRELESS, AND TELECOM

In this section, we take a more focused look at embedded
processors used in new emerging application areas. Specif-
ically, our emphasis will be on the following three product
classes:

• multimedia, including set-top boxes, HDTV, digital
video broadcast (DVB), videophones, 3-D video, and
video games;

• wireless communication, with European digital wire-
less standards like GSM and DECT, and North Amer-
ican digital cellular standards such as IS-54B;

• telecommunications, with a broad range of high-
volume telecom products which make use of embedded
processors.

We have selected what we hope is a representative sample
of products in these three areas.

A. Multimedia

1) Multimedia Processors:Table 1 gives a list of prod-
ucts in the areas of MPEG, videophone, and high-end
audio multimedia applications. See [13] for an overview
of many of these products. This category is of particular
interest, since many common blocks like MPEG1 and
MPEG2 video/audio decoders, will be shared over a variety
of emerging applications like set-top boxes for satellite
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Table 1 Multimedia Processors (Set-top Boxes, Digital TV, MPEG, Videophone, Dolby)

Company Processor Application(s)
Philips TriMediaTM VLIW ASIP [15] MPEG1 encode/decode + MPEG2 decode + H.261

videophone
TCEC 68 bit VLIW DSP ASIP [16], 64 bit VLIW DSP ASIP

MCU ASIP, Hard-wired ASIC
MPEG1 audio decoder, MPEG2/Dolby-AC3 audio decoder
MPEG2 video encounter control, MPEG2 video decoder

Chromatic MpactTM media ASIP [17] MPEG1 and 2 video decoder
+ H.261 videophone

NTT Two in-house RISC [18] + hard-wired logic MPEG2 video encoder
Texas Instruments MCU/DSP ASIP [19] MPEG2 video decoder
Zoran [20] 20 bit DSP ASIP ZR38500

20 bit DSP ASIP ZR38521
20 bit DSP ASIP ZR38501

Dolby six channel AC-3
Two Channel AC-3 + MPEG1 audio
Two Channel AC-3 only

SGS-Thomson 8 bit MCU ASIP [21], [22]
8 bit MCU ASIP
VLIW DSP ASIP

Videophone: master control
Videophone: bit stream processing
Videophone: motion vector predictor

Table 2 3-D Accelerator Processors

Company Processor Architecture Style
Philips TrimediaTM TM-1 ASIP VLIW

Chromatic MpactTM media processor ASIP (2000 MOPS)

IBM MfastTM Array of 20 VLIW ASIP’s

Rendition VeriteTM ASIP: RISC-style processor + pixel H/W engine

3Dfx VoodooTM Hard-wired graphics engine

3Dlabs PermediaTM Hard-wired graphics engine

Nvidia/SGS-Thomson NV1 (STG2000), NV3 Hard-wired graphics engine

and cable digital TV, DVB, DVD, PC-based multimedia
accelerators, digital audio broadcast (DAB), and high-end
audio systems for home and cinema applications.

Table 1 shows that virtually all of the MPEG2 video
decoders are based on ASIP’s, or on custom hard-wired
logic. This is especially interesting in light of the fact that
most vendors supplying MPEG decoder chips hold licenses
for embedded microprocessor cores [14]. ASIP’s are also
very present in videophone applications as well as high-end
audio like Dolby AC-3 and MPEG2 multichannel audio
decoders.

The widespread decision to develop special ASIP cores
highlights many important aspects of the multimedia market
and other embedded applications [14]. First, cost is a
critical factor. If a tailored architecture can deliver the
same function at a lower cost, then it will become a viable
engineering choice. This is particularly true for the cost-
reduced version of a successful product. Typically, much of
the revenue comes from the second-generation cost-reduced
version of a chip or chip set.

Second, none of the current 32-bit microprocessor archi-
tectures is well-suited to the task of performing routines
necessary for video decompression, e.g., inverse discrete
cosine transformation (IDCT). Furthermore, video-output
tasks gain very little benefit from the conventional data
cache found on general-purpose microprocessors. Unlike
computing applications, there is little locality of reference
for video data; it is only processed once so there is no need
to keep it in cache.

Finally, software compatibility is not an issue for a chip
that will execute only a carefully optimized set of specific
tasks. This is probably the most important issue, and one
that clearly differentiates this market from the general
purpose processor market.

2) 3-D Video Acceleration:Table 2 shows that four out
of seven vendors of 3-D video processors use a dedicated
ASIP approach, the three others use hard-wired graphics
engines [23]. Once again, standard RISC or CISC-type
MPU’s are absent.

To illustrate the performance discrepancy of these ASIP’s
with respect to standard processors, a few numbers are
worth examining:

• The TrimediaTM [15] is claimed to have a peak per-
formance of 3.8 billion operations per second.

• The MpactTM media processor [17] is claimed to
deliver two billion operations per second.

• Finally, the MfastTM [24], which is made up of an array
of 20 VLIW ASIP’s, is designed to deliver 20 billion
operations per second.

It is clear that these levels of performance require dedicated
architectures. Although the recently announced multimedia
extensions (MMX) to the X86 class processors [25] will
allow a part of 3-D processing to be realized in software,
there is still an estimated factor of ten performance speedup
needed beyond MMX to handle high quality game programs
or professional-level 3-D graphics [26].

3) Video Games:As shown in Table 3, the manufactur-
ers of video games often combine a high-end standard or
customized RISC with one or more dedicated ASIP’s [27].
The graphics performance of the product is more dependent
on the ASIP than the embedded RISC. In most cases, the
graphics power of these “toys” exceeds that of most PC’s
and some workstations at a fraction of the price. This area
also illustrates another design tradeoff, namely, the use of
an ASIP as an alternative to a hardware co-processor.

B. Wireless Communications

Representative examples of wireless designs in European,
North American, and Asia-Pacific companies are shown in
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Table 3 Game-Oriented Processors

Company Product Model Architecture Style
Nintendo Ultra64TM (“Magic Carpet” spec.) MIPS R4300 RISC + Media Signal Proc. ASIP + Media Display Proc. ASIP

Sega SaturnTM SH7604 RISC (2x)

Sony PlaystationTM Custom R3000 + hard-wired audio/graphics logic

Atari JaguarTM 64 bit ASIP

3D0 MultiPlayerTM (M2) PowerPC 602 processor + ARM60 processor + hard-wired graphics logic

Table 4 Processors for GSM (Europe)

Company Processor Application(s)
France Telecom (CNET) LIW DSP ASIP [28]

LIW (55 bit) DSP ASIP
LIW (46 bit) DSP ASIP

Hands-free ISDN terminal
GSM terminal
G.721 codec (DECT, CT2)

Alcatel 16 bit DSP ASIP [29] GSM handset
Italtel IEQU DSP ASIP [30]

IEDM DSP ASIP
GSM base station: equalization
GSM base station: demodulation

Philips “KISS” 16 bit DSP [31]
Epics configurable DSP [32], [33]

GSM handset
DECT handset

SGS-Thomson 16 bit D950 DSP [34], [35] + user-defined co-processor GSM, cellular, modern
Siemens PineTM DSP core (under license) GSM handset

Table 5 Processors for GSM (North America and Asia–Pacific)

Company Processor Application(s)
AT&T DSP16 ASIP family [36] GSM, Modem

Cellular handset
Cellular base station

Northern
Telecom

8 bit MCU ASIP
+ Motorola 56K

Cellular base station

TI 16 bit DSP C540 ASIP [37] GSM handset
Toshiba 16 bit DSP ASIP (TC-8005) GSM
NEC 16 bit DSP ASIP

(uPD7701X)
IS-54 cellular phone

Fujitsu Hard-wired ASIC GSM

Tables 4 and 5. Nearly all the major system houses have de-
signed ASIP’s for this key product class. To the best of our
knowledge, all of the second- and third-generation DSP’s
used in today’s GSM handsets are based on dedicated
ASIP’s.

1) Europe: As shown in Table 4, the CNET R&D group
of France Telecom claims that their DSP ASIP used for
an ISDN hands-free phone allows a 50% power reduction
over commercial DSP solutions [28]. This power reduction
came mostly from the use of a large instruction word and
higher levels of parallelism. This resulted in lower clock
frequencies (16 MHz versus40 MHz for a commercial
DSP).

The development of a GSM ASIP at Alcatel [29] also led
to a 50% power reduction, due to the dedicated architecture
and an optimized clocking strategy.

Italtel claims that two in-house ASIP’s replaced eight
commercial DSP chips in a GSM base station [30]. For ex-
ample, the Italtel “IEQU” DSP ASIP which performs GSM
equalization, provides a throughput of 58 MIPS at 20 MHz.
An implementation using a commercial DSP would require
a clock cycle of 116 MHz to achieve the same performance
as the ASIP. The second ASIP DSP, the “IEDM” chip,
performs GSM demodulation, and provides a throughput
of 90 MIPS with a 20 MHz clock rate. Here, a commercial
DSP solution would require a clock rate of 180 MHz.

Philips designed the KISS16 architecture as a dedicated
architecture for GSM applications only [31]. Subsequently,

they have developed the EPICS family, based on a reconfig-
urable DSP core architecture. This approach was developed
in order to reduce the development time of ASIP’s [32],
[33].

Another approach to ASIP development is the one de-
veloped by SGS-Thomson for the D950 16-bit DSP core
[34], [35]. This core includes a coprocessor interface that
allows the user to implement custom instructions on the co-
processor. Up to 16 user-defined instructions can be called
directly from program memory. This combines many of the
advantages of a standard core and a dedicated ASIP.

2) North America: Table 5 includes sample DSP and
MCU designs at AT&T, Northern Telecom, and Texas
Instruments (TI). Of these, the system houses have been
particularly active on the ASIP front. AT&T has stated
publicly that it considers proprietary ASIP design as a key
advantage [36].

At Northern Telecom, ASIP’s are used in many strategic
high-volume products, including line cards and telephone
sets [2]. As shown in the table, the Northern Telecom base
station design combines standard DSP’s and an ASIP MCU.

As a rule, most semiconductor companies emphasize the
use of their existing standard DSP cores. Nevertheless, TI
designed the “Lead” chip (TMS320C540), a DSP optimized
for GSM [37], [38].

3) Asia-Pacific: The final three rows of Table 5 highlight
DSP’s designed for wireless communication by Toshiba,
NEC, and Fujitsu. Although Fujitsu uses a hard-wired
solution, they have stated their intention to move to a pro-
grammable one due to customers’ request for highly flexible
solutions [37]. The other two projects used programmable,
but heavily optimized, processor cores. Toshiba stripped
down an existing core, while NEC designed a dedicated
ASIP.

C. General Telecom

The previous sections concentrated on a well-defined
class of applications. Here, we will give a broader perspec-
tive for a wide class of telecommunications applications.
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Fig. 3. Relative usage of commercial and in-house processors by
design groups at Northern Telecom. Relative area is proportional
to the number of design groups using a processor type.

For this, we will rely on an extensive survey [2] of design
groups at Northern Telecom Ltd., a major telecommunica-
tions system house. The survey was targeted exclusively
at design groups which made use of embedded processors.
The survey was limited to low-end processors (8–16-bit
MCU and 16–24-bit DSP’s), and specifically excluded 32-
bit RISC and CISC processors. The survey consisted of a
questionnaire to be completed by design group managers.
In many cases, a telephone interview was conducted after
reception of the completed questionnaire. In this paper, we
will be highlighting the results for four areas covered by
the survey:

1) list of processor(s) used in the design;
2) number of processors shipped for the previous and

current years (or an estimate);
3) programming languages used (high-level language

and assembly language);
4) embedded software development tool requirements

for the future.

The latter two areas will be covered in Section V-C.
1) Application Areas:The types of products developed

by the design teams covered a wide range of applications.
A nonexhaustive, representative list follows:

1) automatic call distribution and operator headset voice
processing;

2) asynchronous transfer mode (ATM) and data networks;
3) low power wireless base stations for cordless telephone

standards CT2 and CT2+;
4) line interfaces for large telephone switches;
5) synchronous optical network (SONET) interface units;
6) integrated sound and data network (ISDN) phone ter-

minals;
7) call display phones;
8) message delivery devices;
9) modems for private branch exchange (PBX);
10) telephone sets for PBX;
11) digital cellular base station radio;
12) reconfigurable line cards;
13) cryptography for secure data communications;
14) video codecs;
15) next-generation switches.

Fig. 4. Relative volume of commercial and in-house processors
at Northern Telecom area is proportional to the number of parts
shipped.

2) Processors Used:Fig. 3 depicts the relative usage by
design groups of in-house ASIP’s in comparison with
commercial DSP’s and MCU’s. In Fig. 3, the area is
proportional to the number of design teams using a category
of processors (not the number of actual processors actually
sold). This shows that roughly two thirds of the design
teams made use of commercial chips, split equally between
DSP and MCU chips.

3) Volume of Processors Shipped:The following chart,
Fig. 4, shows a different story in terms of processor volume.
Here, the area is proportional to the number of processors
shipped. In other words, roughly two-thirds of the chip
volume is for in-house ASIP’s rather than commercial
processors.

These two charts summarize the main difference between
ASIP and general-purpose processor use: the latter are used
when time-to-market constraints dominate, while ASIP’s
are predominant in large volume, low-cost applications.
They are also a transition path for applications that were
performed on hard-wired logic but require more flexibility
while minimizing any performance or cost compromise.

D. Embedded Processor Trends Conclusions

This presentation of embedded processors for wireless
and multimedia applications clearly highlights some im-
portant facts.

• The increasing diversity of processor architectures,
driven by low-cost consumer-oriented markets.

• The wide range of architecture partitioning strategies
and the diversity of building blocks. Many products
performing the same function are designed using very
different combinations of RISC, ASIP, and/or hard-
wired co-processors.

• The dominance of ASIP’s for the high-volume, low-
cost segments of the market.

The decision to develop special ASIP cores highlights
many important aspects of the multimedia market and other
high-volume embedded applications [14]. First, cost is a
critical factor. Second, most of the standard microprocessor
architectures are not well suited to the task of performing
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routines necessary for specific problems in image and audio
processing for example. Finally, software compatibility is
not an issue for a chip that will execute only a carefully
optimized set of specific tasks. This is probably the most
important issue, and one that clearly differentiates this
market from the general purpose processor market.

1) Today’s General-Purpose Processors Solve Yesterday’s
Problems: A common argument against the continued ex-
istence of ASIP’s is that many recent applications which
required an ASIP solution could be replaced by the latest
general purpose processor. Unfortunately, the applications
themselves do not stand still, and by the time MPEG1 audio
decoding can be performed by a standard DSP, CPU, or
RISC, the market demand is for low-cost DSP’s which
perform MPEG2 and Dolby AC3.

This may explain why the native signal processing (NSP)
initiative—whereby part of the signal processing tasks are
performed on a X86 class processor—has had few big
commercial applications so far [25]. In other words, the
increasing demands for multimedia continually require a
higher end X86 processor, and the same function can be
offered more cost-effectively by a dedicated multimedia
processor.

This phenomenon should be compounded by the presence
of standard application programming interfaces (API’s) that
isolate the hardware from the operating system. The same
API call can be mapped to an X86 class processor, or to
a low-cost ASIP.

Manufacturers of X86-class processors have responded
recently with specific MMX for its new processors [25].
Nevertheless, there is still an estimated factor of ten per-
formance speedup needed beyond MMX to handle high-
quality game programs or professional-level 3-D graphics
[26].

2) Outlook: If past history gives any indication of fu-
ture trends, then the most important conclusion from this
part of the survey is that emerging and future embedded
applications like MPEG4, multimode wireless, HDTV, vir-
tual reality, and interactive 3-D games will be expected
to be available at competitive prices. This will continue
to justify the development of innovative dedicated ASIP
architectures. This is the main message of this section.

Of course, this is not to say that general-purpose proces-
sors will not have an important role. They should continue
to dominate the number of design starts, particularly in
lower volume applications. Furthermore, when an ASIP is
present, it is often coupled with a standard RISC or MCU.
In the latter case, however, the role of the general-purpose
processor or MCU is that of a commodity part. The ASIP
and/or a hard-wired coprocessor, provide most of the added
competitive value.

IV. EMBEDDED SYSTEMS APPLICATION TRENDS

In the previous sections, we have focused on the proces-
sor architecture trends. It is also important to examine some
of the underlying trends of the application requirements
for multimedia and wireless products. Here, we will briefly
cover two fundamental ones: namely, the growth of ap-

plication complexity and the emergence of new standards.
Both will have significant impact on design tradeoffs.

A. Complexity Growth

The single most important characteristic of wireless and
multimedia applications is the rapid growth of the com-
plexity of the design.

• New wireless handsets and base stations will need to
support multiple modes, e.g., one or more of GSM, IS-
54B digital cellular, the emerging CDMA-based digital
cellular, DECT, pager, etc.

• The integration of communication and fax functions
in wireless terminals.

• Merge of cellular phone and PDA (personal digital
assistant) functions.

• Videophone standard evolution: the new H.263 stan-
dard is many times more complex than the previous
H.261 standard.

• The continued evolution of video coding standards
from JPEG, to MPEG1, MPEG2, and eventually to
MPEG4. Each standard evolution is accompanied by
significant complexity increase.

• In multimedia audio, the simple stereo systems of
the 1980’s are now replaced by complex audio cod-
ing standards, e.g., Dolby AC3, MPEG2 that support
multichannel “surround” audio.

As a result, many functions currently in hardware will be
performed in software. In many cases, an ASIP will be
required for performance or cost reasons.

B. Emergence of New Standards

In the PC area, MSDOSTM, WindowsTM, and X86 object
code have becomede factostandards. While the situation
is not as simple in multimedia applications generally, there
are some definite trends.

1) Multiple subsystem standards are emerging: MPEG2
audio and video, Dolby audio (PrologicTM, AC-3,
etc.), H.263 videophone, digital wireless (GSM,
DECT, IS-54B).

2) These standards are invariably described as ANSI C
executable specifications.

3) Furthermore, the chips executing the applications
are increasingly being invoked from a standardized
applications program interface (API). For example,
the new “DirectX” API designed for PC-based audio
and video subsystems [39], or the common applica-
tions programming interface (CAPI) being defined for
GSM [40].

As a result, this frees up the designers in the choice of
processor architectures [41], since they are constrained to
the API standard only, and have more freedom on the
architecture implementing the functions called via the API.
Furthermore, they are not bound by legacy code, and only
need to develop a well-defined S/W function.

In our opinion, tools that will allow the designer to
efficiently transform, refine, and map the executable C
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Fig. 5. Use of C code versus assembly code by design teams at
Northern Telecom area is proportional to the number of lines of
original codewritten by designers.

descriptions onto a cost- and power-efficient architecture
will provide significant competitive advantage. This will
be explained further in the next section.

V. EMBEDDED SOFTWARE DEVELOPMENT NEEDS

The design teams developing embedded software for the
wide variety of processor architectures cited above will
require increasingly sophisticated tools. We first take a brief
look at commercial tool support trends, followed by the
tool needs derived from the Northern Telecom embedded
processor survey. We conclude this section with a view
of the emerging “ideal” hardware-software codesign tool
environment.

A. Trends in Processor Tool Support

1) Increase of CAD Vendor Support for Cores:In the last
few years, there has been an increasing level of support for
various processor cores by computer-aided design (CAD)
vendors [42]. Also, semiconductor companies are either
working more closely with companies specializing in com-
piler development [43], [44], or simply acquiring them [45],
[46]. These alliances and acquisitions can only improve the
design flow for optimized hardware/software designs.

2) C Compiler Status:Nevertheless, the current situation
regarding the quality of the code produced by commercial
C compilers is not promising. Two aspects need to be
considered: code size and code execution speed. Low code
size is typically the priority in MCU applications, while ex-
ecution speed is usually the most important criteria for DSP
applications [2]. One company specializing in disk drives,
claims that the compiled code for fixed point DSP’s is as
much as ten times slower than hand-coded assembly [47].
Another, specializing in DSP-based modems, claims that
the execution speed is, at best, about four times slower; at
worst, nine times slower [47]. The “DSPstone” benchmark
of the compilers for the main commercial fixed point DSP’s
(Motorola 56001, TI TMS320C5x, ADI ADSP2101, NEC
uPD77016, and AT&T DSP1610), confirms these execution
speed figures [48], [49]. This is true for DSPand control
applications (running on a DSP), although control-oriented
code fared slightly better (execution speed degradation of
a factor of three is typical).

Although low-cost, fixed-point, register-poor DSP’s are
notoriously difficult to develop efficient compilers for, there
is apparently still much progress to be made in high-end,
floating-point DSP compilers as well. Some companies
claim a two-to-one execution speed degradation for existing
floating-point DSP compilers [47].

These numbers are in startling contrast with embedded
software designer requirements, who claim that an exe-
cution speed degradation of more than 10–25% is rarely
tolerable. For this reason, embedded systems designers
continue to program in assembly code, as confirmed in the
Northern Telecom embedded processor survey presented
next. In the long term, this causes a major problem with
10–100 K lines of legacy assembly code which locks
designers to old architectures.

B. Telecom Survey

The results of the Northern Telecom survey give some
very clear messages on the industrial needs for embedded
software development. They also quantitatively confirm
many of the observations made above.

1) C Versus Assembler:An important area covered by
the survey was in the use of programming languages
for embedded software development. Only one high-level
language was used, namely ANSI C. In all other cases, de-
signers programmed directly in assembly language. Fig. 5
shows the relative proportions of the different types of
programming languages used throughout the design groups.
The area in the chart is proportional to the number of
lines of code originally written by the designer. We do not
include here the number of lines of assembly code compiled
from the C code. Four categories of code are presented:
lines of C code written for MCU’s, C code written for
DSP’s, assembly code written for MCU’s, and assembly
code for DSP’s.

The most important fact is the dominance of assembly
code as the means of algorithm capture.This is true for
both DSP’s and MCU’s. For the latter, assembly code
represents over 75% of code written. For DSP’s, assembly
code accounts for over 90% of the lines of code!

In many cases, the groups we talked to complained of
the poor quality of assembly code generated by available
compilers. In some cases, the code produced was incorrect.
Essentially, the performance of applications was too impor-
tant to sacrifice, especially for DSP chips, as reflected in
the comparatively greater proportion of DSP code written
in assembly.

2) Embedded Software Development Effort Trend:Fig. 6
depicts the manpower associated with the development of
embedded software in the products designed by the groups
surveyed. The height of each of the three columns is
proportional to the number of person-years spent on this
activity over six years (three periods of two years). These
figures are based on the combined numbers collected from
the Northern Telecom embedded processor survey [2], as
well as an earlier 1992 survey of DSP design teams, also
at Northern Telecom [50]. This clearly illustrates a strong
trend: namely the rapidly increasing effort associated with
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Fig. 6. Embedded software development effort trends. Column
height is proportional to the number of person-years associated with
embedded software development in the design groups surveyed.

Fig. 7. Relative importance of embedded software development
tools.

embedded software development. By the end of 1994, for
the entire sample of design groups surveyed, the effort
associated with embedded software development exceeded
significantly that of hardware-oriented development.

3) Future Requirements:Although the graphs of Figs. 5
and 6 indicate the current situation for embedded processor
users, here the focus is on future tool needs. In order to
identify these, each design group was asked to identify the
most important tool for the future. Fig. 7 illustrates these
needs, with the -axis width proportional to the number
of groups which requested a specific tool type. By far the
most pressing need is forimproved compiler technology, in
order to allow the designers to express their algorithms in
a high-level language rather than assembly-level language.
The shift has already occurred for developers using general-
purpose architectures in computing systems, but it is clear
that compiler technology has obviously lagged in the field
of embedded processors.

The second most desired tool is a high-performance
instruction-set simulator. This must run application code
at 10 000–1 million instructions per second. The ability to
run cycle-accurate simulations is an important option.

The third most cited tool is a source-level debugger.
This type of tool links the compiled application object
code, running on the instruction-set simulator or the actual
processor, back to the C source code. This is essential since
the user is not familiar with the compiled code and should
be able to debug directly from the original C source code.

An important common characteristic we have discovered
in practice is that while a high-performance compiler is the

highest need, there are very few groups that will accept
to use it without a source-level debugger. Furthermore, in
order to validate a compiler for an ASIP in the early design
stages, it is essential to have a fast functional model of the
ASIP to run functional simulations and compare a Unix-
based compilation route with the actual ASIP assembly
code running on a model of the ASIP. In other words, the
top three requirements need to be considered as a whole,
and are inseparable in practice.

The requirement for a cross assembler is due to the
enormous amount of legacy assembly code that needs to be
remapped onto a new processor. Some of the design teams
surveyed stated that the legacy assembly code amounted to
nearly 100 person-years of development. The requirement
for cross assemblers will therefore not disappear soon, and
will continue to exist until a majority of code is developed
in C.

C. Embedded Software Needs: Bottom Line

The increased complexity of applications highlighted in
the previous section, coupled with the predominance of
low-cost 8- and 16-bit processors, and the continued impor-
tance of ASIP’s, leads to some very clear, yet sometimes
opposing, needs.

1) High-performance compilers for low-cost, irregular
architectures, with heterogeneous register struc-
tures—such as those found in many MCU’s, most
DSP’s, and nearly all ASIP’s.

2) In turn, this implies a compiler development technol-
ogy that offers:

• rich data structures to support the complex instruc-
tion sets and algorithmic transformations required to
exploit these effectively;

• extensive search to explore the numerous register
allocation, scheduling, and code selection permuta-
tions;

• methods for capturing architecture specific compiler
optimizations easily.

3) An environment that supports the rapid development
of these compilers, due to the variety of processors
to support.

4) The compilers need to be associated with tools like
performance profilers, source-level debuggers and in-
circuit emulators. These tools need to be retargetable
to specific processors with a minimum of effort.

5) For ASIP-based designs, the ability to quickly provide
feedback on instruction set selection decisions.

6) Rapid deployment of cycle-accurate instruction set
models. Ideally, these models need to run at speeds
of 10 K–1 M instructions per second.

7) Synthesis of lightweight real-time operating systems
(RTOS). The purpose of an RTOS is to handle the
run-time scheduling of tasks, taking into account the
interaction with the system’s real-time environment.
Existing general-purpose operating systems are rarely
used as they are expensive in terms of execution
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Fig. 8. The “ideal” hardware–software co-design environment.

speed and code size. Ideally, an application-specific
RTOS with only the desired functionality would be
generated automatically.

A block diagram of an “ideal” co-design environment that
supports many of these requirements [51] is shown in
Fig. 8.

Two main levels of abstraction are shown: behavioral and
register-transfer level (RTL). It is assumed that commer-
cially available logic synthesis and physical design tools
are used for the gate-level and physical implementation.

At the behavioral level, HDL processes are used to
describe hardware. This description has only minimal tim-
ing information. In particular, assignment of operations to
specific clock cycles is not specified. On the software side,
C code is used at that abstraction level. Timing is not
described in this case, only sequencing and control flow
are given.

A functional co-simulation allows to validate the global
behavior of the software and hardware. Sequences of events
and data computation and exchanges between H/W and
S/W can be validated, but detailed cycle-accurate timing
behavior is not simulated [52], [53]. The main requirement
of this tool is that it must allow the same C source code to
be used for co-simulation as well as the final compilation
onto the target processor.

On the hardware side, the HDL process is transformed
manually, or using behavioral synthesis tools, to produce
an RT level HDL description.

For software, the C code of the application (linked with
the RTOS code, if applicable) is mapped onto the target
processor’s instruction set to produce optimized assembly
code. The compiler can be based on a traditional single
target compiler or a retargetable compilation environment.

The latter compiler approach is presented in detail in a com-
panion paper in this issue [1]. An important requirement is
that the resulting compilers offer source-level debugging
capabilities and a complete assembler/linker back-end.

The instruction set definition is also used to generate a
C (or HDL) bit-true and cycle-accurate model of the target
processor’s instruction set. This permits the execution of the
object code on a virtual model of the processor. A C-based
model is preferred over an HDL model in order to maximize
model execution speed. This model can be run in stand-
alone mode for a fast validation of the algorithm running
on the architecture, or co-simulated with HDL models. In
the former case, the cycle-accurate behavior is often not
essential. However, the generation of accurate cycle counts
is important in both cases.

A final tool in this environment generates a synthesizable
HDL description of a processor from an instruction set
description. An alternative is a reconfigurable processor
HDL description which supports user-defined parameter
settings. An example of this approach is given in the case
studies below.

A key characteristic of this “ideal” environment, is that
it allows for exploring ASIP architectures. A profile tool
which measures static or dynamic code utilization and
performance guides the selection and refinement of the
processor instruction set. Validation against the hardware
environment of the processor needs to be performed at the
behavioral level, instruction set level, RT level, and gate
level.

VI. CASE STUDIES

We have chosen four industrial designs to illustrate some
of the trends presented in the previous sections:
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Fig. 9. EPICS architecture template.

1) the Philips EPICS family of configurable DSP’s [32],
[33];

2) a DSP ASIP designed by Northern Telecom [54];
3) a videophone designed at SGS-Thomson [21], [22],

[51];
4) an MPEG2 audio decoder designed at Thomson Con-

sumer Electronics Components (TCEC) [16].

The objective is to illustrate, via concrete industrial exam-
ples, the following key messages.

1) Reconfigurable, synthesizable DSP cores are being
successfully used in industry as a method to quickly
develop new ASIP’s.

2) A key feature of an ASIP is the simplifications which
can be obtained with respect to a standard DSP. These
are achievable without performance penalty due to the
well-defined application for which it is designed.

3) The increasing complexity and evolution of standards
is driving the move from hardware to software. In
many cases, an ASIP is needed in order to attain
sufficient performance and/or cost.

4) In all the case studies, high-performance C compila-
tion is an essential part of the design methodology.

5) New hardware-software co-design needs are emerg-
ing. This includes multilevel co-simulation and ASIP
architecture exploration.

A. EPICS DSP Core

The EPICS reconfigurable DSP core architecture is pre-
sented in Fig. 9. This approach was developed by Philips
in order to reduce the development time of ASIP’s. Cus-
tomized EPICS core versions are derived from a parameteri-
zable architecture model by tuning the architecture configu-

Table 6 EPICS typical chip characteristics

Technology Area Clock
Cycle

Performance

CMOS 5v, 1� 85 mm2

(w 7 Kbit ROM
42 Kbit RAM)

33
MHz

33 MIPS
(132 MOPS
max)

ration before synthesis. One of the key characteristics is the
use of a technology-independent library of parameterized
VHDL module generators which map onto standard-cell
libraries in a variety of submicron technologies. Details of
the architecture and the user-definable parameters can be
found in [32], [33]. Typical characteristics of the EPICS
DSP are shown in Table 6. The performance figure is
given in millions of instructions per second (MIPS) and
in millions of operations per second (MOPS). The latter
figure is up to four times higher since an instruction can
contain up to four parallel micro-operations.

The EPICS core has been applied successfully in wireless
DECT terminal, consumer digital audio, and multimedia
applications. The design objective is to deliver dedicated
processor capabilities in a reduced design time. This ap-
proach can be seen as an intermediate point between an
ASIP and an embedded standard core.

1) A Key Characteristic of the EPICS Case Study:The
EPICS project has demonstrated a key capability, namely,
the ability to quickly generate application-specific DSP
cores from parameterizable and synthesizable VHDL de-
scriptions. This is in strong contrast with the traditional
approach of a well-defined list of standard DSP cores,
as proposed by most semiconductor vendors [58], [59].
However, this new approach cannot be successful overall if
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Fig. 10. BNR/Northern telecom DSP ASIP.

it is not associated with a retargetable embedded software
development environment, such as the one presented in
Fig. 8.

B. Northern Telecom ASIP

Fig. 10 gives the block diagram of a Northern Telecom
DSP ASIP designed for a private local telephone switch,
called a key system unit; a more detailed description can
be found in [54]. This block diagram clearly highlights
the simplifications with respect to a commercial general
purpose DSP.

• There is a single data memory instead of the commonly
used X and Y memories.

• Bus connections are reduced in many ways. There
is only a single connection from register R1 when
storing a value to the data memory. Register R7 is
the unique possible destination of the immediate field
of the microinstruction memory. Also, register R7 is
the only possible right-hand source of the multiplier.
Finally, R6 is the only register that can be used to
transfer a computed address to the address calculation
unit.

• The datapath bit widths are optimized to the applica-
tion requirements (a combination of 8-, 12-, and 16-bit
data busses).

• The instruction word width is 40 bits wide and sup-
ports up to five parallel operations: control, load/store,
arithmetic and logical unit (ALU) operation, immediate
value load, address calculation unit operation.

1) Tool Requirements:The key requirement in this de-
sign is for a high-performance compiler that can be adapted
to this irregular architecture, with heterogeneous register
structure. In turn, this implies a compiler development
technology that offers:

• rich data structures to support a complex instruction
set and algorithmic transformations required to exploit
these effectively;

• a register allocation approach that can deal with the
heterogenous registers and their irregular connectivity.

An optimizing C compiler for this processor was devel-
oped by Northern Telecom, using an extended template
pattern base, a code selection approach based on dynamic
programming [54], [55], and a register-class driven reg-
ister allocation algorithm [54], [56]. These approaches
are reviewed briefly in the companion paper [1]. The
measured code size overhead with respect to manually
written assembler was reported to be less than 20% [54].

2) A Key Characteristic of the Northern Telecom ASIP
Case Study:This processor example clearly highlights the
key feature of an ASIP, namely the simplifications which
can be obtained with respect to a standard DSP. These
are achievable without performance penalty due to the
well-defined application for which it is designed. In this
case, a detailed study of the most-used inner loops of the
application allowed to strip out general connections which
were not required. Furthermore, a wide instruction word
allowed for the level of parallelism (up to five parallel
micro-operations) which was required to meet performance
constraints.

The effective use of recent compiler techniques demon-
strates that the use of a low-cost, high-performance ASIP
does not preclude good quality software development tools.

C. SGS-Thomson Videophone

The block diagram shown in Fig. 11 represents the design
of a single chip videophone. This is an evolution of a
previous chip, a video codec currently in production. The
original chip simultaneously encodes and decodes 15 QCIF
(144 176 pixels) images per second, according to the
H.261 standard. A more detailed description of the existing
H.261 chip’s functionality and design is given in [21] and
[22]. The recent design shown in Fig. 11 will support the
new H.263 videophone standard.

As shown in the block diagram, there are five embedded
processors:

• one standard DSP for the sound codec (SGS-
Thomson’s D950, a core version of the ST18950
stand-alone DSP);
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Fig. 11. Integrated video telephone (H.263) block diagram.

• a MCU ASIP for global control (named MSQ);
• a second ASIP that controls the memory (the MCC);
• a third ASIP for bit-processing operations used in

variable length coding and decoding, as well as au-
dio/video multiplexing and demultiplexing (the BSP);

• and finally, a fourth ASIP, a very large instruction
word (VLIW) DSP, used for motion vector prediction
calculation.

Optionally, a second D950 DSP core may be used for
modem functions in a variant of this design. There are four
important trends when comparing this design (H.263) with
the previous one (H.261):

• The increased number of embedded processor cores
(five, in comparison with the first H.261 design that
used only the MSQ and MCC cores).

• In the case of the BSP and VLIW DSP, these cores
replace dedicated hard-wired logic realizations. The
design constraint which forced this transition is the
need for flexibility: 1) to adapt to the H.263 standard
evolution and 2) to accommodate any specification
or design errors, due to the complexity of the H.263
standard.

• The increased number of functions performed on the
embedded cores. For example, much of the function
currently performed on an external host microproces-
sor (the ST9 MCU) will be shifted to the internal MSQ
ASIP in the next design.

• The significant evolution of the instruction set of
ASIP’s reused from the first design. This is to accom-
modate the more complex H.263 standard needs.

1) Tool Requirements:The presence of two standard
cores and four ASIP’s in this design implies important
needs in tools for H/W-S/W co-design. The main
requirements:

• high-performance C compilers for all the ASIP’s (one
already exists for the D950 DSP);

• a tool to manage the C-VHDL co-simulation for func-
tional validation;

• another set of utilities to manage the H/W-S/W co-
simulation at the RT level;

• high-level synthesis tools for the high-speed hardware
blocks (e.g., direct DCT and IDCT, motion estimator).

The combined use of advanced tools for compilation, co-
simulation, and hardware synthesis of the previous H.261
videophone is described in [51], while the co-simulation
tool is detailed in [52] and [53], and the compiler devel-
opment in [57] (see the companion paper [1] for a brief
summary of the compiler approach). In particular, it was
shown that the retargetable compiler approach led to near-
zero code size overhead.

An important feature of the method used in this design is
that the functional co-simulation at the behavioral C-VHDL
level allowed to forgo the development of a source-level
debugger. The assembly code running on the processor
never needed to be examined. It was only necessary to
compare simulation traces at functional and register-transfer
levels.

2) Key Characteristics of the Videophone Case Study:This
project highlights four important trends:

1) The transition from hard-wired implementations to
a mixed implementation on hardware, ASIP’s, and
standard DSP’s.

2) The need for programmability due to continuous
evolution of the H.263 videophone standard.

3) The need for high-performance compilation and co-
simulation tools since a significant part of the over-
all chip functionality is contained in the embed-
ded software. A high-performance compiler and co-
simulation tool were developed and used effectively.

D. TCEC: MPEG2 Audio DSP

Fig. 12 depicts a simplified block diagram of a VLIW
ASIP that is used to perform MPEG2, Dolby AC-3, and
Dolby PrologicTM audio decoding. This is an evolution
of the architecture of the MPEG1 audio decoder used in
the satellite to set-top box DirecTV application [16]. Other
target applications for this ASIP include DVD, DVB, and
next-generation digital set-top box satellite systems. This
is a good example of a low-cost, high-volume multimedia
application.
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Fig. 12. TCEC MPEG2 audio VLIW block diagram.

The architecture shown in Fig. 12 is the result of a
thorough analysis of the time-critical functions of the
MPEG2 and Dolby-AC3 standards. At first glance, it is
similar to many commercial DSP’s. It is based on a
load/store, Harvard architecture. Communication is cen-
tralized through a bus between the major functional units
of the ALU, address calculation unit (ACU), and memo-
ries. The controller is a standard pipelined decoder with
the common branching capabilities (jump direct/indirect,
call/return), but also including interrupt capability (go-
to/return-from interrupt) and hardware do-loop capability.
Three sets of registers are used to provide three nest-
ing levels of hardware loops; however, this can be in-
creased without limit by pushing any of these registers
onto the stack.

There are certain features of this architecture which set
it apart and allow it to perform well in this application
domain. The post-modify ACU includes custom register
connections and a rich set of increment/decrement capabil-
ities which allow it to efficiently access the special memory
structures. The instruction encoding is designed so that a
carefully selected subset of the ACU operations can be
executed in parallel.

The ACU has been designed to work in concert with
the memories. The memory structure has been developed
around the data-types needed for the application. A first par-
tition separates memory into ROM which is used mostly for
constant filter coefficients, and RAM to hold intermediate
data. For each of these memories, several data types are
available, some are high precision for DSP routines, others
are lower precision mainly for control tasks. This choice of
data-types is key to the performance of the unit.

The multiply-accumulate (MAC) unit was designed
around the time-critical inner-loop functions of the
application. The unit has special register connections which
allow it to work efficiently with memory-bus transfers.
In addition, certain registers may be coupled to perform
double precision arithmetic.

Finally, the VLIW format (61 bits) allows for far more
parallelism than most commercial DSP’s. This is crucial
in obtaining the required performance for the MPEG2 and
Dolby AC-3 audio standards.

1) Tool Requirements:The tool requirements here are
fairly similar to those of the videophone: high-performance
compilation, high-level functional validation of C descrip-
tions with the testbench, and instruction set simulation. In
addition, source-level debugging and performance profiling
were considered essential.

The requirement on compiler performance was for zero
execution time overhead in the inner loops, and less than
25% overhead elsewhere. The compiler developed met the
25% overhead target for the noncritical code. Furthermore,
the selective use of pragmas in the ANSI C code were used
to guide the compiler for the variable to register assignment
in the critical inner loops. Under these conditions, the zero
overhead target was also achieved [60].

There is an additional requirement for a tool to assist
with ASIP architecture exploration. This would be guided
by the designer who would propose different instruction set
and parallelism configurations, and the tool would provide
the resulting execution profiles for the application code on
this selection.

2) Key Characteristics of MPEG Audio DSP Case Study:
This is a good example of a high-volume multimedia appli-
cation for which low cost is an essential feature. An analysis
of the two main applications (MPEG2 and Dolby AC-3)
allowed to design a low-cost dedicated architecture well
suited to the critical inner loops. Three key characteristics
distinguish this ASIP from conventional DSP’s:

• the memory structure, which is developed around the
data types needed for the application;

• the ACU design, which includes a rich set of incre-
ment/decrement operations, as well as custom connec-
tions to the register sets;

• the VLIW format (61 bits), which provides a level
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of parallelism that is specifically tuned to the applica-
tion.

A retargetable compilation environment was successfully
used to meet stringent performance constraints. As a result,
the software application was written in the C programming
language. In order to achieve zero overhead in critical
code portions, the inner loops required selective variable
to register assignment. Finally, the main requirement for
the future is a tool for ASIP architecture exploration.

VII. CONCLUSION

An increasingly large part of the functionality of em-
bedded applications will be delivered via an embedded
processor. There are many reasons for the rise of embedded
processors, including the ones listed below.

• Design flexibility: In order to accommodate design
errors, late specification changes and future product
evolution. This flexibility also reduces design risk and
contributes to a shortened design interval by reducing
the number of chip iterations. This is the single most
important reason cited by designers.

• Design reuse: It is simpler to adapt an existing pro-
grammable datapath than to redesign a hard-wired
circuit. Design reuse usually leads to shorter develop-
ment times, which translates to faster time to market.

• Design complexity: The presence of large reconfig-
urable, programmable building blocks can greatly sim-
plify the design of a significant portion of today’s
heterogeneous systems-on-a-chip. Furthermore, com-
plex signal processing and/or microcontrol is often
better managed in software than in hardware.

Existing commercial microprocessors, MCU, and DSP pro-
cessors will continue to account for the majority of design
starts. However, the Northern Telecom survey shows that
ASIP’s account for the majority of the volume of the parts
shipped. In the survey, ASIP’s were used by only one third
of the design groups, but these ASIP’s represented two
thirds of the total volume of shipped parts.

The survey of leading products in multimedia and wire-
less applications also confirm the importance of ASIP’s as a
cost-effective design style. Virtually every second- or third-
generation GSM terminal uses an ASIP. MPEG2 decoders
are based on ASIP’s or dedicated hardware. Video games
rely on ASIP’s, RISC, and dedicated hardware. Finally, 3-D
processors are all based on ASIP’s or dedicated hardware.

There are two main motivations for using ASIP’s. The
first to replace an existing standard core for cost or power
reduction in a second-generation design. This is the case
for GSM terminals for example. First-generation terminals
used standard DSP’s to get a product to market quickly. An
ASIP was developed for the second- or third-generation
terminal in order to maintain a competitive advantage in
cost, or more importantly, low power.

The second motivation for the use of ASIP’s is to
replace blocks previously designed in hardware that require
more flexibility and to accommodate increased complexity.
MPEG video decoders and 3-D processors fall into this

category. Today, there is a coexistence of hardware-only
solutions to these products as well as ASIP-based solutions.
Due to the large performance gap between high-end video
processing needs and what is available on standard proces-
sors, the evolution path of hard-wired solutions toward a
programmable one will be necessarily via an ASIP.

1) Tools for Embedded Software Development:The fol-
lowing items are the most important requirements in this
area.

1) High-performance C compilers. While this is espe-
cially true for DSP applications, it is also the case for
most of the low-cost MCU’s (8 and 16-bit). The C
programming language is used for only 10% of the
application code lines written for DSP’s, and 25% of
the code lines for MCU. Assembly language reigns
elsewhere. For a compiler to be used by a design
team, code size overhead must be 20% or less, with
performance overhead very close to 0%.

2) Multilevel simulation. This includes C-VHDL func-
tional co-simulation, as well as interactive instruction
set level co-simulation with RTL hardware descrip-
tions.

3) Source-level debugging tools with links to in-circuit
emulation.

4) Finally, for those teams that choose to use an ASIP
approach, there is a need for computer-aided explo-
ration of processor architectures.

The companion paper in this issue [1] presents a survey of
tools and approaches that address many of these require-
ments, with special emphasis on retargetable compilation.
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