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Abstract ping [3]. Over the years, much research has then focused on
exploiting the computational resources available in palral
and distributed architectures.

To cope with the large memory requirements of state-
space generation, we present a distributed message-gassin
algorithm based on theaturation algorithm [4], which
generates the state-space using a network of workstations
(NOW) and exploits the overall available distributed mem-

We present a distributed version of thaturationalgo-
rithm for symbolic state-space generation of discretdéesta
models. The execution is strictly sequential but utilizes t
overall available memory. Thanks tolevel-basedlloca-
tion of the decision diagram nodes onto the workstations, no
additional node or work is created. A dynamic memory load

balancing heuristic helps coping with the uneven growth . : . .
9 P ping g ory. With saturation, sets of states are encoded via multi-

of the decision diagram levels allocated to each worksta- way decision diagrams (MDDs) and the transition relation

tion. Experiments on a conventional network of worksta- . . . .
i ) o i is encoded via a boolean Kronecker matrix representation.
tions show that the runtime of our distributed implemen-

o ] . To retain the compactness of the MDD representation and
tation is close to the sequential one even when balancmgthe ef ciency of event locality we perform a (horizontal)

is triggered, while it is of course much better when the se-
guential implementation is forced to rely on virtual memory

level-based allocatiorof the MDD nodes onto the avail-
able workstations. Although our distributed approach is
purely sequential, it partitions the memory load for state-
space generation onto the workstations of the NOW, thus it
1 Introduction achieves good scalability.

The rest of the paper is organized as follows. Section

Formal veri cation has been widely used in industry for . . .
2 gives the necessary background on reachability analysis,

uality assurance. In particular, model checking [1] can be . . .
d y P g[1] MDDs, Kronecker encoding, and saturation. Section 3 de-

used to detect design errors in a nite-state machine, and an . ,
. . scribes how we allocate the MDD nodes onto workstations
exhaustive state-space generation is usually a rst step. T

: . . and the overall algorithm. Section 4 illustrates our dyrami
increasing complexity of concurrent systems and protocols ) _ _
- o memory load balancing. Section 5 shows experimental re-
stresses the limits of most software veri cation tools. Sym ) ,
. . . . . . sults. Section 6 discusses related work.
bolic representations like binary decision diagrams (BPDs
[2] help, but model checking for complex systems remains
very memory-intensive. Reliance upon virtual memory can
greatly increase the execution time, even when the algo-A discrete-state model is a trip(é?; st :N), where® is
rithm attempts to improve the ef ciency of memory swap- the set ofpotential stateof the model,s"* 2 Y is the
. , _ initial state, andN : 9! 2% is thenext-state functiospec-
Work supported in part by the National Aeronautics and Spete

ministration under grant NAG-1-02095 and by the NationaeéScé Foun- ifying the states reachable from each state in a single step.
dation under grants CCR-0219745 and ACI-0203971. Since we target asynchronous systems, we decompose

2 Symbolic state space generation




N into a disjunction of next-state functions [5N (i) =

o2 Ne(i), whereE is a nite set ofeventsandNe is the
next-state function associated with evenite.,N¢(i) is the
set of states the system can enter wheccurs, orres, in
statei. An eventeis said to bedisabledin i if Ng(i) = ;;
otherwise, it isesnabled

Thereachable state spac® $is the smallest set con-
tainings™ and closed with respect té

S = fsinit g[N (Sinit )[N (N (sir‘lit )) [ =N (Sinit )’
where “” denogs the re exive and transitive closure and
we letN (X) =, N(s).

The systems we target can be decomposed into interact:

ing submodels For a model composed &f submodels, a

local state of submodéd, forK k1. Thus, the potential
state spac@ is given by the cross-produ&i S
of K local state spacesThis decomposition allows us to

use techniques targeted at exploiting system structure, in
particular,symbolicstate space storage techniques based on

decision diagrams.

2.1 Multiway decision diagrams forS

While not a requirement (we showed in [6] that it is pos-
sible to generate the local state spaSgn the y by in-
terleaving symbolic global state-space generation with ex
plicit local state-space generation), we assume that ach
is known a priori. Then, we use the mappings : S !

fO;1;:::;n¢ 1g, with nx = jSkj, and ignore the differ-
ence between a local staite and its indexix =  (ik)-
Thus, from now on, we identif§g, withf0;1;:::;n, 1g

and encode any set of stat¥s Yviaa Quasi-reduced
ordered MDD over 9, i.e., a directed acyclic edge-labeled
multi-graph where:

Nodes are organized int6 +1 levels We writehk|pi
to denote a generic node, whérés the level ang is
a unique index for that level.

Level K contains only a singlenon-terminal
nodelK jri, theroot, whereas level& 1 throughl
contain one or more non-terminal nodes.

Level O consists of two terminal nodes, HJjOi
andhojli.

A non-terminal nodetkjpi hasny arcs pointing to
nodes at levek 1. If theit arc, fori 2 Sy, is to
noderk 1jqi, we writehkjpi[i] = g. Duplicatenodes
are not allowed but, unlike theeducedcase,redun-
dant nodes where all arcs point to the same node
allowed (both versions are canonical).

are

The set of states encoded by the MDIBIK; r ), where
B is recursively de ned as:

fi1:Mjpifi.] =19
25, fikg B (kL HKijpific])

We reserve indiceBand1l at each levek, so thaB(k; 0) =
andB(k; 1) = S S 1[4]

2.2 Kronecker encoding forN

ifk=1

B(k;p) = . :
(k:p) ifk>1

We adopt a Kronecker representatiomNofnspired by work

on Markov chains [7]. We use eonsistentmodel parti-

tion [4, 8, 9], where eaciN. is decomposed int& lo-

cal next-state functiondly.e, for Kk 1, satisfying

N l;e(il)-

By de ning K JEj matricesN e 2 f 0;1g"¢ "« indexed

consistently with , whereNyelix;jx] = 1 , jk 2

N (ik), the next-state function is encoded as an incidence

B1atrix'\9iven by the (boolean) sum of Kronecker products
e  k k 1Nke. TheNye matrices are extremely

sparse: for standard Petri nets, each row contains at most

one nonzero entry.

2.3 Saturation

In addition to ef ciently representindyl , the Kronecker en-
coding allows us to exploit eveldcality [8, 9] and employ
saturation [4]. We say that eveatis independentf level
k if Ne = I, the identity matrix. LefTop(€) andBot (&)
denote the highest and lowest levels on whéatepends.

A nodelkjpi is said to be saturated if it is a xed point
with respect to allN, such thatTop(e) S k, B(k;p) =
B(k;p) [N «(B(k;p)), whereN = o155 () « Ne-

To saturate a nodkjpi once all its descendants have been
saturated, wenodify it in placeso that it encodes also any
state inNg.e N 1.e(B(k;p)), for any evente such
thatTop(e) = k. This can create new nodes at levels below
k, which are then saturated immediately prior to completing
the saturation offkjpi.

If we start with the MDD that encodes the initial state
st and saturate its nodes bottom up, we know that, at the



end, the rootK jri encodes the reachable state space MDD levels

init K ’ Unique Table Union Cache Firing Cache'
- (I
N (s™ ), because: mytop
) init . . e _ i [Mytop-1— [ mytop-1— [ mytop-1—
B (K;r) f s"™ g, since saturation only adds states, | {[ mytop:: . © mytop2 — [mylop2 |
mylvi i : i : :
. ey — . - A — bot+1
B(K;r) N «(B(K;r))= N(B(K;r)),bydeni-  ___\— —. )i mEr : :
. rmybot—] [mybotﬁ (mybotﬁ
tion of saturated node, and . Cmybot1— [ mybot1—
[ 1 ;

N (s") B (K;r),since saturation only adds states

reachable through legal event rings. Figure 1: Allocation of levels ofUT, FC, andUC.

3 Distributed message-passing saturation and one “above’w + 1 (unlessw = W). We evenly al-

Results in [4, 6, 10, 11] consistently show that saturation locate theK MDD levels to theW workstations accord-
greatly outperforms traditional breadth- rst strategimg ingly. Initially, w owns the MDD leveldw K=W cthrough
many orders of magnitude in both memory and time, mak- b(w 1) K=Wc + 1 included, and its two local vari-
ing it arguably the most ef cient generation algorithm for ablesmytop and mybot are initialized to the highest- and
globally-asynchronous locally-synchronous discreteneve lowest-numbered levels it owns, respectively. To balance
systems. Thus, it makes sense to attempt its parallelizathe load, the allocation of levels can change during execu-
tion, while parallelizing the less ef cient breadth- rspa tion, but it is always true thanytop = K for workstation
proaches would not offset the enormous speedups and memw , mybot = 1 for workstationl, andmytop  mybot for

ory reductions of saturation. any workstation.

We target large models where a single workstation must As a rst step in our distributed saturation algorithm,
rely on virtual memory or, worse, runs out of memory, and each workstation independently generates the Kronecker
choose to distribute the algorithm on a NOW withwork- matricesN y.e encodingN , without requiring any synchro-
stations. Our solution effectively increases the avaflabl nization. This is a simpli cation made possible by the fact
memory by a factoW, at the cost of an acceptable com- that these matrices require little space and can be gederate
munication overhead. However, saturation is an inherently ef ciently in isolation. In principle, since workstatiow
sequential algorithm. As it has been the case in the past fomeeds only those matricésy.. for whichmytop  k
BDD-based message-passing algorithms, we do not achievenybot, it could generate just thse matricen-the-y [6]

a speedup with respect to a single ideal workstation With ~ and exchange them when reallocating levels.

times as much memory. Indeed, a theoretical speedup is

not in the scope of the algorithm we propose, since there3'2 Unique table and operation cache

is exactly oneactiveworkstation at any time, i.e., actually  Ef cient canonicity enforcement requiresumique table a
computing the union of two nodes or ring an event on a hash table which, giveftp; :::; ¢, 1], determines whether
node; all other workstations are waiting for a work request, there is a nodékjpi with rkjpi[ix] = g,,for0 ix<ng.

or for a reply to a work request. Our goal islialance the  Especially with quasi-reduced decision diagrams, it is nat
memory loadwith negligible memory overheatb achieve  yral to partition the unique table int¢ disjoint tables, one

nearly ideal memory scalability per level. In our approach, then, each workstation owns
We discuss the algorithm rst, postponing dynamic the unique table§/T [mytop] throughUT [mybot] and can,
memory load balance issues to Section 4. and needs to, modify only nodes referenced in them. Analo-

gously, ef cient manipulation of decision diagrams re@sir

anoperation cacheThe saturation algorithm, in particular,
We assume thaty K workstations are available in the caches the results of thére andUnion operations, which
NOW, numbered fromW down tol. Each workstatiomw are also the only ones that require to change the contents of
has twoneighbors one “below”,w 1 (unlessw = 1), the unique table. We organize these caches by levels as well.

3.1 Level-based MDD node allocation



Since the caches referring to nodes at lévell are needed
when working at levek, their ownership is shifted by one
with respect to that of the unique tables. Each workstation
owns the operation caches for levaelg/top 1 through
mybot 1, namelyFC [mytop 1]throughFC [mybot 1]

SndLvl(in w:pid; k:lvl). SendUT [k], UC[k 1], and
FC[k 1]to workstatiorw and then decreassytop,
if K = mytop, or increasemybot, if k = mytop.

RcvLvl(in w:pid; k:lvl). ReceiveUT [K], UC[k 1],

andUC[mytop 1] throughUC [mybot 1], with the ex- andFC[k 1] from workstationw and then increase
ception of workstatiori, since there is no cache at le\l rknytop, blf k z mytop + 1, or decreasenybot, if
= mybot 1.

No cache at leveK is needed by the saturation algorithm.

Fig. 1 illustrates the ownership of unique tables and caches Bot (e:event). Return the lowest level affected by event
8.3 The algorithm The linear organization of the&/ workstations suf ces,
Fig. 2 contains the pseudo-code for our distributed satura-since each workstation only needs to communicate with its
tion algorithm, which we implemented in the todWSRT two neighbors to perform all required operations. When a
(we use “SIARTNOW” tg refer to this implementation). The workstationw > 1 would normally issue a recursive func-

key routines are:

DistGenerate(). The main routine, each workstation runs

it after generating thal .« matrices.

Fire (in e:event; I:lvl; q:idx):idx. Build the MDD en-
codingN | (Ne(B(l;0))) -

Union (in k:Ivl; piidx; qidx):idx. Build the MDD en-
codingB(k;p) [B (k;q).

Saturate(in k:Ivl; pidx):idx. Updatehkjpi in place, so
that it encode®N | (B(k;p)).

In addition, the following functions are assumed:

Checkin(in k:lvl; inout p:idx). If, for eachi 2
Sk; HKjpi[i] = 0, deletetkjpi and setp to 0. If, for
eachi 2 Si; Hjpi[i] = 1, deletelkjpi and setp to 1.
If hkjpi duplicates an existing nod¥jqi, deleterk|pi
and setp to g. Otherwise, insertkjpi in the unique
tableUT[k] and leavep unchanged.

Cachg(in c.cache  piidx; qidx; outr:idx) or
Cacheg(in c.cache piidx; eevent, outr:idx).
Associate the resultwith f p; og in the union cache,
or with (p; € in the ring cachec.

Find (in c.cache  piidx;  qidx inoutr:idx) or
Find (in c:cache  piidx; ewevent inout r:idx).
Searchf p; g in the union caches, or (p; € in the

ring cache c. If found, setr to the associated value

and returrtrue. Otherwise, returihalse.

tion call to levelmybot 1, it sends instead a request to per-
form this operation to its neighbor below, 1, and waits
for areply. Thus, except f@istGenerate, which is started
independently by each workstation, any work is “triggered
from above”. After saturating the nodenytopj0i, which
initially encodeg(sitop ;1215 ST ), and passing the restilt
to workstatiorw + 1, each workstatiow < W is idle until

it receives a request from + 1.

3.4 Message types

Table 1 shows the message types we use. For any worksta-
tionw > 1, DistGenerate directly receives one message of
type INIT , containing the result of the saturation of node
hmybot  1j0i, i.e., nodemytopj0i of workstationw 1.
Each workstationv < W also retrieves work requests mes-
sages in theepeat forever loop of DistGenerate. If a
message is presentcase on the type of request is used to
call the appropriate routine and send the reply to worksta-
tionw+1.

Finally, two special message types are used to stop the
execution:HALT , originated by workstatioV if the root
is correctly saturated, amaBRT , originated by any work-
station if it determines that the memory requirements ex-
ceed even those of the cluster (this includes the case where a
single level does not tin a single workstation, since our al
gorithm does not split a level across multiple workstatjons
For brevity, functionSignal for these two message types

1The index of the node encoding the saturation of a generie higgi
is usually still p, but not always. It can be, if there exists already
a nodetkjqi satisfyingN | (B(k;p)) = B(k;q), or it can bel, if
N (B(kip)) = Sk S 1



Type | From | Params Meaning on. By reallocating levels from®tow rst, and fromw to
FIRE above | (e;k;p) | requestto reein hkjpi 0 . . .

UNIN above | (k:p;q) | request to uniomkjpi andhkjg w" later on, we cope with such dynamic peak requirements.
FAIL below | none workstation below is out of memory

INIT below | (r) node index to initialize the MDD 4.1 Sing|e memory threshold dilemma

RESP below | (r) re or union response

GETL | above | (k) request receiver to take leviel A simple DMLB scheme could be to prede ne a memory
PUTL above | (k) request receiver to give levkl o .
ABRT | above | none abort the state-space generation usage threshold, say 80% of the amount of memory ini-
HALT | above | none termination tially declared to be available by the operating systemhEac

workstationw keeps track of its own memory usage in a
Table 1: The message types, source, params, and meaning,ariaphle mymem, and attaches it to each message it sends.

Thus, w always knows the up-to-date memory usage for
uses a broadcast, but this effect is achieved with pairwiseijts two neighborsabovememandbelowmem since: (i) a
communications. workstation can updatymem only when active, (ii) mes-
sages are sent from an active workstation before becom-
ing inactive, and (iii) are received by a workstation upon
becoming active. limymem for the active workstationv
reaches the threshold; computes the memory usage that
its neighbors would reach if they received a level fram

3.5 Union heuristics

In [4], we devised ainion cache predictioheuristic, which
exploits the fact that, ifUnion(k;p;q) returnsr, then
alsoUnion (k; p; r) andUnion (k; g; r) must returrr, thus
these two additional results can be cached immediately afte
caching that fotJnion (k; p; ). Experiments indicated that abovemeni = abovemem+ Mem(mytop)
this heuristics can reduce the computation time A/ belowmen? = belowmem+ Mem(mybot);

b t012%in some benchmarks, but it might also waste . .
y up ! utitmig W whereMem(Kk) is the memory usage due the unique table

space by caching results that are never used. In our dis- .
P 4 g at levelk and the caches at leviel 1. Then, ifmymem >

tributed algorithm, a remote union request is obviously
, , _ abovemen? andbelowmen? > abovemeni, w reallocates
much more expensive than a local recursive function call. . .
_ L its level mytop to w + 1; if mymem > belowmenf and
Thus, we apply this heuristics, but only for nodes at level .
_ abovemeni > belowmenf, w reallocates its leveinybot
mybot 1 of each workstationv > 1. . .
tow 1; otherwise, no reallocation takes place.

Since workstations are organized in a linear fashion and
only the active workstatiow can trigger DMLB, it might
A common problem for distributed reachability analysis ap- happen thatv reallocates some of its levels o+ 1 and
proaches is that the memory requirements of each workstayw 1, after which all three workstationsy + 1, w, and
tion might evolve quite differently. With a static allocati w1, are above the threshold, while workstations further
of levels, state-space generation might fail because @&exc  away fromw might still have much available space. We say
sive memory requirements at a single workstation, even if thatw is trappedin this situation.
other workstations still have large amounts of unused mem-
ory. To better utilize the resources of each workstation, we
apply dynamic memory load balancing (DMLB). The approach we suggest to prevent workstations from be-

We stress that, unlike for explicit state-space generationing trapped is to recursively propagate DMLB to all work-
where the memory requirements of each workstation canstations with free space, still using pairwise exchangés. T
only increase over timeven an optimal static allocation of  new rule is that a workstation still triggers DMLB based on
levels to workstations could still be inferior to a good, but a single threshold. However, now, a workstation can trigger
sub-optimal, dynamic approachrhis is because, usually, a DMLB exchange with one of its neighbors even if it is
the number of nodes at a given MDD level both increases already in the middle of a DMLB exchange with the other
and decreases dramatically during the execution. Worksta-neighbor.
tion w might be using much less memory than workstation  Function NewNode in Fig. 2 achieves this nesting of
wlat some point in time, while the reverse might occur later DMLB actions because it is called not only to allocate a

4 Dynamic memory load balancing

4.2 Nested DMLB actions



single node inUnion or Fire, but also to allocate all the

nodes of a level received by a workstation through a call

to RevLvl. Before actually allocating a nodélewNode
callsDecision to determine whether DMLB should be trig-
gered. The outcome, which can BEONE, if no DMLB

is required,BOT , if level mybot is to be passed to work-
stationw 1, or TOP, if level mytop is to be passed to
workstationw +1, is recorded in the variabbder, which is
globally visible withinw. SinceNONE is always returned

if mymemis less than the threshold, no DMLB overhead is
incurred if the decision diagram is small enough to t com-
fortably in the memory of each workstation, given the iditia
allocation. In other words, we do not correct a memory un-
balance if even the most loaded workstation is still far from
running out of memory.

4.3 Dealing withNOMEM

Therepeat loops at lines 7 and 14 iSaturate, 14 and 21

in Fire , and 14 inUnion deal with the possibility that a re-
cursive function call to the level immediately below, day
returnsNOMEM . If this happens, the code tries to perform
DMLB by calling MemBal on levelk. We say that levek

is stableif it is above a level that needs to be reallocated by
the DMLB action.

If MemBal returnsfalse, it is either because it was de-
termined (by the last call tblewNode that the level to be
reallocated isnytop (thus, levek is not above it, hence it
is not stable) or because the level to be reallocatetyisot
but k equalsmybot (thus, the recursion must step back to
the stable levek + 1 before reallocating levéd = mybot
to workstationw  1); therepeat loop is exited by return-
ing aNOMEM value to the level immediately above. If
MemBal returnstrue, instead, it is because levailybot
was successfully reallocated to workstation 1.

Then, thaepeat loop makes the same recursive function
call again, since, now, workstatiam is using less memory
and there is a hope that the call will not retMOMEM .
The repeat loop allows for the possibility of reallocating
multiple levels, one at time, to workstation 1.

WhenMemBal returnsfalse, the code must backtrack to
a stable level, eithemytop + 1, if mytop is to reallocated
tow+1, ormybot + 1, if mybot is to reallocated tov 1
andk = mybot. This implies a minimal work loss of one

or results that have been cached.

Only two neighboring workstationsy + 1 andw, orw
andw 1, are involved in a DMLB. In the rst case, level
mybot of w+1 is stable; in the second case, lengfbot+1
of w is stable. Once the data for the reallocated level has
been transferredy continues the saturation procedure by
calling the last un nished operation again, which is at the
(new) levelmytop, formerly levelmytop 1, of w in the
rst case, or the (new) levehytop of w 1, formerly level
mybot of w, in the second case.

We stress that the reallocation procedure does not change
the structure of the MDD, nor the indices of nodes for in the
exchanged level, so it does not alter the MDD canonicity.

5 Experimental results

We now compare BARTNOW, which we implemented in

C using the message-passing library MPICH, with the se-
quential version of saturation irM8RT. The hardware plat-
form is a cluster of Pentium NBGHz workstations, each
with 512MB of RAM, connected by Gigabit Ethernet. The
software environment is Red-Hat Linux 9.0 with a standard
MPI2 running on top of TCP/IP. As examples, we use two
Petri net models, of slotted ring network protocdll2] and
around robin mutex protocdil3], with a parameteN af-
fecting the size of the state space and the number of levels.

Due to memory reserved by the operating system and
background jobs, the amount of available RAM differs
somewhat for each workstation. In our test cases, it av-
eraged385VIB. Using our memory threshold &0%, this
translates int@08VIB on average, before triggering DMLB.

Table 2 reports our experimental results. ColurVaig
shows the time to runMART on one workstation. The nine
SVARTNOW columns show the time to run on 2, 4, or 8
workstations, using Gigabit Ethernet, possibly con gured
run at 100 or 10 Megabit usingthtool ; the numbers in
parentheses report the time spent for DMLB in the Gigabit
case. A“*"indicates that®ART, or at least one workstation
for SMARTNOW, triggered swapping.

When the RAM of a single workstation is suf cient to
run the test case, the runtime dfART is better than that of
SVMARTNOW on multiple workstations. Considering rst the
Gigabit columns, Table 2 shows that the message-passing

un nished node per backtracked level, since we do not needoverhead, while not huge, is not trivial either. In the small
to remove nodes that have been checked in the unique tablest test cases, the runtime METNOW with W = 8 is sev-



Benchmark SVIART SVARTNOW
N iSj MB || 1@ 512MB 2 @ 512MB 4 @ 512MB 8 @ 512MB
Gigabit | 100M| 10M Gigabit | 100M| 10M| Gigabit| 100M | 10M
Slotted ring network model K = N, jSgj =15 forallk,jEj=3N
100 | 2:60 10105 36 12 16 16 22 24 25 45 42 43| 75
150 | 4:53 1068 | 125 44 50 52 61 64 68 115 91 97| 152
200 | 8:38 10211 | 286 108 119 121 137 139 | 143 193 182 199| 287
250 | 1:59 10%%5 | 545 || * 392 (9) 248 274 508 267 | 298 340 337| 371 491
275| 7:04 10291 | 737 * 57414 (26) 355 486 | 1098 358 | 368 441 443 | 449| 621
300 | 3:11 10%18 | 962 —||* (29) 552 | 2663| 12457 (23) 490 | 1981| 7333 564 | 589| 763
325 | 1:38 10%4° | 1213 — || * (668) > 24hr | > 24hr | > 24hr (80) 656 | 9082 | 26199 716 | 743| 941
350 | 6:15 10371 | 1588 — — — — | * (238) 1148 | 46910 | > 24hr 878 | 919 | 2470
Round robin mutex protocol K = N +1,jSgj =10 forall k excep§S1j = N +1,JEj=5N
300 1:37 10% 71 3 4 6 11 7 9 23 13 15| 35
450 | 2:94 10138 | 158 8 9 11 19 12 15 38 20 31| 63
600 | 5:60 1083 | 280 14 16 20 35 18 25 32 30 37| 94
750 | 9:99 10228 | 434 21 24 29 58 29 39 113 41 55| 130
900 | 1:71 10274 | 621 * 928 8) 41 101 558 40 51 152 54 71| 302
1050 | 2:85 10319 | 870 || * 36751 | * (15) 72 501 | 2713 (5) 56 148 481 68 96| 376
1200 | 4:64 10%4 | 1201 — | * (@3 368| 1169| 6610 (45) 91| 1542| 5410 87| 143| 472
1350 | 4:76 10%%° | 1503 — — — — | * (98) 196 | 3815| 10754| (3) 112 | 1099 | 2245

Table 2: Runtime (in seconds) and memory requirementRE vs. SYARTNOW,

eral times higher than that oMBRT. However, the differ- penalties, if the algorithm completes at all.

ence diminishes as the model size grows, even before mem-  Fig. 3 shows how our DMLB scheme allows/SRTNOW

ory swapping becomes an issue (e.g., for the slotted ringto fully utilize the memory of each workstation. In the plot,

model, the runtime of BARTNOW s 3.5 times that of BART ws runs out of memory rst and triggers DMLBy, and

whenN =100, but not even 1.7 times whet = 200). w, keep receiving MDD levels frorws to relieve its peak
Once the operating system triggers memory swapping,memory consumption. Eventually, alsa hits the mem-

the runtime for 8IART increases substantially. IMBRT can ory threshold, and performs DMLB ta;. Yet, Table 2

be run at all, its runtime can be orders of magnitude larger

than that of 8ARTNOW, Indeed, such huge differences arise

even when comparing®RTNOW with itself using different

values ofW. For example, in the round robin model with

N = 900, SMARTNOW runs much faster thanMBRT, and

the best choices a/ = 2 andW = 4, almost tied at

41 and 40 seconds, respectively; however,No= 1050,

W =4 is substantially better thaww = 2; for N = 1200,

W = 4 andW = 8 are enormously better thai = 2,

and $/ART fails to complete; foN = 1350, W = 8 is

by far the best choice, while everMSRTNOW with W = v

2 fails to complete. Thus, the obvious conclusion is that 0 S ——

the optimal numbewW of workstations to use is that where 0 100 200 300 _400 500 600 700 800

almost no memory swapping takes place. While s\Wth wall time (sec)

cannot be known a priori, the results clearly show that using

too many workstations affects the runtime only by a small  Figure 3: Slotted ring network protocol witB25slots.
factor, while using too few, or just one, results in very krg
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also indicates that the tradeoff in fully utilizing memoerr  ing boolean functions with optimal choices of variables.
sources is that a substantial portion of the runtime is spentHowever, no speedup is achieved. Using an alternative dis-
on DMLB, 80 out of 656 seconds; some MDD levels are tribution of the memory load, [21] partitions the BDD hor-
passed between two workstations more than twice. For thisizontally onto a cluster of workstations, so that hash table
model, the time to runMARTNOW with W = 4 isalmostas  synchronization is avoided and the distributed image com-
high as withW = 8 and, since neither case triggers mem- putation does not create any redundant work at all. The
ory swapping, this is a case where the cost of DMLB with tradeoff in maintaining the canonicity of the distributeatal
W = 4 almost offsets the additional communication costs structure is again no speedup.
whenW = 8. Compared toboolean functions (vertical) slicingp-
Finally, a comparison of the Gigabit with the 100 and 10 proaches, our scheme has several major advantages. With
Megabit columns shows how the speed of the connectionvertical slicing, processors overlap image computation, s
becomes a major factor when DMLB is triggered. Clearly, synchronization is required to minimize redundant work.
the communication needs of the saturation algorithm itself If the slicing choice is poor, a substantial number of addi-

are much less critical than those of DMLB. tional nodes is created, and it is generally agreed that nd-
ing a good slicing is not trivial [22]. Similar to [21], our
6 Related work MDDs node allocation partitions instead the nodes of the

o _ MDD so that each workstation exclusively owns a contigu-
[14, 15] performexplicit state-space exploration or model o5 range of MDD levels. Also, our distributed saturation

checking over a cluster of workstations and report speedupyges not perform any duplicate work at runtime and does

on some benchmarks but the large memory consumption ot have any synchronization overhead. No work queue

limits explicit techniques to relatively small models. Re- ,; central manager is needed in our scheme; in particular,

cently, out-of-coreor on-the- y techniques have rendered s implies that expensive operations such as global broad
some gigantic systems tractable by explicit approaches, bu ¢5sting or deadlock detection are not needed by our mecha-

the computation time tradeoff is considerable. Even though hism. The only overhead in our approach arises from peer-
a symbolic data structure can dramatically shrink the MeM-o_neer communication. Unlike [21], our implementation

ory requirement for representing sets of states, it sléf  gc51es well and the DMLB scheme utilizes each worksta-
the dif culty of parallelizing state-space generation. To ion within the cluster.

avoid the expensive communication cost of synchroniz-
ing hash tables, [16, 17] parallelize BDD manipulation
on a shared-memory multi-processor (SMP) or distributed
shared memory (DSM) by decomposing boolean operationsywe presented a distributed version of our symbolic state-
during the expansion phase onto processors within breadthspace generation algorithm, saturation. Its level-baseié n
rst or partial-breadth- rst behaviors. Yet, scalabilitygf  ajlocation scheme does not create additional nodes and,
these approaches is still limited. paired with a dynamic memory load balance heuristic and
To further extend the capability of symbolic approaches, |ack of central manager, achieves excellent memory distri-
[18, 19] suggest to parallelize BDD manipulations by de- bution and scalability over a computer cluster. Thanks to
composing boolean functions in breath- rst (BF) fashion the ever increasing network speed, our approach effegtivel
and distributing the workload over a cluster of worksta- provides the large amounts of memory needed when study-
tions via message passing. Yet, the tradeoff of parali@jizi ing large systems, although it offers no theoretical sppedu

breadth- rst BDD traversals is to overlap the image com- We plan to address this aspect in our future research.
putation, hurting the scalability of this scheme. To achiev

scalaplllty, re_searchers have recently focused on memoryR eferences
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DistGenerate () NewNode(in K : Ivl) : idx
declare r;p :idx; k :Ivl;i :id; declare p : idx;
1. ifw > 1then xfer Decision (mymem; abovemen belowmem);

=

2. while Rev(w 1;p)= FAIL do if not FAIL ,itis INIT 2. if xfer 6 NONE then
3. Revlvl(w  1;mybot  1); 3. if MemBal (k) = false then return NOMEM ;
y

4. elsep 1 4. p  AllocateNode(k);

5. for k = mybot to mytop do 5. fori 2 Sy do Kkjpi[i] ©O;

6. r  NewNode(k); 6. return p;

" . init — P

7o Hgrifo] - p; N k(S ) =0 inour schema Union (ink : Ivl; p :idx;q:idx) : idx

8. P Saturate (k;r); declare s;r;u :idx;

9. |pr = NOMEM then . 1. if p=0 then return g;

10. ifw= W or k = mybot then Signal(ABRT ); 2. ifq=0 then return p;

11. ph'l r Kd 3. ifp=1 org=1 thenreturn 1,

12. while mytop N 4. if Find (UC[K]; p;q;r) thenreturnr;
13. Snd(w + 1;FAIL ); ran out of memory 5. ifk < mybot then

14. _ SndLvl(w + 1; mytop); 6. sndw L UNIN ;(kip;q);

15. ifw <W then |l 7o ifRovw 1756 FAIL then

16. Snd(w +1;INIT ;p); successiu 8 Checkin(k;s); Cache(UCIk]; p; q;9); return s;
17. repeat forever execute work from above 9. Snd(w 1;PUTL :mybot 1):

18.  case Rcv(w + 1; parms) of 10. RevLvl(w ' 1 myE)ot 1): '

19. FIRE : r  Fire (parms); 11. s NewNode(k);
20. if r = NOMEM then Snd(w +1;FAIL ); 12. ifs= NOMEM then return NOMEM ;
21. else Snd(w + 1; RESP;r); 13. fori =0 t0jS¥j 1do
22. UNIN : r  Union (parms); 14, repeat
23. if r= NOMEM then Snd(w +1; FAIL ); ’ . e L Ty

15. Union (k  1;hk ; bk ;

24. else Snd(w + 1; RESP;r); y fon ( IPITIT; ejai i)

- SndLvl ) ' 16. ifu= NOMEM then

25. PUTL : SndLvl(w + 1 mytop); 17. if MemBal (k 1) = false then return NOMEM ;
26. GETL : RevLvl(w +1; mytop +1); 18. untilu 6 NOMEM :

217. else 19, Msifi]  u:

28.  Checkin(K;p); 20. Checkin(k;s); Cache(UCIK]; p;q;9); return s;
29. Signal(HALT );

— - Fire (in e: event;| : Ivl;q: idx) : idx
MemBal (in k : Ivl) : bool declarei;j :lcl; L : setoflcl; fu;s;r :idx;sCng: bool;

1. if xfer = TOP or k = mybot then

1. ifI < Bot (e) then return g;
2. return false; 2. if Find (FCIl]; q;e;r) thenreturnr
3. Snd(w 1; GETL ; mybot); 3. ifI < mybot then
4. SndLvl(w  1; mybot); 4. sSnd(w L FIRE ;(e:l:q);
2. refurn frue; 5. ifRcv(w  1:5) 6 FAIL then
Saturate(in k : Ivl; p : idx) : idx 6 Checkin(l; s); Cache(FC[l]; q; e;9; return s;
declare e: event; i;j :lcl; L : setoflcl; 7. Snd(w 1;PUTL ;mybot 1);
declare f;u;r :idx; pCng : bool; 8. RcvLvl(w 1;mybot 1);
1. repeat 9. s NewNodeg(k); sCng  false;
2. pCng false; 10. if s= NOMEM then return NOMEM ;
3. fore2EX do 11. L f i2S,:Hkjqi[i]6079j); Nie[i;jl=1g;
4., L f i2Sk :Hjpi[i160 "9} Neli;j1=1g; 12. whileL & ; do
5. while L & ; do 13. pick and remove i from L;
6. pick and remove i from L; 14. repeat
7. repeat 15. f Fire (e;1  1;Hjqi[i]);
8. f Fire (e;k  1;hkjpi[i]); 16. if f = NOMEM then
9. if f = NOMEM then 17. if MemBal (I 1) = false then return NOMEM ;
10. if MemBal (k 1) = false then return NOMEM ; || 18. untilf 6 NOMEM ;
11. until f 6 NOMEM ; 19. iff 60 then
12. if f 60 then 20. forj 2Ne (i) do
13. forj 2 N e (i) do 21. repeat
14. repeat 22. u Union(l 1;f; Hjsi[j];
15. u  Union(k 1;f; Kjpi[j]); 23. if u= NOMEM then
16. if u = NOMEM then 24. if MemBal (I 1) = false then return NOMEM ;
17. if MemBal(k 1) = false then return|| 25. untilu 6 NOMEM ;
NOMEM ; 26. if u 6 Hjsi[j] then
18. until u 6 NOMEM ; 27. Rjsi[i] u;sCng true;
19. if u & hkjpi[j] then 1|028- ifsCng then
20. Kjpi[j] u;pCng true; 29. s Saturate(l;s);
21. ifNke(j) 6 ; thenL L[f jg; 30. ifs= NOMEM then return NOMEM ;

22. until pCng = false 31. Checkin(l;s); Cache(FCIl];q;e;9); return's;




