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Abstract. We presert a novel algorithm for generating state spacesof
asynchronous systemsusing Multi{v alued Decision Diagrams. In contrast
to related work, we encade the next{state function of a system not asa
single Boolean function, but as cross{products of integer functions. This
permits the application of various iteration strategiesto build a system's
state space.In particular, we introduce a new elegart strategy, called
saturation, and implement it in the tool SMART. On top of usually
performing seweral orders of magnitude faster than existing BDD{based
state{space generators, our algorithm's required peak memory is often
closeto the nal memory neededfor storing the overall state space.

1 Intro duction

State{space geneation is one of the most fundamental challengesfor many for-
mal veri cation tools, sudh asmodel cheders[13]. The high complexity of today's
digital systemsrequires constructing and storing huge state spacesin the rel-
atively small memory of a workstation. One researd direction widely pursued
in the literature suggeststhe use of decision diagrams, usually Binary Decision
Diagrams [7] (BDDs), as a data structure for implicitly represeting large sets
of states in a compact fashion. This proved to be very successfulfor the veri-
cation of synchronous digital circuits, asit increasedthe manageablesizesof
state spacesfrom about 10° states, with traditional explicit state{spacegenera-
tion techniques[14], to about 10%° states[9]. Unfortunately, symbolic techniques
are known not to work well for asynchionous systems such as communication
protocols, which particularly su er from state{space explosion.

The latter problem was addressedin previous work by the authors in the
context of state{space generation using Multi{value d Decision Diagrams [18]
(MDDs), which exploited the fact that, in event{based asyndronous systems,
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ead event updatesjust a few componerts of a system'sstate vector [10]. Hence,
ring an evert only requiresthe application of local next{state functions and the
local manipulation of MDDs. This isin contrast to classicBDD{based techniques
which construct state spaceshy iterativ ely applying a single, global next{state
function which is itself encaded as a BDD [20]. Additionally, in most concur-
rency frameworks including Petri nets [23] and processalgebras[5], next{state
functions satisfy a product form allowing ead componert of the state vector to
be updated somewhatindependertly of the others. Experimental results imple-
merting these ideas of locality shaved signi cant improvemerts in speed and
memory consumption when comparedto other state{space generators[22].

In this paper, we take our previous approad a signi cant step further by ob-
serving that the reacable state spaceof a systemcan be built by ring the sys-
tem's everts in any order, aslong as every evert is consideredoften enough[16)].
We exploit this freedom by proposing a novel strategy which exhaustively res
all events a ecting a given MDD node, thereby bringing it to its nal saturated
shape. Moreover, nodesare consideredin a depth{rst fashion,i.e., whena node
is processedall its descendats are already saturated. The resulting state{space
generation algorithm is not only concise,but also allows for an elegan proof
of correctness.Comparedto our previous work [10], saturation eliminates a fair
amount of administration overhead,reducesthe averagenumber of ring everts,
and enablesa simpler and more e cien t cache managemen.

We implemerted the new algorithm in the tool SMART [11], and experimen-
tal studies indicate that it performs on averageabout one order of magnitude
faster than our old algorithm. Even more important and in cortrast to related
work, the peak memory requiremerts of our algorithm are often closeto its nal
memory requiremerts. In the caseof the dining philosophers' problem, we are
able to construct the state spaceof about 10°%7 states, for 1000 philosophers,in
under one secondon a 800 MHz Pentium 111 PC using only 390KB of memory.

2 MDDs for Encoding Structured State Spaces

State spaces and next{state functions. A discrete{state model expressedn
a high{level formalism must specify: (i) 9, the set of potential states describing
the \t ype" of states; (ii) s 2 $, the initial state; and (i) N : b 1 2% the
next{state function, describing which states can be reached from a given state
in a single step. In many cases,suc asgetri nets and processalgebras,a model
expresseghis function asaunion N = . Ne, whereE is a nite setof events
and Ng is the next{state function ass@iated with evernt e. We say that N¢(s) is
the set of states the system can enter when event e occurs, or r es in state s.
Moreover, evert e is called disablel in s if N¢(S) = ;; otherwise, it is enablel.
The reachable state space S 9 of the model under consideration is the
smallest set containing the initial system state s and closedwith respectto N,
i.e., S=fsg[ N(s)[ N(N(s) [ = N (s), where\ " denotesthe re exive
and transitiv e closure.When N is composedof seweral functions N, for e 2 E,
we can iterate thesefunctions in any order, aslong aswe considereat N, often



enough. In other words, i 2 S if and only if it can be reached from s through
zero or more event rings. In this paper we assumethat S is nite; however,
for most practical asyndironous systems,the size of S is enormousdue to the
state{space explosion problem.

Multi{v alued decision diagrams. One way to cope with this problem is to
usee cien t data structures to encade S that exploit the system'sstructure. We
considera common casein asyndironous system design, where a system model
is composed of K submalels for someK 2 N, sothat a global system state

superscripts for submadel indices |not  for exponertiation| and subscripts for
event indices.) Thus, §= SK St, with ead local state spaceS* having
some nite sizenk. In Petri nets, for example, the setof placescan be partitioned
into K subsets,and the marking can be written as the composition of the K
corresponding submarkings. When identifying Sk with the initial integerinterval
f0;:::;nk 1g, foreah K k 1, onecanencaeS Yvia a (quasi{reducd
ordered) MDD, i.e., a directed acyclic edge-lakelled multi-graph where:

{ Nodesare organizedinto K + 1 levels We write Hk:pi to denote a generic
node, where k is the level and p is a unique index for that level. Level K
contains only a singlenon{terminal node K :ri, the root, whereaslevelsK 1
through 1 contain one or more non{terminal nodes. Level O consistsof two
terminal nodes,h0:0i and h0:1i. (We useboldfacefor the node indicesO or 1
sincethese have a special meaning, as we will explain later.)

{ A non{terminal node hk:pi has n¥ arcs pointing to nodesat level k 1. If
the i" arc, for i 2 Sk, is to node hk 1:qi, we write hk:pi[i] = g. Unlike
in the original BDD setting [7, 8], we allow for redundant nodes, having all
arcs pointing to the samenode. This will be corveniert for our purposes,as
eliminating sudh nodeswould lead to arcs spanning multiple levels.

{ A non{terminal node cannot duplicate (i.e., have the samepattern of arcs
as) another node at the samelevel.

Given a node hk:pi, we can recursively de ne the node reaced from it through

any integer sequence =4 (i%;ik 1; ;i')2 sk sk 1 S' of length
k I+1,fork k | 1, as
node(hk:pi; ) = hk:pi if = (), the empty sequence

node(tkk Lqi; ) if = (i% ) and Kk:pi[i] = q.
The substatesencaled by p or reaching p are then, respectively,

B(hk:pi) = f 2 Sk St : node(hk:pi; ) = ho:lig \ below" h:pi ;
A(hkpi)=f 2SK SK*1 :node(hK :ri; ) = Hk:pig \atove' Hk:pi .

Thus, B(hk:pi) corntains the substatesthat, pre xed by a substate in A(Hk:pi),
form a (global) state encaded by the MDD. We resene the indices0 and 1 at
ead level k to encade the sets; and S S, respectively. In particular,
B(h0:0i) = ; and B(t0:1i) = f()g. Fig. 1 shaws a four{level example MDD and
the set S encaded by it; only the highlighted nodesare actually stored.



Fig. 1. An example MDD and the state spaceS encaded by it.

Many algorithms for generatingstate spacesusing BDDs exist [20], which can
easilybe adaptedto MDDs. In cortrast to those, however, our approac doesnot
encale the next{state function asan MDD over 2K variables, describing the K
state componerts beforeand after a systemstep. Instead, we update MDD nodes
directly, adding the new statesreached through one step of the global next{state
function when ring someevert. For asyndironoussystems,this function is often
expressibleas the cross{product of local next{state functions.

Pro duct{form  behavior. An asyncronous system model exhibits such be-
havior if, for eat event e, its next{state function N, can be written asa cross{
product of K local functions, i.e., Ne = NX NZ& whereN k& :sk 1 25
for Kk 1. (Recall that evert e is disabledin someglobal state exactly if it
is disabled in at least one componert.) The product{form requiremert is quite
natural. First, many modeling formalisms satisfy it, e.g., any Petri net model
conformsto this behavior for any partition of its places.Second,if a given model
doesnot respect the product{form behavior, we can always coarsenK orre ne E
sothat it does.As an example,considera model partitioned into four submaodels,
whereNe= N2 N32 NZ&, butN32:83 s2 1 25°S * cannot be expressed
asaproduct N3 NZ2. We can achieve the product{form requiremert by simply
partitioning the model into three, not four, submodels. Alternativ ely, we may
substitute evert e with \subevents" satisfying the product form. This is possible
since, in the worst case,we can de ne a subewert e;; , for ead i = (i%;i?) and
j = (1%5%) 2 NZ2(i), with N, (i%) = fj3g and Ne, (i?) = fj .

Finally, we introduce somenotational conventions. We say that evert e de-
pends on level k, if the local state at level k doesa ect the enabling of e or if it
is changedby the ring of e. Let First (e) and Last(e) bethe rst and last levels
on which evert e depends. Events e such that First (e) = Last(e) = k are said
to be local events we mergetheseinto a single macro{event X without violat-

ing the produc@form requiremert, sincewe canwrite N « = NX NI
where NX = 7 (b (o= Last (o= kg Ne» While N, (i') = fi'g for | 6 k and
i' 2 S'. The setfe2 E: First (€) = kg of everts \starting" at level k is denoted
by EX. We also extend N, to substatesinstead of full states: N¢((i's:::;i")) =
N&(@i%) NG, forK k1 1;to setsof statgs:Ne(X) = 5% Nef(i),
for X Sk S'; and to setsof events: Ng (X) = ¢ Ne(X), for F E.

In particular, we write N asa shorthand for N e.rirst (e) «kg-



3 A Novel Algorithm Emplo ying No de Saturation

In the following we refer to a speci ¢ order of iterating the local next{state func-
tions of an synchronous system model as iteration strategy. Clearly, the choice
of strategy in uences the e ciency of state{space generation. In our previous
work [10] we employed a naive strategy that cycled through MDDs level{by{
level and red, at ead level k, all events e with First (e) = k.

As main cortribution of this paper, we presert a novel iteration strategy,
called saturation, which not only simplies our previous algorithm, but also
signi cantly improvesits time and spacee ciency . The keyideaisto re everts
node{wise and exhaustively, instead of level{wise and just once per iteration.
Formally, we say that an MDD node hk:pi is saturated if it encades a set of
states that is a xed point with respect to the ring of any event at its level
or at a lower level, i.e., if B(hk:pi) = N (B(hk:pi)) holds; it can easily be
shown by contradiction that any node below node hk:pi must be saturated, too.
It should be noted that the routine for ring someewent, in order to reveal
and add globally reachable statesto the MDD represenation of the state space
under construction, is similar to [10]. In particular, MDDs are manipulated only
locally with respectto the levelson which the red evernt depends,and, dueto the
product{form behavior, these manipulations can be carried out very e cien tly.
We do not further commert on theseissueshere, but concenrate solely on the
new idea of node saturation and its implications.

Just as in traditional symbolic state{space generation algorithms, we use
a unique table, to detect duplicate nodes, and operation caches in particular
a union cache and a ring cache to speed{up computation. Howewer, our ap-
proach is distinguished by the fact that only saturated nodesare cheded in the
unique table or referencedin the cades. Given the MDD encaing of the ini-
tial state s, we saturate its nodesbottom{up. This improvesboth memory and
execution{time e ciency for generating state spacesbecauseof the following
reasons.First, our saturation order ensuresthat the ring of an event a ecting
only the current and possibly lower levels adds as many new states as possible.
Then, sinceead node in the nal encaing of S is saturated, any node we insert
in the unique table has at least a chance of being part of the nal MDD, while
any unsaturated node inserted by a traditional symbolic approad is guaranteed
to be evertually deletedand replacedwith another node encaling a larger subset
of states. Finally, oncewe saturate a node at level k, we never needto re any
evert e 2 EX in it again, while, in classicsymbolic approades, N is applied to
the ertire MDD at every iteration.

In the pseudo{cade of our new algorithm implementing node saturation,
which is shawvn in Fig. 2, we usethe data types evnt (model evert), Icl (local
state), Ivl (level), and idx (nodeindex within alevel); in practice theseare simply
integersin appropriate ranges.We also assumethe following dynamically{sized
global hashtables: (a) UT [k], for Kk 1, the unique table for nodesat level k,
to retrieve p given the key hk:pi[0];:::; h:pi[nk 1]; (b) UC[K], for K > k 1,
the union cache for nodesat level k, to retrieve s given nodesp and g, where
B(hk:si) = B(hk:pi) [ B(hk:qi); and (c) FC[Kk], for K > k 1, the ring cache



Generate(in s:array[1::K ] of Icl):idx

RecFire(in e:evnt, I:Ivl, g:idx):idx

Build an MDD rooted at KK :ri encading
Ne(s) andreturnr, in UT[K].

declae r,pidx;

declae k:lvl;

Lp( Y

2. fork=1to K do

3. r ( NewNode(k); hk:ri[s[k]] ( p;
4

5

Saturate(k;r); Check(k;r);

p( r; returnr;

Saturate(in k:Ivl, p:idx)
Update hk:pi, not in UTIK], in{place, to
encade N | (B(hk:pi)).

declae eevnt;
declae L:setof lcl;
declae f,u:idx;
declae i,j:lcl;
declae pCng:bool;
1. repeat

2. pCng ( false;
3. foreache2 E* do

4. L ( Locals(e;k;p);
5. whileL 6 ; do
6
7
8

i ( Pick(L);
f ( RecFire(e;k 1;hk:pili]);
. if f 6 0 then

9. foreachj 2 N&(i) do
10. u( Union(k 1;f;hk:pi[j]);
11. if u6 hk:pi[j] then
12. hk:pi[j1( u; pCng( true;
13. if N (j) 6 ; then
14, L( L[fjg;

15. until pCng = false;

Build an MDD rooted at H:si, in UT]l],
encading N | (Ne(B(H:qi))). Returns.

declae L:setof lcl;
declae f,u,s:idx;
declae i,j:lcl;
declae sCng:bool;

1. if | < Last(e) then return g;

2. if Find (F C[I]; f g; eg; s) thenreturn s;
3. s( NewNode(l); sCng ( false;

4. L ( Locals(e;l;q);

5. whileL 6 ; do

6. i ( Pick(L);

7. f ( RecFire(e;l 1;h:qilfi]);

8. if f & 0 then

9. foreachj 2 N{(i) do

10. u( Union(l 1;f;H:si[j]);
11. if ug h:si[j] then

12. H:si[j]( u;sCng( true;
13. if sCng then Saturate(l;s);

14. Check(l;s); Insert (FCIl]; fq; eg; s);
15. return s;

Find (in tab, key, out v):bool
If (key;x) is in hashtable tab, setv to
X and return true . Else, return false.

Insert (inout tab, in key, v)

Insert(key; v) in hashtable tab, if it does
not contain an entry (key; ).

Union (in k:Ivl, piidx, q:idx):idx
Build an MDD rooted at hk:si, in UT [K],
encading B(hk:pi) [ B(hk:qi). Returns.
declae i:lcl;
declae s,u:idx;
1. if p= 1 org= 1 thenreturn 1;
if p= 0 or p= qthen return q;
if g= 0 then return p;
if Find (UCI[K]; f p; qg; s) then return s;
s ( NewNode(k);
fori= 0ton* 1do
u( Union(k 1;hk:pi[i]; hk:qi[i]);
hsifi] (0 u;
Check(k; s); Insert (UC[K]; f p;qg; s);
. return's;

COXXNUTRAWN

=

Locals(in erevnt, k:Ivl, p:idx):set of Icl
Returnfi 2 S*:hk:pi[i]6 0; NX(i) 6 ;g,
the local states in p locally enabling e.
Return; or fi 2 Sk : NX(i) 6 :g, re-
spectively if pis O or 1.

Pick (inout L :set of Icl):lcl
’ Removeand return an elementfrom L. |

NewNode(in k:lvl):idx
’ Createhk:pi with arcssetto O, return p. ‘

Check(in k:lvl, inout p:idx)

If Kk:pi, not in UT[K], duplicatestk:qi,

in UT[k], delete hk:pi and set p to q.

Else,insert hk:pi in UTIK]. If hk:pi[0] =
= hk:pi[n® 1]= 0 or 1, deletehk:pi

andsetp to O or 1, sinceB(hk:pi) is;

or S S, respectively

Fig. 2. Pseudo{code for the node{saturation algorithm.




for nodesat level k, to retrieve s given node p and event e, where First (e) > k
and B(hk:si) = N | (Ne(B(Hk:pi))). Furthermore, we use K dynamically{sized
arrays to store nodes,sothat hk:pi canbe e cien tly retrieved asthe p" entry of
the k™ array. The call Generate(s) createsthe MDD encaling the initial state,
saturating each MDD node as soon as it createsit, in a bottom{up fashion.
Hence,whenit calls Saturate(k;r), all children of hk:ri are already saturated.

Theorem 1 (Correctness). Consider a node hk:pi with K k 1 and satu-
rated children. Moreover, (a) let H:qgi be one of its children, satisfying g6 0 and
I = k 1; (b) let U stand for B(H:qi) before the call RecFire(e;l;q), for some
evente with | < First (e), and let V representB(h:fi), where f is the valuere-
turned by this call; and (c) let X and Y denote B(hk:pi) before and after calling
Saturate(k; p), resgectively. Then, (i) V=N (Ne(U)) and (i) Y = N | (X).

By choosing, for node hk:pi, the root KK :ri of the MDD represerting the initial
systemstate s, we obtain Y = N (B(HK:ri)) = N , (fsg) = S, asdesired.

Proof. To prove both statemerts we employ a simultaneous induction on k. For
the induction base,k = 1, we have: (i) The only possiblecall RecFire(e;0; 1) im-
mediately returns 1 becauseof the test on | (cf. line 1). Then, U=V = f()g and
fO0g= N o(Ne(f()g)). (i) The call Saturate(1;p) repeatedly explores 1, the
only evert in E%, in every local state i for which N %, (i) 6 ; and for which hL:pi[i]
is either 1 at the beginning of the \while L 6 ;" loop, or has been modi-
ed (cf. line 12) from 0 to 1, which is the value of f, henceu, since the call
RecFire(e;0; 1) returns 1. The iteration stops when further attempts to re ?!
do not add any new state to B(hl:pi). At this point, Y = N ,(X) = N ,(X).

For the induction step we assumethat the calls to Saturate(k 1; ) aswell
asto RecFire(e;l 1; ) work correctly. Recallthat | = k 1.

() Unlik e Saturate (cf. line 14), RecFire doesnot add further local statesto L,
sinceit modi es \in{place" the newnodeH:si, and not node H:qgi describing
the states from wherethe ring is explored. The call RecFire(e;l; q) can be
resohed in three ways. If | < Last(e), then the returned valueisf = g and
N.(U) = U for any set U; sinceq is saturated, B(h:gi) = N (B(H:qi)) =
N | (Ne(B(h:qi))). If | Last(e) but RecFire has been called previously
with the same parameters, then the call Find (FC[l];fq; eg;s) is success-
ful. Since node g is saturated and in the unique table, it has not been
modi ed further; note that in{place updates are performed only on nodes
not yet in the unique table. Thus, the value s in the cade is still valid
and can be safely used. Finally, we need to consider the case where the
call RecFire(e;l;q) performs \real work." First, a new node h:si is cre-
ated, having all its arcs initialized to 0. We explore the ring of e in eah
state i satisfying H:qi[i] 6 0 and N&(i) 6 ;. By induction hypothesis, the
recursive call RecFire(e;l 1;H:qi[i]) returns N | 1(Ne(B(HSl:H:qi [iT))-
Hence,when the \whileL 6 ;" loop terminates, B(H:si) = .5, N (i)

N | ;(Ne(B(H 1:H:qi[i]i))) = N | ;(Ne(B(H:qi))) holds. Thus, all children
of node H:si are saturated. According to the induction hypothesis, the call



Saturate(l; s) correctly saturates H:si. Consequetly, we have B(h:si) =
N (N | ;(Ne(B(H:qi))) = N | (Ne(B(H:qi))) after the call.

(i) As in the base case, Saturate(k; p) repeatedly exploresthe ring of eah
ewvert ethat is locally enabledin i 2 S¥; it calls RecFire(e;k 1;hk:pi[i]) that,
asshown aboveandsincel =k 1,returns N | ;(Ne(B(hk 1:hk:pi[i]i))). Fur-
ther, Saturate(k; p) terminates when ring the evertsin EX = fej;e;::: emg
does not add any new state to B(hk:pi). At this point, the set Y encaled
by hk:pi is the xed{p oint of the iteration

Y CYMENG (Ney (N 1(Neo (N3 (Ne, (Y™)) )
initialized with Y@ ( X. Hence,Y = N ,(X), asdesired. 2
level event: I; event: |, event: I3 | event: ey | event: ez
3 ) or 1
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1|[of1212 || [o[aT2]* || [olal2]* || [ofal2]*f07152:3 || [ol1[2][oli]2]® [oli2]*
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Fig. 3. Example of the execution of the Saturate and RecFire routines.

Fig. 3 illustrates our saturation{based state{space generation algorithm on a
small example, where K 3,jSs3j = 2,jS;j = 3, and jS1j = 3. The initial
state is (0; 0; 0), and there are three local everts 11, I, and |3, plus two further
evens, e;; (depending on levels 2 and 1) and e3,; (depending on all levels).
Their e ects, i.e., their next{state functions, are summarizedin the table at the
top of Fig. 3; the symbol \ " indicates that a level doesnot a ect an evert. The
MDD encdling f (0; 0; 0)g is displayed in Snapshot(a). Nodesh3:2i and h2:2i are



actually createdin Steps(b) and (g), respectively, but we shov them from the
beginning for clarity. The level Ivl of a node hvl:idxi is given at the very left
of the MDD gures, whereasthe index idx is shavn to the right of eat node.
We usedashedlines for newly created objects, double boxesfor saturated nodes,
and shadedlocal states for substatesenabling the evert to be red. We do not
show nodeswith index O, nor any arcsto them.

{ Snapshots(a{b): The call Saturate(1; 2) updatesnode hl:2i to represen the
e ect of ring I;; the result is equal to the resened node hl:1i.

{ Snapshots(b{f): The call Saturate(2;2) res ewernt |,, adding arc h2:2i[1]
to hl:1i (cf. Snapshot(c)). It also res evernt e;; which nds the \enabling
pattern" ( ;0;1), with arbitrary rst componert, and starts building the
result of the ring, through the sequenceof calls RecFire(e,q; 1; h2:2i[0]) and
RecFire(ey;; 0; hl:1i[1]). Once node hl:3i is created and its arc hL:3i[0] is
set to 1 (cf. Snapshot (d)), it is saturated by repeatedly ring evert I;.
Node hl:3i then becomesidentical to node hl:1i (cf. Snapshot(e)). Hence,
it is not addedto the unique table but deleted. Returning from RecFire on
level 1 with result hl:1i, arc h2:2i[1] is updated to point to the outcome of
the ring (cf. Snapshot(f)). This doesnot add any new state to the MDD,
sinceflg f0g wasalready encadedin B(h2:2i).

{ Snapshotqf{o): Onceh2:2i is saturated, we call Saturate(3; 2). Local evert |3
is not enabled,but event es3;; is, by the pattern (0; 0; 0). The callsto RecFire
build a chain of nodesencaling the result of the ring (cf. Snapshots(gfi) ).
Each of them is in turn saturated (cf. Snapshots(h{j)), causing rst the
newly created node hl:4i to be deleted, sinceit becomesequalto node hl:1i,
and secondthe saturated node h2:3i to be added to the MDD. The ring
of e3p; (cf. Snapshot (k)) not only adds state (1;2;1), but the entire sub-
spacef1g f1;2g S?, now known to be exhaustively explored, asnode h2:3i
is marked saturated. Evert |3, which wasfound disabledin node h3:2i at the
rst attempt, is now enabled,and its ring calls Union (2; h3:2i[1]; h3:2i [0]).
The result is a new node which is found by Check to be the resened
node 2:1i (cf. Snapshot(m)). This nodeencaling S, S; is addedasthe de-
scendan of node h3:2i in position 0, and the former descendah h2:2i in that
position is removed (cf. Snapshot (n)), causingit to becomedisconnected
and deleted. Further attempts to re ewvens I3 or e3;; add no more statesto
the MDD, whencenode h3:2i is declaredsaturated (cf. Snapshot(o)). Thus,
our algorithm terminates and returns the MDD encading of the overall state
space(f0g S2 SY)[ (flg f1,2g SY.

To summarize, since MDD nodes are saturated as soon as they are created,
ead node will either be presert in the nal diagram or will evertually become
disconnected, but it will never be modi ed further. This reducesthe amount
of work neededto explore subspaces.Once all everts in EX are exhaustively
red in somenode hk:pi, any additional state discoveredthat useshk:pi for its
encading bene ts in advance from the \knowledge" encapsulatedin h:pi and
its descendats.



4 Garbage Collection and Optimizations

Garbage collection. MDD nodes can becomedisconnected,i.e., unreachable
from the root, and should be\recycled." Disconnectionis detectedby assaiating
an incoming{arc counter to ead node hk:pi. Recycling disconnectednodesis a
major issuein traditional symbolic state{space generation algorithms, where
usually many nodesbecomedisconnected.In our algorithm, this phenomenonis
much lessfrequert, and the best runtime is achieved by removing these nodes
only at the end; we refer to this policy asLazy policy.

We alsoimplemerted a Strict  policy where,if a node hk:pi becomesdiscon-
nected, its \delete{ ag" is set and its arcs h:pi[i] are re{directed to hk 1:0i,
with possiblerecursive e ects on the nodesdownstream. When a hit in the union
cache UC [K] or the ring cadte FC[K] returns s, we considerthis erntry staleif the
delete{ ag of node hk:si is set. By keepinga per{level court of the nodeswith
delete{ ag set, we candecidein routine NewNale(k) whether to (a) allocate new
memory for a node at level k or (b) recyclethe indicesand the physical memory
of all nodesat level k with delete{ ag set, after having removed all the ertries
in UC[K] and FCIk] referring to them. The threshold that triggers recycling
can be set in terms of number of nodes or bytes of memory. The policy using
a threshold of one node, denoted as Strict (1), is optimal in terms of memory
consumption, but has a higher overhead due to more frequert clean{ups.

Optimizations.  First, obsene that the two outermost loopsin Saturate ensure
that ring someevent e 2 EX doesnot add any new state. If we always consider
theseewerts in the sameorder, we can stop iterating as soon asjEXj consecutive
everts have beenexploredwithout revealing any new state. This savesjEXj=2 r-

ing attempts on average,which translates to speed{ups of up to 25%in our ex-
perimental studies. Also, in Union, the call Insert (UCIk]; f p;qg; s) recordsthat
B(hk:si) = B(hk:pi) [ B(hk:qi). Sincethis implies B(hk:si) = B(hk:pi) [ B(hk:si)
and B(hk:si) = B(hk:si) [ B(hk:qgi), we can, optionally, also issue the calls
Insert (UC[K];fp;sg;s), if s 6 p, and Insert(UC[K];fq;sg;s), if s 6 g. This
speculative union heuristic improves performanceby up to 20%.

5 Exp erimen tal Results

In this sectionwe comparethe performanceof our new algorithm, using both the
Strict and Lazy policies, with previous MDD{based ones,namely the tradi-
tional Recursive MDD approad in [22] and the level{by{level For warding {
arcs approac in [10]. All three approacesare implemented in SMART [11], a
tool for the logical and stochastic{timing analysis of discrete{state systems.For
asyndronous systems,theseapproadesgreatly outperform the more traditional
BDD{based approacdes[20], where next{state functions are encaded using de-
cision diagrams. To evaluate our saturation algorithm, we have chosena suite of
exampleswith a wide range of characteristics. In all casesthe state spacesizes
depend on a parameter N 2 N.



{ The classicN quesnsproblemrequiresto nd away to position N queenson
aN N chessboard sud that they do not attack ead other. Sincethere will
be exactly onequeenper row in the nal solution, we usea safe (i.e., at most
one token per place) Petri net model with N N transitions and N rows,
oneper MDD level, of N + 1 places.For 1 i;j N, placep; is initially
empty, and place pjo cortains the token (queen) still to be placedon row i of
the chessboard. Transition t; movesthe queenfrom place pio to place pj ,
in competition with all other transitions t;, for | 6 j. To encale the mutual
exclusion of queenson the same column or diagonal, we employ inhibitor
arcs. A correct placemen of the N queenscorrespondsto a marking where
all placespjp are empty. Note that our state spacecortains all reachable
markings, including those where queensn to N still needto be placed, for
any n. In this model, locality is poor, sincet; dependson levels1 through i.

{ The dining philosophers and slotted ring models [10, 25] are obtained by
connecting N identical safe subnetsin a circular fashion. The MDD has
N=2 MDD levels (two subnetsper level) for the former model and N levels
(one subnet per level) for the latter. Events are either local or syndironize
adjacernt subnets, thus they span only two levels, except for those syndiro-
nizing subnet N with subnet 1, which spanthe entire MDD.

{ The round{robin mutex protocol model [17] alsohasN identical safesubnets
placed in a circular fashion, which represet N processesgad mapped to
oneMDD level. Another subnetmodelsaresourcesharedby the N processes,
giving raiseto onemore level, at the bottom of the MDD. There are no local
everts and, in addition to everts syndironizing adjacert subnets,the model
cortains everts syndironizing levelsn and 1,for2 n N + 1.

{ The exible manufacturing system(FMS) model [22] hasa xed shape, but is
parameterizedby the initial number N of tokensin someplaces.We partition
this model into 19 subnets, giving rise to a 19{level MDD with a moderate
degreeof locality, as events spanfrom two to six levels.

Fig. 4 comparesthree variants of our newalgorithm, usingthe Lazy policy or the
Strict  policy with thresholdsof 1 or 100nodesper level, againstthe Recursive
algorithm in [22] and the For warding algorithm in [10]. We ran SMART on a
800 MHz Intel Pertium 111 PC under Linux. On the left column, Fig. 4 reports
the size of the state spacefor eady model and value of N. The graphs in the
middle and right columns shaw the peak and nal number of MDD nodesand
the CPU time in secondsrequired for the state{space generations,respectively.
For the models intro duced above, our new approadc is up to two orders of
magnitude faster than [22] (a speed{up factor of 384is obtained for the 1000din-
ing philosophers'model), and up to one order of magnitude faster than [10] (a
speed{up factor of 38 is achieved for the slotted ring model with 50 slots). These
results are obsened for the Lazy variant of the algorithm, which yields the best
runtimes; the Strict policy also outperforms [22] and [10]. Furthermore, the
gap keepsincreasing as we scaleup the models. Just as important, the satura-
tion algorithm tends to use many fewer MDD nodes, hencelessmemory. This
is most apparert in the FMS model, where the di erence betweenthe peak and
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Fig. 4. State{space sizes, memory consumption, and generation times (a logarithmic
scaleis usedon the y-axis for the latter). Note that the curvesin the upper left diagram
are almost identical, thus they visually coincide.



the nal number of nodesis just a constart, 10, for any Strict policy. Also
notable is the reduced memory consumption for the slotted ring model, where
the Strict (1) policy uses23 times fewer nodes comparedto [22], for N = 50.
In terms of absolute memory requiremerts, the number of nodesis essetially
proportional to bytes of memory. For reference the largest memory consumption
in our experiments using saturation was recordedat 9:7MB for the FMS model
with 100 tokens; auxiliary data structures required up to 2:.5MB for encading
the next{state functions and 200KB for storing the local state spaceswhile the
cachesusedlessthan 1MB. Other SMART structures accourt for another 4MB.
In a nutshell, regarding generation time, the best algorithm is Lazy , fol-
lowed by Strict (100), Strict (1), Forwarding , and Recursive . With re-
spect to memory consumption, the best algorithm is Strict (1), followed by
Strict (100), Lazy , For warding , and Recursive . Thus, our new algorithm
is consistently faster and useslessmemory than previously proposedapproades.
The worst model for all algorithms is the queensproblem, which hasa very large
number of nodesin the nal represenation of S and little locality. Even here,
however, our algorithm usesslightly fewer nodesand is substartially faster.

6 Related Work

We already pointed out the signi cant di erences of our approach to symbolic
state{spacegenerationwhen comparedto traditional approacesreported in the
literature [20], which are usually deployed for model checing [12]. Hence,for a
fair comparison, we should extend our algorithmic implementation to that of a
full model cheder rst. Doing this is out of the scope of the presert paper and
is currently work in progress.

The following paragraphsbrie y survey someorthogonal and alternativ e ap-
proaches to improving the scalability of symbolic state{space generation and
model{cheding techniques. Regarding synchronous hardware systems symbolic
techniquesusing BDDs, which canrepresen state spacesn sublinear space have
been thoroughly investigated. Seweral implementations of BDDs are available;
we refer the reader to [27] for a survey on BDD padkagesand their perfor-
mance. To improve the time e ciency of BDD{based algorithms, breadth{ rst
BDD{manipulation algorithms [4] have been explored and compared against
the traditional depth{rst ones.Howewer, the results shov no signi cant speed{
ups, although breadth{rst algorithms lead to more regular accesspatterns of
hash tables and cades. Regarding spacee ciency, a fair amount of work has
concerrated on choosing appropriate variable orderingsand on dynamically re{
ordering variables [15].

For asynchionous software systems symbolic techniques have been investi-
gatedless,and mostly only in the setting of Petri nets. For safePetri nets, BDD-
basedalgorithms for the generation of the reachability set have beendewveloped
in [25] via encaling ead place of a net as a Boolean variable. Thesealgorithms
are capable of generating state spacesof large nets within hours. Recerily, more
e cien t encalings of nets have beenintro duced, which take placeinvariants into



accourt [24], although the underlying logic is still basedon Boolean variables.
In cortrast, our work usesa more generalversion of decisiondiagrams, namely
MDDs [18, 22], where more complexinformation is carried in ead node of a dia-
gram. In particular, MDDs allow for a natural encaling of asyndronous system
models, such as distributed embedded systems.

For the sake of completenessyve brie y mertion someother BDD{based tech-
niques exploiting the componert{based structure of many digital systems.They
include partial model cheding [3], compositional model cheding [19], partia
order reduction [2], and conjunctive decompositions [21]. Finally, also note that
approacesto symbolic veri cation have beendeweloped, which do not rely on
decisiondiagrams but instead on arithmetic or algebra[1, 6, 26].

7 Conclusions and Future Work

We preseried a novel approach for constructing the state spacesof asyncronous
system models using MDDs. By avoiding to encale the global next{state func-
tion asan MDD, but splitting it into seweral local next{state functions instead,
we gainedthe freedomto choosethe sequenceof evert rings, which controls the
xed{p oint iteration resulting in the desiredglobal state space.Our certral con-
tribution is the developmert of an elegan iteration strategy basedon saturating
MDD nodes. Its utilit y is proved by experimental studies which show that our
algorithm often performs seweral orders of magnitude faster than most existing
algorithms. Equally important, the peak size of the MDD is usually kept close
to its nal size.

Regarding future work, we plan to employ our idea of saturation for imple-
merting an MDD{based CTL model chedker within SMART [11], to compare
that model cheder to state{of{the{art BDD{based model cheders, and to test
our tool on examplesthat are extracted from real software.
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