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Abstract

We consider the problem of storing and searding a large state spaceobtained from a
high-level model such as a queueing network or a Petri net. After reviewing the tradi-
tional technique basedon a single seard tree, we demonstrate how an approach based
on multiple levels of seard trees o ers advantagesin both memory and execution com-
plexity. Further execution time improvemerts are obtained by exploiting the concept
of \event locality". We apply our technique to three large parametric models, and give
detailed experimental results.

1 Intro duction

Extremely complexsystemsare increasingly common.Varioustypesof high-level
modelsare usedto describe them, study them, and forecastthe e ect of possible
modi cations. Unfortunately, the logical and dynamic analysisof thesemodelsis
often hampered by the combinatorial explosion of their state spaces,a problem
inherent with discrete-state systems.

It is quite commonto useexact methods in the early stagesof a system'sde-
sign, when studying rough models over a wide range of parameter conbinations,
then focus on more detailed models using approximate methods or simulation.
Indeed, many approximate decomposition approadesuse exact methods at the
submadel level, thus intro ducing errors only when exchanging or combining (ex-
act) results from di erent submadels. Then, the ability of applying exact meth-
ods to larger models will normally result in better approximations: it is likely
that the study of a large model decomposedinto four medium-size submodels,
ead solved with exact methods, will be more accurate than that of the same
model decomposedinto ten small-sizesubmadels.

The rst problem when applying exact methods is the generationand storage
of the state space.After that, if the goal of the study is performanceor reliabilit y,
the model is then usedto generatea stochastic process,often a contin uous-time
Markov chain (CTMC), which is solved numerically for steady-stateor transient
measures.The state spacecan be of interest in itself, though, sinceit can be
usedto answer questionssud as existenceof deadlocks and livelocks or liveness.
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In this paper, we focus on techniques to store and seard the state space.
However, while we do not discussthe solution of the stochastic processexplicitly,
our results apply not only to the \logical" analysis of the model, but even more
so to its \sto chastic analysis" (indeed, this was our initial motivation). This
is particularly true given the recert dewvelopmerts on the solution of complex
Markov models using Kronecker operators [2] which do not require to store
the in nitesimal generator of the CTMC explicitly. In this case,the storage
bottleneck is indeed due to the state spaceand the probability vectorsallocated
when computing the numerical solution.

Sections 2 and 3 de ne the type of high-level formalisms we consider and
discussthe reachability setand its storage,respectively. Our main cortributions
arein Sections4 and 5, wherewe intro duce a multilev el data structure and show
how it can be usedto save both memory and execution time when building the
reachability set. Finally, Section 6 contains our nal remarks.

2 High-Lev el Mo del Description

We implemented our techniquesin the generalizedstochastic Petri net (GSPN)
formalism. Howeer, thesetechniquescan be applied to any model expressedn
a \high-lev el formalism" that de nes:

{ The \p otential set", R. This is a discrete set, assumed nite, to which the
states of the model must belong.

{ A nite setof possibleewerts, E.

{ An initial state,i®2 R.

{ A booleanfunction de ning whether an event is active (can occur) in a state,
Active:E R! fTrue;Falseg.

{ A functionéie ning the e ect of the occurrenceof an active event on a state:
New: E !

Fig. 1 and 2 shaw the two GSPNs used throughout this paper to illustrate
the e ect of our techniques (ignore for the momern the dashed boxes). The
rst GSPN models a kanban system, from [2]. It is composedof four instances
of essefially the same sub-GSPN. The syndronizing transitions tsynch, and
tsynch, Canbe either both timed or both immediate, we indicate the two resulting
models as kanban-timed and kanban-immediate. The second GSPN models a
exible manufacturing system,from [3], exceptthat the cardinality of all arcsis
constart, unlike the original model (this doesnot a ect the number of reachable
markings). We indicate this model as FMS. We do not describe these modelsin
more detail, the interested reader is referred to the original publications where
they appeared.In all casestheir initial marking is a function of a parameter N .

2 A point about notation: we denote setsby upper casecalligraphic letters. Lower and
upper casebold letters denote vector and matrices, respectively. (A) is the number
of nonzero entries in a matrix A; Aj; isthe entry in row i and columnj of A; Ax.y
is the submatrix of A corresponding to the set of rows X and the set of columns Y.
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Fig. 1. The GSPN of a Kanban system.
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Fig. 2. The GSPN of a FMS system.

3 The Reachabilit y Set

From the high-level description, we canbuild the \reachability set’, R R. This
is the set of states that can be readhed from i° through the occurrenceof any
sequenceof enabledeverts. Formally, R is the smallest subsetof R satisfying:

1.i°2 R, and
2. 12 R” 9e2 E;Active(e;i) = True” i°= New(e;i)) i°2 R.



BuildRS(in: Events, Active, New; out: R);

1. R i, [* R: states explored so far */

2. U fs%g; / U: states found but not yet explored */
3. whileU 6 ; do

4 i ChooseRemovg U);

5. R R [ fsg;

6. for eache 2 E s.t. Active(e;i) = True do

7 j New(e;i);

8 Searchinsert(j; R [ U;U);

Fig. 3. Procedure BuildRS

While a high-level model usually species other information as well (the
stochastic timing of the ewvents, the measuresthat should be computed when
solving the model, etc.), the above description is su cien t for now, and it is not
tied to any particular formalism.

R can be generated using the state-spaceexploration procedure BuildRS
shown in Fig. 3, which terminates if R is nite. This is a seard of the graph im-
plicitly de ned by the model. Function ChooseRemovechoosesan elemen from
its argumert (a set of states), removesit, and returns it. Procedure Searchinsert
searhiesthe rst argumert (a state) in the secondargumern (a set of states)
and, if not found, it inserts the state in its third argumert (also a set of states).

The \reachability graph” (R; A) hasasnodesthe reachable states,and an arc
fromitoji thereisanevernt esud that Active(e;i) = Trueand New(e;i) = j.
Depending on the type of analysis, the arc might be labeled with e; this might
result in a multigraph, if multiple events can causethe same change of state.
While we focuson R alone, the sizeof A a ects the complexity of BuildRS.

A total order can be de ned over the elemens of R: i < j i i precedes in
lexical order. We can then de ne a function Compare: (R R) ! f 1;0;1g
returning 1 if the rst argument precedesthe secondone, 1 if it follows it,
and 0 if the two argumerts are identical. This order allows the e cien t searh
and insertion of a state during BuildRS. Once R hasbeenbuilt, we cande ne a
bijecton :R! f0;:::;jRj 1g,suchthat ()< ()i i<]j.

Common techniques to store and seart the setsR and U include hashing
and seard trees. Hashing would work reasonablywell if we had a good bound
on the nal size of the reachability set R, but this is not usually the case.We
prefer seard trees: when kept balanced, they have more predictable behavior
than hashing.

We considertwo alternativ es, both basedon binary seart trees: splay trees
[4] and AVL trees[5]. The execution complexity® of BuildRS when using either

3 We leave known constants inside the big-Oh notation to stressthat they do make a
di erence in practice, even if they are formally redundant.



method is
O(jRj JEj Cactiv et jAj (Cnew * lOgjR] Ccompar e);

whereCy is the (average)costto a call to procedurex. For AVL trees,the storage
complexity, expressedn bits, is

O(jRj] (Bstae * 2B pointer  + 2));

where Bgae is the (average) number of bits to store a state, Bpointer IS the
number of bits for a pointer. The additional two bits are usedto store the node
balanceinformation. For splay trees, the complexity is the same,except for the
two-bit balance,which is not required.

Regardingthe useof binary seart treesin BuildRS, we have another choiceto
make. We canusea singletree to store R[ U in BuildRS asshawn in Fig. 4(a,b,c),
or two separatetrees, asin Fig. 4(d). Using a single tree has someadvantages:

{ No deletion, possibly requiring a rebalancing, is neededwhen moving a state
from U to R.

{ Procedure Serchinsert performs a single seard requiring O(logjR [ Uj)
comparisons,instead of two seardesin the two trees for R and U, which
overall require more comparisons(up to twice as many), since

logjRj + logjuj = log(jRj jUj) > log(jRj + jUj) = log(jR [ Uj)
(of course,we mean\the current R and U" in the above expressions).

Howevwer, it also has disadvantages. As explored and unexplored states are
stored together in a single tree, there must be a way to identify and accessthe
nodesof U. We can accomplishthis by:

1. Maintaining a separatelinked list pointing to the unexplored states. This
requires an additional O(2jUj Bpginter ) bits, asshawn in Fig. 4(a).

2. Storing an additional pointer in ead tree node, pointing to the next unex-
plored state. This requires an additional O(jRj B pointer ) bits, as shawn in
Fig. 4(b).

3. Storing the markings in a dynamic array structure. In this case,the nodes
of the tree contain indicesto the array of markings, instead of the markings
themseles. If markings are addedto the array in the order they are discov-
ered, R occupiesthe beginning of the array, while U occupiesthe end. This
requires an additional O(jRj Bingex ) bits, where Bingex is the number of
bits required to index the array of markings, as shown in Fig. 4(c)

The sizeof R for our three modelsis shown in Table 1, as a function of N .
Since the models are GSPNSs, they give rise to \v anishing markings", that is,
markings enabling only immediate transitions, in which the sgjourn time is zero.
In all our experimerts, these markings are eliminated \on the y" sothat all
our gures regarding R re ect only the \tangible” readable markings.
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INJRj for kanban-timed|jRj for kanban-immediate|jRj for FMS]

1 160) 152) 54
2 4,600 3,816 810
3 58,400 41,000 6,520
4 454,475 268,475 35,91
5 2,546,432 1,270,962 152,71
6 11,261,376 4,785,536 537,76
7 | | 1,639,44

Table 1. Reachability set size for the three models, as a function of N.

4 A Multilev el Search Tree to Store R

We now assumethat R can be expressedasthe Cartesian product of K \lo cal"

state spaces:R = R? RK 1 and that R is simply fO;:::nc 1g,
although ny might not be known in advance.Hence,a (global) state is a vector
i2f0;:::ng 1g fO;:::nk 1 1g. For example,if the high-level model

is a single-classqueuing network, ix could be the number of customersin queue
k. Howevwer, a realistic model can easily have dozensof queues;so it might be
more e cien t to partition the queuesinto K sets,and let iy be the number of
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Fig. 5. Chiola's storage schemeto store the reachability set of a SPN.

possiblecombinations of customersinto the queuesof partition k. An analogous
discussionapplies to stochastic Petri nets (SPNs), and even to more complex
models, aslong asthey have a nite state space.

Our lexical order can be applied just as well to R, hencewe can de ne a
bijection “: R ! f0;::::jRj 1g, analogousto .Indeed, " hasafundamertal
advantage over : its value equalsits argumert interpreted as a mixed base
integer,

1
") = (i) +idnz Ing 1+ ik 1= ik Nt
k=0

Wheren! = Qin nk. The reachability setR may coincidewith R, but it is more
likely to be much smaller, since many combinations of local states might not
occur.

We extend work by Chiola, who de ned a multilev el technique to store the
reachable markings of a SPN [1]. Sincethe state, or marking, of a SPN with K

the strategy illustrated in Fig. 5, copiedfrom [1]. In the gure, it is assumedthat
the SPN hasthree places,and that there are v e reachable markings, a through
e. A three-lewel tree is then used. The rst level discriminates markings on their
rst componert (either 0 or 1); the secondlevel discriminates on their second
componert (also either 0 or 1) within a given rst componert; nally , the third
level fully determinesthe marking using the third componert (1, 2, or 4).

We instead usea multilev el approac with K levels,onefor eadh submadel (a
sub-GSPN), as shown in Fig. 6. Before explaining this data structure, we need
to de ne two classesof sets.

{ The set of reachable substatesup to k:
RE = f(ig;:::;ik) 2 R° R :
Iiker;:iisik 1) 2 R¥™ R %(io;::tik 1) 2 Rg:

Clearly, R§ * coincideswith R itself, while R§ coincideswith R® i every
elemen of the local state space0 can actually occur in someglobal state,
and soon.
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Fig. 7. A tree at level k < K 1, pointing to trees at level k + 1.

{ The set of reachable local statesin R¥ conditioned on a reacable substate
(io;:::;ik 1) 2 R &

In Fig. 6, level k 2 f0;:::; 1g cortains ij 1j searh trees, each one
storing R¥(ig;:::;ix 1), for ad| erent reachable substate (ip;:::;ik 1) 2 Rk 1
Thus, a generictree at level k < K 1 hasthe structure shown in Fig. 7. In ea(h
one of its nodes,the \ " pointer points to a tree at level k + 1. In the drawing,



the local statesfor level k are storedin an unsorted dynamically extensiblearray,
in the order in which they are found, and pointed by the \=" pointer in ead
node. Alternativ ely, it is possibleto store a local state directly in the node. If
the submaodel is quite complex, this secondalternativ e might be not as memory
e ectiv e, since a local state can require seweral bytes for its encaling, which
are then repeatedin ead node, instead of just a pointer. Furthermore, if we can
assumean upper bound on the number of local statesfor a given submadel (e.g.,
216), we can usean index (16 bits) into the local state array, instead of a pointer
(usually 32 bits).

The total number of nodes used for trees at level k equalsthe number of
reachable substatesup to that level, jR §j, hencethe total number of tree nodes
for our multilev el data structure is

}X 1
iRGi > iRg ' = IR]
k=0
wherethe last expressionis the number of nodesrequired in the standard single-
level approad of Fig. 4. Two obsenations are in order.

First, the total number of nodesat levels 0 through K 2 is a small fraction
of the nodesat level K 1, that is, of jRj, provided the trees at the last level,
K 1, arenot \to o small". This is ensuredby an appropriate partitioning of a
large model into submaodels. In other words, only the memory usedby the nodes
of the trees at the last level really matters.

Second,the nodes of the trees at the last level do not require a pointer to
a tree at a lower level, henceead node requires only three pointers (96 bits).
Again, if we can assumea bound on the number of local states for the last
submadel, jR¥ 1j 2P, we canin principle implement dynamic data structures
that require only 3b bits per node, plus someoverheadto implement dynamic
arrays. Given a model, there is usually somefreedom in choosing the number
of submadels, that is, the number of levels K. We might then be able to de ne
the last submadel in sudh a way that is has at most 28 local states, resulting in
only slightly morethan 3jRj bytesto store the ertire reachability set. When this
is not the case,the next easily implemertable step, 2'¢, is normally more than
enough. Even in this case,the total memory requiremerts are still much better
than with a single-lewel implementation.

We stressthat, while this discussionabout using 8 or 16 bit indices seemsto
be excessiely implementation-dependert, it is not. Only through the multilev el
approad it is possibleto exploit the small sizeof ead local space.In the single-
level approad, instead, the total number of statesthat can be indexed (pointed
by a pointer) is jRj, a number which can be easily be 107, and possibly more. In
this case,we are forced to use 32-bit pointers, and we can even foreseea point
in the not-so-distant future where even these pointers will be insu cien t, while
the multilev el approad can be implemented using 8 or 16 bit indicesat the last
level regardlessof the size of the reachability set, if R 1 is not too large.

Just as with a single seart tree, we can implement our multilev el scheme
using splay or AVL trees. Howevwer, the choice between storing R and U sep-
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Fig. 8. Memory usage(bytes) for single vs. multilev el approach, as a function of N.

arately or as a single set has subtler implications. If we chooseto store them
as a single set, distinguishing between explored and unexplored states or, more
precisely being able to accesghe unexplored statesonly, still requiresone of the
approachesdiscussedfor the single-lewel case(Fig. 4). Sinceonly local statesare
stored for ead level, without repetition, we can no longer use the state array
approad of Fig. 4(c). The other two methods, which involve maintaining a list
of unexplored states, would only allow us to accessnodesin treesat level K 1,
which are meaninglessif we do not know the ertire path from level 0. In other
words, we would only know the last componert of eat unexplored state, but not
the rst K 1 componerts. To obtain all the componerts, we must add a badk-
ward pointer from ead node (conceptually, from ead tree, sinceall the nodes
in a given tree have the same previous componerts) to a node in the previous
level, and so on. This additional memory overhead could be substartial.

With the single-lewel approad, then, we store R [ U in a single tree, using
the state array described in Fig. 4(c). With the multilev el approad, instead, we
store R and U separately In this secondcase,states are truly deleted from U.
Howewer, we are free to remove statesin any order we choose.With AVL trees,
we can always usethe balanceinformation to choose,at ead level, a state in a
leaf of the tree in such a way that no rebalancingis ever required.

Fig. 8 shows the number of bytes usedto store R and U for our three models,
using the single vs. the multilev el approac. The dashedboxesin Fig. 1 and 2
indicate the decomposition into submodels, in all casesK = 4.

The multilev el approad is clearly preferable, especially for large models. In-
deed, we could not generatethe state spaceusing the single-lewel approach for
N = 6 for the kanban-timed model, while we could using the multilev el approac
(all our experiments where run on a Sun-clonewith a 55 MhZ HyperSparcpro-
cessorand 128 Mbyte of RAM, without making useof virtual memory).

5 Execution Time

Several factors needto be consideredwhen studying the impact of our approac
on the executiontime. First, we explored possibledi erences due to using splay
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Fig. 9. Execution times (seconds)for splay vs. AVL trees, as a function of N.

treesvs. AVL trees. Fig. 9 shaws that splay treestypically perform better than
AVL trees. This is most likely due to the property of splay trees that recertly
inserted items are closeto the root of the tree. In the caseof multilev el trees,
the di erence betweensplay and AVL is not as great, since the trees at eadh
level are relatively small. The e ect of the peculiar splay tree behavior is further
addressedin Section5.1.

Next, we comparethe di erences dueto using single-le\el vs. multilev el trees.
The multilev el approach has many advantages.

Consider rst the casewhen BuildRS searties for a state i not yet in the
current R (the samediscussionholds for U). With a single-le\el tree, the seard
will stop only after reaching a leaf, hence O(logjRj) comparisonsare always
performed. In the multilev el approad, instead, the seart stops as soon as the
substate (iy;:::;ix) is not reachable, for somek K 1. If all the treesat a
given level are of similar size, this will require at most O(logjR Kj) comparisons.
In practice, the situation is even more favorable, because,for any level | < k,

looking for, sothe jump from level | to level | + 1 might occur beforereacing a
leaf.

If i isalreadyin R, instead, the seard on the single-lewel tree will sometimes
nd i beforereadcing a leaf, but this is true also at ead level of the multilev el
approad, just as, in the previous case,for the levels| < k.

Perhaps even more important, though, regardlessof whether i is already in
the tree or not, is the complexity of each comparison. With the multilev el ap-
proach, only substatesare compared, and these are normally small data struc-
tures. For GSPNSs, this could be an array of 8 or 16 bit integers, one for eat
placein the sub-GSPN (memory usageis not an issue,since ead local state for
level k is stored only once). On the other hand, with the single-lewel approac,
ertire states are compared. If the states are stored as arrays, the comparison
can stop as soon as one componert diers in the two arrays. However, as the
seard progressesdown the tree, we compare states that are increasingly close
in lexical order, hencelikely to have the same rst few componerts; this im-
plies that comparisonsfurther away from the root tend to be more expensiwe.



Furthermore, storing states as full arrays is seldom advisable. For example, in
SMART, a sophisticated padking is used,on a state-by-state base,to reducethe
memory requiremerts. In this case,the state in the node needsto be \unpacked"
before comparing it with i, thus e ectiv ely examining every componert of the
state.

As Fig. 9 indicates, a multilevel AVL tree typically performs better than a
single-level AVL tree; while a single-lewel splay tree performs just as well or
better than a multilev el splay tree. The ability of a single-lewel splay tree to nd
recertly inserted states quickly and the ine ciency of splay deletion, which is
required for the multilev el approad, are possibleexplanationsfor this di erence.

5.1 Exploiting event locality

Our multilev el seard tree has an additional advantage which can be exploited
to further speedup execution. To illustrate the idea, we de ne two functions:

{ LocalSetk;lx 1), which, givenasubmadelindexk,0 k < K, anda pointer

To nd whether state i is in (the current) R, we can then usea sequenceof
K function calls

Locallndex(K 1;|_ocallndex(K 2;:::Lo?élndex(o;null;io);:::iK Zi;iK 1)

Ik 2

The overall cost of theseK calls is exactly what we just discussedwhen compar-
ing the single and multilev el approadces. However, if i is reachable and we now
wanted to nd the index of a state i®di ering from i only in its last position, we
could do sowith a singlecall Locallndex(K  1;1x ;i ), provided we saved

gumert appliesto other valuesof k. Only for k = 0 do we needto perform an
ertirely new seard.

We can then exploit this \lo cality" by considering the possible e ects of
the ewverts on the state. Given R = R© RK 1, we can partition E into

e2 EX, 8i 2 R;Active(e;i) = True” j = New(e;i)) 81;0 I<Kk;ij=j ;

that is, everts in EX can only changelocal states k or higher. For example, for
GSPNs, this is achieved by assigningto EX all the transitions whoseenabling and



ring e ect on the state dependsonly on placesin sub-GSPNk, and possiblyin
sub-GSPNsk + 1 through K 1, but not in sub-GSPNs1 through k 1. This
can be easilyaccomplishedthrough an automatic inspection evenin the presence
of guards and inhibitor and variable cardinality arcs (although in this casethe
partition might be overly consenative, that is, it might assigna transition to a
level k when it could have beenassignedto a level greater than k).

When exploring state i in procedureBuildRS, we remaove i from U, we insert

in E in any order. As soon aswe nd an enabled evert e 2 EX, we generate
i°= New(e;i), and we are guaranteed that its componerts 0 through k 1 are
identical to those of i. Hence,we can seard for it starting at 1 1, that is, we
only needto perform the K k calls

Localindex(K  1;:::Locallndex(k + 1; Locallindex(k; Ik 1;ik);ik+1);: 501k 1):

The savings due to these acceleratedseardies depend on the particular model
and the partition chosenfor it. We show the results for our three models in
Fig. 10. In the caseof AVL trees, execution time savings of 20% are achieved,
while the reduction is more modest, from 5 to 10%, for splay trees. Only in the
FMS model doesthe single level approac (with splay trees) perform better that
the multilev el approach with the exploitation of locality.

The comparatively good performanceof the single level approac with splay
trees can be attributed to our implementation choice of storing R and U sepa-
rately in the multilev el approad, resulting in the lowest storage requiremerts,
but higher overhead.We alsoobsene that it is exactly the inherent properties of
splay treesthat make them perform well: after searding for a state i, seardhesfor
states lexicographically closeto it will result in few comparisons.This achieves
an e ect similar to that obtained by locality, but only if the order of the events
explored from state i is \lucky": if i reachesboth i®and i® andi > i°> % it
is best if i°is searded before i°? We veri ed this intuition by generating ran-
dom orderings in which the transitions in our three models are consideredfor
exploration. In the caseof the single level approach with splay trees, runtime
variations were as high as 12%, while much smaller e ects were obsened in the
other cases.

6 Conclusion

We have preseried a detailed analysis of a multilev el data structure for storing

and seardiing the large set of statesreacable in somehigh-level model. Memory

usage,which is normally the main concern, is greatly reduced. In some cases,
this reduction is achieved not at the expenseof, but in conjunction with, execu-
tion e ciency . A further technique basedon event locality achievesan additional

reduction in the executiontime, at absolutely no costin terms of memory. The

results substartially increasethe size of the readhability setsthat can be man-
aged.
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Fig. 10. Execution times (seconds)using splay or AVL trees, as a function of N.

In the future, we will investigate how to use our approad in a distributed
fashion, where N cooperating processegxplore di erent portions of the reaca-
bility set. In particular, we plan to apply the data structure we preseried and to
exploreways to balancethe load amongthe cooperating processesutomatically.
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