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Abstract 
Security technology suitable for the burgeoning embedded system market has not been 

widespread. Untrusted code downloaded from the Internet poses numerous security 

risks due to the possible presence of viruses or other malicious entities.  System 

administrators typically administer one or more administrative domains making policy 

management for mobile code a challenge because of the diverse security rules that 

must be adhered to.  In this paper, we introduce Rico, a binary rewriting, security 

policy and code management database that sits between clients and servers.  The 

system interposes itself between a client that downloads mobile code and the target 

server to provide the system administrator a means to secure untrusted code by 

rewriting it.  The system supports the following features: (1) A security policy editor 

that simplifies policy writing with frame wizards, syntax reminders and error checking. 

(2) Third-party policy incorporation enabling reuse of security policies created by 

trusted third parties. (3) Policy Composition, the capability of combining multiple 

security policies into one logical policy that can be applied to a mobile program. (4) 

Efficient security management supported by a graphical user interface and a self-

training database greatly enhances its usability and management of security policies.  

 

Keywords: Mobile Code, Inline Reference Monitor, Security Policy Management, 

Security Policy Composition, Proxy Server 

1. Introduction 

Mobile code security has developed into a significant research area as users are increasingly 
relying on networked information. Mobile code, for example Java applets, is the code that can be 

transmitted across the network and executed on the other end [18]. The rapid proliferation of Java is 
an impressive testimony to the importance and appeal of the mobile code paradigm. The 
burgeoning embedded systems market, strategic national defense scenarios, ubiquitous wireless 
networks markets, and the end-consumer desktop market have seen an explosion in the use of 
Java. By the end of 2003, Java is expected to be installed on more than 100 million embedded 
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devices and the market will continue to grow at a compound annual growth rate of over 34% 
through 2006 [11]. While the technical solution embodied by Java is well suited to transporting 
executable web-page content to single-user workstations, its security limitations are of particular 
concern as we move away from traditional computing environments to situations that Java was 
not originally envisioned for.  
 
As an example of the concerns associated with Java in the embedded systems market, the 
Japanese wireless phone giant NTT warned its 24 million mobile Internet service subscribers in 
June 2001 that a malicious e-mail could be making its way to their phones. The e-mail, if opened, 
dials an emergency number, makes calls to a "large number" of people or crashes the consumer's 
cell phone [19].  Future mobile phones are expected to become more sophisticated and 
simultaneously more prone to attack. Java is the most significant of software languages that lets 
phones download software. The embedded systems market that will support Java by the end of 
2003 requires technology that can address future security concerns. 
 
Mobile code security protects host systems from the potential dangers of executing untrusted code 
[4]. Traditional methods, such as a Kernel Reference Monitor [12] and Java Sandbox [8], employ 
a host security system that monitors a mobile program’s behavior and determines whether it is 
granted or restricted access to resources according to some predefined security policy or policies. 
Thus we refer to this kind of security system as an external reference monitor. However, 
considering the tight constraints on power consumption and memory space for embedded devices 
such as PDAs or cell phones, such security monitoring systems are too expensive to be used in 
actual practice.  Also, an external reference monitor system offers a fixed set of security control 
with little flexibility. For example, the Java security manager provides permission control for files 
and socket access respectively, but it is hard to compose a policy such as “no message send after 
file read”. In addition, such security systems only provide a default set of security policies while 
leaving the security policy creation and management to each end user. For example, by default, 
the Java2 platform security does not permit an applet to write to and read from local fi les without 

explicit access permission granted with a policy file. To change the access permission, users have to 

manually create corresponding policies on their own, which is highly error prone. In case of special 
security requirements on a typical Intranet, each end user must repeat the same policy creation 
and configuration throughout all sites on the Intranet. Further, enforcement of security policies 
relies on the support of the host security system, for which changing the security policy might 
result in the malfunction of the host security system. For example, programs expecting Java2’s 
stack inspection policy to be enforced can not execute on earlier-generation implementations [1]. 
Therefore, an external reference monitor security system is highly inefficient.  
 
A different implementation that provides the same functionality as a kernel reference monitor is to 
use an in-lined reference monitor (IRM) [2]. An IRM extends the idea of Software Fault Isolation 
(SFI). It permits access-control enforcement by modifying the executable code that runs in the 
associated environment. To accomplish this, a load-time binary rewriter transforms Java 
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applications to secured applications by merging the checking code into the application itself [1]. 
Thus the executed mobile code conforms to security properties, while not being monitored by an 
outside security system. Meanwhile, the burden of monitoring access is shifted to compile time, 
which is responsible for rewriting unsafe code to conform to a set of security policies.  
 
A binary rewriter provides an efficient scheme that is especially for mobile code security in 
embedded systems. Currently, most end-user systems including cellular phones, PDAs and PCs 
access the Internet either through proxy servers or directly through a router or gateway. A binary 
rewriter can be used to intercept the data flow and rewrite the mobile code in it to conform to 
some security specifications. For proxy server users, a binary rewriter can be combined with the 
proxy server to monitor and rewrite the mobile code in its cache. For users directly connected to 
the Internet, a binary rewriter can work with network devices like firewalls and routers and as a 
separate proxy to intercept the data flow, rewrite the mobile code, and provide caching services. 
 
In this paper we introduce a novel security infrastructure for mobile code called Rico (RIverside 
COde management system), a code generating proxy that can work separately or together with a 
proxy server to provide mobile code security to end users. Rico isolates end users from the 
security concerns by providing an infrastructure that supports the IRM binary rewriting system. 
Rico enhances its usability and functionality by providing efficient management for security 
policies and mobile code. The rewriting system we currently support is PoET [1], developed at 
Cornell University. This paper is structured as follows: Section 2 gives a brief background to 

language-based approach to security problems and PoET. Section 3 gives an overview of Rico system, 

its working principle and policy acquisition model. Section 4 describes Rico system architecture and 

our implementation.  Section 5 addresses policy composition and conflict detection problem. Section 6 

evaluates Rico’s performance. Section 7 discusses related work, followed by conclusions in 
Section 8. 
 

2. Background 

In this section, we briefly introduce some background knowledge on language-based approach to 
security and Cornell’s PoET implementation. 

2.1 Language-based Approach to Security & Inline Reference Monitor 

The essential security problem can be expressed as [4]: when a host computer receives a piece of 
code from external sources (called mobile code), it must determine whether or not this mobile 
code satisfies some set of properties before the code can be executed in the host’s execution 
environment. This set of properties is referred to as “safety properties” . Some safety properties 
are very fundamental and without them the system can not function. For example, mobile code 
may never be allowed to write a string into an integer or access other processes’ memory [3]. 
Some more general security properties are application and host system specific. For example, as 
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currently part of the default safety policy for Java applets downloaded from the Internet, a typical 
java applet is denied all disk I/Os. However, for some applications and hosts, this policy may be 
too strict. For example, the policy could be weakened to allow the applet to read disk files only if 
it does not send messages after reading [3]. 
 
Traditionally, the operating system kernel is used to ensure referential integrity. Typically, the 
kernel is the only software trusted to access the critical system data structures and consequently 
all access requests to critical data is handled through the kernel. This has been referred as a 
“kernel reference monitor”  [12]. Language approaches to security are superior to the kernel 
reference monitor approach due to their flexibility to be extended or changed to accommodate 
new application and host specific demands [2]. Schneider [2] defines the language-based 
approach to security as a variety of techniques based on program analysis and rewriting. 
According to this definition, Java sandboxing and software fault isolation can be said to be 
instances of the language approach.  
 
In Java [8], security is ensured through three critical components: The byte-code verifier checks 
the untrusted code to make sure that the downloaded code does not violate the relevant safety 
properties. The applet class loader ensures that the Java classes are separated into correct name 
spaces and tagged properly with security information such as the code’s origin and digital 
signature. The security manager acts as the reference monitor to enforce run time checks.  
 
However, both Kernel Reference Monitor and Java Sandbox employ an external reference 
monitor and offer a fixed set of security policies, which provides little flexibility and efficiency. 
In addition, an external reference monitor results in greater memory requirements [12], which are 
impractical to support in the embedded system environment. 
 
Instead of using an external reference monitor, Software Fault Isolation (SFI) [5] enforces 
security by loading an untrusted module’s code and data into a logically separate portion of the 
application’s address space. It then modifies the object code to prevent it from writing or jumping 
to an address outside its fault domain. To accomplish this, address sandboxing are employed by 
inserting checking code before every unsafe instruction.  
 
Schneider [2] extends the idea of software fault isolation by merging security policy into the 
application itself, which is called an Inline Reference Monitor (IRM). Therefore, an IRM reduces 
the performance and space overhead by eliminating the external reference monitor. Specifying an 
inline reference monitor involves defining: Security events, the policy-relevant operations that 
must be mediated by the reference monitor; Security state, the information stored about earlier 
security events that is used to determine which security events can be allowed to proceed;  
Security updates, program fragments that are executed in response to security events that update 
the security state, signal security violations and/or take other remedial action. An IRM rewriter is 
used to merge the checking code (security policy) into the application itself. The IRM rewriter 
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thus produces a secured application, which is guaranteed not to take steps violating the security 
policy being enforced. 

2.2 Policy Enforcement Toolkit (PoET) 

PoET [1] (Policy Enforcement Toolkit) is an implementation of IRM for JVML applications. The 
security policy language it uses is called Policy Specification Language (PSLang), an event-
oriented, imperative language with Java-inspired syntax. Figure 1 shows an example policy “Only 
allow files in a certain directory to be read”, which is taken from PoET source code package. It is  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1. Policy of “only allowing files in a certain directory to be read” (from PoET example policies) 

 

1. /*  Only allow reading from one special directory* / 
2. EXTEND POLICY readDir; 
3. IMPORT LIBRARY JVML; 
4. IMPORT LIBRARY System; 

5. // When trying to construct a FileInputStream or FileReader make sure it's OK 
6. EVENT begin instruction CONDITION Event.instructionIs("invokespecial") 
7. && JVML.strEq(Reflect.instrRefName(Event.instruction()),"<init>") 
8. && JVML.strStartsWith(Reflect.instrRefStr(Event.instruction()),"java/io/File") 
9. && (JVML.strEndsWith(Reflect.instrRefClassName(Event.instruction()),"InputStream") 
10. || JVML.strEndsWith(Reflect.instrRefClassName(Event.instruction()),"Reader")) 
11. ACTION {  
12. Object fileName = State.methodGetObject("$instrArg2"); 
13. Object constructorName = Reflect.instrRefStr(Event.instruction()); 
14. // get filename based on constructor type 
15. if( JVML.strEndsWith(constructorName,"(Ljava/io/File;)V") ) {  
16. Object file = JVML.typeCast(fileName, "java/io/File"); 
17. fileName = JVML.objectInvokeMethod( 
18. "java/io/File","getPath","()Ljava/lang/String;",file); 
19. }  
20. // if file-descriptor (or unknown) constructor fail! 
21. else {  
22. if( ! JVML.strEndsWith(constructorName,"(Ljava/lang/String;)V") ) {  
23. FAIL[ JVML.strCat("Can't invoke constructor: ",constructorName) ]; 
24. }  
25. }  
26. // canonicalize the path 
27. Object realPath = System.canonicalizePath(fileName); 
28. if( realPath == null ) {  
29. FAIL[ JVML.strCat("Invalid path: ",fileName) ]; 
30. }  
31. // It must be in "that special place" 
32. if( ! JVML.strStartsWith(realPath, readDir) ) {  
33. FAIL[ JVML.strCat("Can't read file ",fileName,": not in ",readDir) ]; 
34. }  
35. }  

clientOnlyReadDir.psl 
36. /*  Only allow reading from the "d:/temp" directory* / 

37. LOAD STATE {  
38. Object readDir = "d:/temp/"; 
39. }  

readDir.psl 
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composed of two files(readDir.psl and clientOnlyReadDir.psl). The file readDir.psl only has one 
section “LOAD STATE”(shown in line 38~39 of Figure 1), which defines and initializes the 
security state “ readDir”  that specifies what directory can be read by applications. In file 
clientOnlyReadDir.psl, the “EVENT ACTION” (shown in line 5~35 of Figure 1) section 
specifies that whenever the application constructs a “FileInputStream” the arguments are checked. 
If the argument does not comply with the security state specified in “ readDir” , the application 
will be stopped. The two sections “LOAD STATE” and “EVENT ACTION” are composed 
together through the section “EXTEND POLICY readDir”(shown in line 2 of Figure 1). 
“ IMPORT LIBRARY” (shown in line 3 of Figure 1) section imports the definitions of the 
designated PoET library for use in the policy specification. 

2.3 A Brief Introduction to Proxy Servers 

A proxy server is a host that is located between clients and remote internet servers and 
transparently mediates all requests for web objects (as shown in Figure 2) [14]. It is typically used 
in a closed subnet, for example, a department, school or company Intranet. Clients within this 
Intranet configure their web browsers and send Internet requests to this proxy server. The proxy 
server listens for requests from clients and forwards these requests to remote internet servers on 
behalf of the client. The proxy server obtains responses from the Internet servers and then sends 
this content to the requesting clients.  

 
Figure 2. A caching proxy server (from [14]) 

 

Proxy servers are often bundled together with firewalls to provide selective access control to 
remote internet servers and internal subnets. With a firewall, each data packet that passes through 
the proxy server will be filtered by type, source address, destination address, and port information. 
Packets are blocked that are not allowed by the predefined firewall rules. Therefore, this filtering 
capability of proxies allows network administrators to explicitly disallow access to any 
unacceptable domains.  
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Proxy servers usually provide caching service. When an object is first requested, the proxy server acts 

as an intermediary to retrieve the object and returning it to the client. The object is saved by the proxy 

server, and if another client requests the same object, the proxy acts as a server and returns the cached 

copy. This caching improves access speed, reduces the load on networks and servers and increases 

availability by replicating information. Therefore, clients directly benefit from faster and more reliable 

access to information. Service providers and the whole user community benefit by the conservation of 

expensive network and server resources. However, a proxy should address two problems: what should 

be cached and how can the information in the cache be kept up to date. Solutions to these problems are 

beyond the scope of this paper and may be found in the literature [15]. 

 

3. Rico Security Management System Overview 

In this section we give an overview of the Rico security management system and its policy 
acquisition model. 

3.1 Working as a Code Generating Proxy 

 
 
 
 
 
 
 
 
 

 
 

Figure 3. Scenario of Rico working as a code generating proxy 

 
Figure 3 shows how the Rico system ensures security for end users. Rico is situated between the 
remote server and end users (clients), monitoring and rewriting downloaded mobile code to 
adhere to security requirements specified by administrators. This functionality makes Rico a code 
generating proxy. The flow of data is simple: Rico stores away security policies and any mobile 
code that clients request.  Rico also stores all code that it has previously rewritten.  As mobile 
code is requested by clients, the code is intercepted by Rico and security policies are applied to it 
on-the-fly. Specifically, Rico obtains mobile code along with the security policies that it uses. 
These two components are the input to a binary rewriter; its output is a rewritten and therefore 
trusted binary.  
 

Code Generation 
Proxy -- Rico 

    Administrator 

security 
policy Cellular Phone 

PDA 

Desktop 

 

 

 

 

 

 
Unsafe Connection 

                
 Internet 

Remote Server 

unsafe code 

safe code 

unsafe code 



 8 

 
There are two design options possible for a system such as Rico. First, for environments that do 
not employ a caching proxy server to get connected to internet, Rico intercepts the clients URL 
request, downloads the code, and rewrites the code that is first requested before it is received by 
the client.  The client receives rewritten code. The original and newly generated trusted code is 
stored in Rico database. Subsequent requests for the same file obtain the trusted binary from Rico 
database. Thus Rico works as a caching proxy server by caching trusted versions of untrusted 
binaries. The first client request for untrusted code always requires intervention by Rico. The 
code is automatically rewritten with a predefined set of security policies or through an 
administrators’ intervention. Therefore, the Rico model does add latency when requests are made. 
Nonetheless, subsequent requests for unchanged code can be satisfied by the trusted binary from 
the cache and thus will have far less latency.   
 
Rico exercises care that the untrusted binary has not changed between the time the first request is 
made and subsequent requests are served by cached copies.  Thus, Rico checks that the code at 
the untrusted server has not changed (validation) and only sends the most recent version of the 
rewritten trusted code to the client.  Currently, Rico validates all requests with the server to assure 
consistency before serving code to clients.  An alternative would be a callback mechanism where 
the server tells Rico about changes made to mobile code that it stores.  While callbacks would be 
less expensive if code changes infrequently, they would require changes at the server.  We 
therefore decided to perform cache copy validation each time there is a request for stored Rico 
code. 
 
The second option is suitable for environments that support a caching proxy server. For the first 
URL request, the local proxy server downloads the code, caches it, sends a notification to Rico to 
obtain and rewrite it, and then distributes the trusted code to the client after Rico rewrites it. 
Initial and subsequent requests for the same file are satisfied by rewritten cached code stored on 
the local Intranet. For many binaries that happen to already be stored in the local proxy server 
cache, Rico merely obtains files out of it, rewrites them and stores them back. The cache’s job is 
unchanged (except for references for files that are not stored in the cache) and in fact Rico’s 
changes are mostly transparent to the cache.  Rico must have a secure back door to the proxy 
cache obtain files.  Cache validation is handled by the cache as it usually is. 

3.2 Security Policy Acquisition Model 

Security policies stored in the Rico database fall into two categories: a global security policy 
protects end user systems from common security threats such as a denial of service attack. This 
type of security threat potentially reoccurs frequently and must be checked on most end user 
systems. A local security policy defines security policies that adapt to users’ specific requirements 
and their particular environment. For example in the previous example, the Japanese NTT 
telephone company, a local policy can be defined to prevent any mobile code from dialing 
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emergency numbers. This policy is only suitable for mobile telephone service subscribers rather 
than system that support end-clients such as PDAs. 
 
It is not easy for system administrators to write security policies as shown in Figure 1 without 
expert knowledge in the language domain and considerable security expertise. On the other hand, 
security properties are expected to be increasingly important for Java programs. Many third 
parties and Java code implementers may be willing to specify some subset of the security policies 
useful to administrators. Global security policies are good candidates for third party offers. 
Therefore, the acquisition of predefined global security policies and their reuse in the field will be 
increasingly important as Java systems become ubiquitous. Rico thus provides the model to 
supports the acquisition of global policy files.  
 

 

 

 

 

 

 

 

 

 

 

Figure 4. Scenario of Rico security policy acquisition 

 

Figure 4 show security policy acquisition in Rico. In Figure 4, we show mobile code downloaded 
from a remote server into one of two types: safe (grey), and unsafe (white). Safe code packages 
will have a certificate that is authorized by a trusted Certificate Authorities (CA). Unsafe code 
packages do not have a certificate or are not certificated by a trusted CA. When code arrives, Rico 
will first check the package’s certificate information. For safe code packages, Rico searches it for 
policy files. Once a policy file is found, Rico prompts system administers with a brief description 
of the content of this policy and an option to save it into the database. Hence, as the acquisition of 
more mobile code continues through the Rico proxy, the Rico security policy database will 
eventually grow so that it includes a wide variety of global security policies that deal with many 
common security situations. Safe mobile code only needs to be rewritten with local security 
policies. 
 
When unsafe code is downloaded from a remote server, both local and global security policies 
must be satisfied. Since the corresponding global security policy may already exist in the Rico 
database, system administrators are no longer required to write security policies every time new 
mobile code is downloaded and, instead, administrators may select from policies in the database 
to be applied to the code.  
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4. System Architecture & Implementation 

Rico is composed of four parts: Policy Extractor, Policy Editor, Application & Management, and 
Database. 

 
Figure 4. Rico system architecture 

4.1 Policy Extractor 

Two functionalities are provided by the policy extractor: one is the Rico Certificate Verifier, used 
to check the certificate information. The other is the Policy Extractor, used to extract policy files 
from code packages and store them into the Rico database. Most Java code packages downloaded 
from the Internet are in JAR file format. For those that are not in JAR file format, the Rico policy 
extractor will directly register the Java binary code into the database.  

The Rico Certificate Verifier implements the Java2 certificate verifier tools [13]. Two function 
modules are provided: Key Store Management implements Java2 keytool to manage the keys and 
certificates in Rico database. With it, users can create public/private key pairs, issue certificate 
requests to the appropriate Certification Authority and import certificate replies from the 
Certification Authority and designate public keys belonging to other parties as trusted.  
Certificate Verifier implements Java2 verified tool “ jarsigner” . It accesses the key database for 
the public key to verify the code package’s certificate information.  

After a code package is verified, it is sent to the Policy Extractor, where the code package is 
unpacked. The Java mobile code in the package is then stored into the database. For the safe code 
package, Policy Extractor will search in the package for policy files that have file extension “ .psl” . 
If such a policy file is found, Policy extractor prompts administrators with a brief policy 
description and the option to save the policy file into Rico database. Such description contains the 
following information: Category: it specifies which kind of system resource the security policy 
will act on. System resources are divided into several categories such as file system, network 
operation, I/O operation etc. Descr iptions: it gives a short abstraction of the security policy 
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content. For example, it can be “ no send after read”, “disallow any local file read”, etc. Author 
and Date: specify the author of the security policy and the date it is created. Administrators are 
also provided with the option to save the policy file into database. Figure 6 illustrated the whole 
work flow: 
  
 

 

1. Code package is downloaded from the Internet. 

2. Check if the code package is in JAR format 

3. Verify the certificate information of the code 

package. 

4. Is the code package trustable? 

5. Unpack the code package, search for policy files 

and prompt users with a brief policy description if 

policy files exist. 

6. Store mobile codes in the package into Rico 

database 

 
 

Figure 6. Rico policy extractor work flow 

4.2 Policy Editor 

The goal of the Rico policy editor is to simplify security policy creation. Although administrators 
can reuse security policies that are created by third parties, there are still some situations where 
administrators need to create their own security policies. Therefore, the Rico policy writer tries to 
simplify the process by providing a convenient and intelligent development environment. Similar 
to IDE’s, the Rico policy editor provides the following three features: Frame wizard: it can 
automatically generate the section frame as administrators specify. Administrators just need to 
add code to it with each section frame. Syntax reminder: when administrators are trying to use a 
java class in the policy files, it gives users a hint of its variable and method members. For this, 
another layer called class abstraction layer is added between policy writer and JVML( shown in 
Figure 4 and within the dashed line). This layer summarizes and abstracts JVML resources and 
will be dynamically deployed by the Rico editor. Error check: The Rico editor performs basic 
syntax checking, for example, variable and function names, function arguments, pairs of brackets 
and etc.  

4.3 Application & Management  

Rico enhances the usability of the system by providing a graphical user interface for policy 
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application and database management. Three main functional modules are provided: Policy file 
management: Policies may be created by system administrators or may be supplied by third 
parties. With this module, users can perform policy management operations such as delete, add, 
view, edit and group. Binary Version Management: Rico acts much like a version management 
system like CVS or RCS managing security policy application to binaries. When binaries are 
downloaded from the Internet, they are stored into the Rico database in their original form. Rico 
records all modifications that have been made to each binary: Successive application of different 
security predicates can be applied to binaries in different versions; security policies can be added 
or deleted from the current working version. Therefore, the original code or variations thereof can 
be reverted to at any time. Policies application: In this module, policy files/groups and binaries 
available in the database are listed in each section. Users can conveniently select and apply them 
to the rewriter. Newly generated binaries will be automatically stored into Rico database.  
 

 
Figure 7. A sample screenshot of Rico graphical user interface 

4.4 Database 

While the above three components work in the user space, the database works in the system 
kernel space and as a service daemon. Communication between database and GUI is through 
System V IPC message passing, using a private queue to guarantee security. We implemented the 
database with binary files. These files record the binaries, rules, certificates and their relationship 
information respectively. Meanwhile, the database maintains two directories, one of which is used 
to store binary code and the other is used to store policy files. The Rico database has learning 
capability. It keeps record of the frequency of each policy file that has been applied. Policy weight 
will go up as the frequency a rule is applied or encountered increases. Using this information, the 
database is capable of providing recommendations to users on which policies to use. 
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5. Policy Composition and Conflict Detection 

An important characteristic of Rico is its features that support the composition of multiple 
security policies. Different policies created by system administrators or obtained from third 
parties are often required to be aggregated and used on mobile code. Policy composition raises 
the issue of the conflict problem, in which different policies that are composed together may 
conflict with each other. Literally, policy composition and conflict detection have been a hard 
problem for language-based approaches and most of currently proposed methods use specific 
logic-based composition languages [6]. In this section, we illustrate these problems from the point 
of view of Schneider’s security automata [9] and propose our method. 
 
Security automata differs from finite-state automata in that ordinary finite-state automata reject a 
sequence of symbol if the symbol finally does not make a transition to an accepting state, while 
security automata only have accepting states.  A security automata rejects input if there is no 
transition state defined for the current state. For example, the security policy “No message is ever 
sent out on the net after a disk read” can be expressed with a two-state automaton as fig6a (taken 
from [9]). The mobile code remains at qnfr state (“no file read” state) if there is no “ read file”  
operation. Upon performing a “ read file”  operation, the mobile code move to qfr state (“ file read”  
state). If no “send message” operations, it remains at qfr state. There is no accept state for “send 
message” operation. Therefore, if the mobile code intends to send message out, the operation will 
be rejected. Similarly, Figure 8b illustrates the policy “no file delete after file read”. Figure 8c 
shows the result of the composition of these two policies, which is simply a cartisian product of 
Figure 8a and 8b. After a “ file read” operation, the mobile code enters qfr state and it is allowed to 
perform neither “delete file”  nor “send message” operation.  
 

 
Figure 8. Security policy composition 

 
Rico addresses the composition problem by extending PoET’s “EXTEND POLICY” function. As 
illustrated in section 2.2, PSLang’s “EXTEND POLICY” function is very similar to the “ include”  
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function in C language. It is designed to include sections that are defined in different files but 
actually belong to one single policy. As in Figure 1, two sections “LOAD STATE” and “EVENT 
ACTION” defined respectively in the two files clientOnlyReadDir.psl and readDir.psl are 
combined together through the “EXTEND POLICY” function. However, to expand this function 
to include different policies, two syntactic problems have to be solved by Rico: one is the name 
conflict problem. The same variable, function, or procedure name may be defined in different 
policy files. They will result in a name conflict problem when the policy files are combined 
together. Another problem is the “circular extend” problem. A policy extended in one policy may 
in turn include other policies. A circular extend occurs when, for example, policy A extends 
policy B and policy B in turn extends policy A. PoET malfunctions when circular extend occurs. 
The algorithm shown in Figure 9 illustrates how Rico addresses these problems. 
 

1. Create a temporary group directory if it does 
not exist. Clear all the files under the group 
directory, and create an empty group policy file 
using the group name as its name. 

2. Copy all the rules within the group to the group 
directory. For each policy rule, recursively copy 
all the policies it extends. If same rule is found, 
report an acyclic error, else append “EXTEND 
POLICY policyname”  in the group policy file. 

3. Extract the function, variable name and events 
defined in all the policy files. The process returns 
two link list data structures: Cr, contains all the 
conflicted names and corresponding policy file 
names. Sr, contains all the same event names and 
corresponding policy file names.  
 
4. If Sr is not empty, prompt user with a warning 
of possible conflict problem and continue to 
group the files. 
 
5. If the Cr is not empty, it indicates that a 
variable name conflict is found.  
 
6. Use the policy name as prefix, and replace the 
conflicted variable names in the corresponding 
file. 
 
7. Return a success message and the group policy 
file name to GUI. GUI apples the group policy 
file to the binary.  

 

Figure 9. Rico security policy composition work flow 

 
Rule composition causes the semantic conflict problem. There are all kinds of situations that 
conflicts could occur, which make conflict detection a hard problem. But, typically, we see that 
conflicts occur when there are two different transitions from the same state for the same operation 
(also called event). For example, if we want to compose the same policy “no message send after 
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file read” (expressed in Figure 10a) with another policy “no message send with message size 
larger than 8 bytes after file read” (expressed in Figure 10b). The conflict problem arises because 
for the same “ message send” operation, there is no accept state in Figure 10a while Figure 10b 
defines an accept state. 

 

Figure 10. Conflicts in security policy composition 

 
However, different target state transitions due to the same event do not necessarily conflict. 
Consider the two policies “no send message whose destination IP address belongs to 139.23.x.x”  
and “no send message which contains word ‘key’ ” . Although the security enforcement is invoked 
by the same event “send message”, the security check will fall into two different categories: 
“message destination address” and “message content” , which actually have no conflict between 
them. Thus, to finally determine whether or not there is a conflict between two different state 
transitions needs administrators’ manual intervention. For this, Rico automatically detects the 
same event that might be defined in different policies. Once such event is found, Rico prompts a 
conflict warning to administrators, who will determine whether or not to continue the policy 
composition.  
 

In PSLang, security events are defined through the “ EVENT ACTION”  section. They are very similar 

to Java events and could consist of the execution of a program or a basic block, class loading, 

constructor, deconstructor, method, instruction and exception. However, a PSLang event differs from 

Java events in that they not only depend on a Java event but also depend on the arguments of that Java 

event to define a particular security event. For example, in Figure 1, the security event “ file read”  is 

defined like this: once the “ invokespecial”  function is called, PoET is triggered to check if the 

instruction to be invoked contains the java event “ <init> and also the argument of this event starts with 

the class name “ java/io/File”  and ends with class name “ InputStream”  or “ Reader” . Therefore, in fact, 

the java event “ invokespecial” , “ init”  and its arguments “ java/io/File”  and “ InputStream”  or “ Reader”  

determine that it is a “ read file”  security event that need to be enforced the security check. Figure 9 
also shows how Rico addresses the conflict problem. Rico extract events from all the “EVENT 
ACTION” sections and check if there are same events defined. Once the same event is found, 
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Rico prompts a possible conflict warning to administrators to manually check if it is a conflict. 

6. Performance Evaluation 

In this section, we evaluate the performance overhead of the PoET rewriter used by Rico. A 
policy file defines events that PoET is going to monitor. PoET first performs a scan through a 
binary code to search for the events. There may be no such events in the binary code and the time 
that PoET takes is a mere scan of the binary code. This is called “no hit” . On the other hand, if 
events are found, PoET rewrites the binary code. We call this a “hit”  and the time includes not 
only on scanning file but also the time rewriting the code. We are interested in determining these 
two kinds of times and their relations with binary file size and number of hits. Our experiments 
are performed on a Dell Dimension 2450, which has 2GHz Pentium4 processor, 640 MB DDR 
RAM, 30G 7200rmp HD and Mandrake Linux 9.0 installed.  
 
We first conduct the experiments on the examples that come with PoET source code package. Our 
experiments are divided into two groups: we first use an empty policy file to rewrite the example 
binary files, in which there is no hit, and we measured the scanning time and the binary file size 
changes. Then we apply the binary code with its corresponding policies and measured the total 
rewriting time and binary file size changes. The experiment results is shown in Figure 11. 

 

Table 1. Experimental data of the PoET examples 

Policy name Hello 
World 

Chinese   
Wall 

Read 
File 

Send 
Read 

Limit 
Mem 

Limit 
CPU 

gameOf 
Life 

grade 
sheet 

synchro
nize 

Set  
Vars 

Policy size (bytes) 1122 1155 1759 607 54898 487 326 2812 410 830 

Binary size(bytes) 479 2441 850 2119 12534 8025 12534 12935 1124 4640 

no-hit 380 2142 732 1670 10667 7086 10667 11153 889 3625 Binary 
size after 
(bytes) hit 841 2791 1346 2027 11914 8756 10838 11609 992 4553 

no-hit 0.46 0.47 0.50 0.48 0.53 0.51 0.53 0.54 0.48 0.49 Time    
(sec) hit 0.53 0.52 0.54 0.51 1.17 0.64 0.56 0.61 0.49 0.58 
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Figure 11. Experimental results of the PoET examples 

 
From the experimental result, we can see that when there is no hit, the time it takes to scan 
through the binary code is less than 0.6 seconds and the binary file size is almost the same as its 
original. When there are hits, the time and file size will increase. In most cases the PoET rewriter 
takes less than 0.7 seconds to scan and rewrite the binary code. However, in the worst case 
(limitMem, which is use to limit the memory size that an application could use), the total time it 
takes could reach above 1 seconds. Analysis of the LimitMem policy file found that it is a very 
complicated policy: to compute the memory size, it first searches for memory-related events like 
construction, deconstruction, free, new and when there is a hit, the policy used over 720 string 
comparisons to emulate every size of possible objects that the application could use. In total, there 
are 5 java binary files and approximately over 50 hits.  
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Our second experiment is to measure how the scanning time changes with various binary sizes. 
For this we test with three policy files. We start with a binary file with size of 3678 bytes and 
manually checked it to ensure that there is no hit for the three policy files. To get various file sizes, 
we let the PoET repeatedly scan the same file. The result is shown in Figure 12. 
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Figure 12. The scanning time that PoET rewriter takes on different sizes of binary files. 

 
We can see that, at the beginning (i.e. with binary file size 0), there is about 0.4 seconds overhead. 
This amount of overhead is mainly caused by PoET to initialize itself (PoET is written in Java 
and thus this mount of overhead is actually caused by Java programs invocation) and to scan and 
analyze corresponding policy files that will be enforced. After that the scanning time has a slight 
increase as binary files size increase. According to Arlitt [16], most files (over 90%) that clients 
request appear to be in the range of 100–100,000 bytes. Therefore, in general cases PoET wil l 
take 0.4~0.9 seconds to scan through the file.  
 
Finally, we wanted to determine how the number of hits influences the binary file size and 
rewriting time. For this, we choose the helloWorld example and manually change the number of 
hits. Specifically, the helloWorld policy searches for the “print”  event in the binary code and adds 
monitoring code to only allow it to print words starting with “hello world!” . We thus repeat the 
“print”  function a number of different times in the source file, recompile it and supply it to PoET 
for these experiments. From the experimental result (shown in figure 13), we can see that the 
binary file size and rewrite time will increase linearly as the number of hits increases. However, 
how fast it will increase depends on the complexity of individual monitoring code. As in this 
example, for over 50 hits, the time will increase 0.2 seconds, while in the worst case, as in the 
limitMem example, the time will increase 0.6 seconds for over 50 hits. 
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Figure 13. The impact of number of hits on the PoET rewriting time and binary file size 

7. Related Work 

Naccio, developed by Evans [7] is a policy specification framework that includes a platform 
independent policy generator and an application transformer that allows a policy author to 
generate a new policy and how the user elects to execute a given program that enforces the 
policy. Rico’s policy editor is similar to Naccio’s policy generator in that both of them simplify 
the policy creation through an abstract resource description level that hides users from detailed 
platform information. Both Rico and Naccio implement the binary rewriting technique. 
However, Naccio does not belong to the class of Reference Monitor in that it just rewrites the 
application instead of monitoring its execution. In addition, Naccio suffers from performance 
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overhead caused by translating safety policies into policy description files and maintaining two 
intermediate resource objects.  
 
Deeds, developed by Edjlali [6], is a history-based access control mechanism suitable for 
mediating accesses to resources by mobile code. It restricts an individual program’s action 
depending on the program’s own historical behaviors and identity. Deeds defined security events 
and handlers. It implements security policy as a Java class that extends the AccessPolicy class. A 
policy is applied by installing its constituent handler to the corresponding event. Therefore, Deeds 
employs external reference monitor and works in a higher level. In Deeds, multiple policy 
composition is implemented through attaching multiple handlers. However, its events are created 
by system libraries, which do not allow users to create new kinds of events as they desire. Blaze 
et al [10] used the similar mechanism to compose multiple user-specified policies.  
 
WebGuard, developed by Emin [17], presents an approach for formally specifying and enforcing 
security policies on web service implementations. Security policies in WebGuard system are 
specified in a language based on temporal logic, and are processed by an enforcement engine to 
yield site and platform-specific access control code in a language, such Tcl, PHP or .NET, that is 
appropriate for the chosen server platform. This code is then integrated with a web server and 
platform-specific libraries to enforce the specified policy on a given web service. Therefore, the 
basic idea is similar to Rico and both of them separate the security concerns from end systems by 
employing a specialized agent. However, WebGuard aims at protecting web servers from 
unsecured web requests while Rico tries to protect end users from the threat of untrusted mobile 
code.  

8. Conclusion 

In this paper, we present Rico, a novel security infrastructure for mobile code. Rico employs 
Inline Reference Monitoring (IRM) binary rewriting techniques and interpose itself as a code 
generating proxy between end users and the Internet by rewriting untrusted binary code to 
secured code that complies with user-specified security polices. Two design options have been 
introduced for Rico to work in practical environments: Rico can either work independently as a 
security caching proxy server or it can be merged into an existing caching proxy web server as 
added functionality.  
 
To simplify security policies creation for administrators, we provided the Rico policy editor with 
the features of frame wizard, syntax reminders, and error checking. We proposed and designed 
our model to incorporate and reuse trusted security policies from third parties. We also designed 
the Rico database system to efficiently manage security policies and mobile code. Security policy 
composition and conflict detection is a hard problem, for which we illustrated it and proposed our 
method from the aspect of security automata.  
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We measured the performance overhead caused by PoET rewriter used by Rico. Our experimental 
results show that PoET rewriter generally takes 0.4~0.9 seconds to scan through a binary file. 
This amount of time also includes the overhead that is commonly caused by a Java application 
invocation. The rewriting time and file size changes linearly with the number of hits. The rate of 
increase depends on the complexity of each individual binary file and the corresponding security 
policy. In the average case the overall time (scanning time plus rewriting time) is within 0.4~0.8 
seconds.  
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