CS 061 – Computer Org. & Assembly Lang.                       Spring  -  2005
Lab 3 

You must complete at least exercises 1- 4 in lab; you are STRONGLY encouraged to complete any remaining exercises on your own time before next week’s lab – you’ll find them very helpful, especially for doing the assignments.

Preliminary note – Labels & pointers:

By now you have figured out that you can use labels to specify and refer to a line of code or a data value.

Later on, you will learn about the mechanisms by which this works, but for the moment all you need to know is that the label is basically an “alias” for the address in memory at which that line of code, or data value, will be stored when the program is run. Note that a label is not an alias for a value stored at that location, even though it may be used to access that value – i.e. it is not like a variable name in C++.
There is a limitation to this very convenient sytem: in the LC-3 assembly language, an instruction can only refer to a label that is less than 256 lines before or after it. (There is actually one instruction that can “reach” further than that, but we’ll come to that in a couple of weeks).

In other words, when you use an instruction like

LD 
R1, label7

you must make sure that label7 is within +/- 255 lines from the instruction itself.

This is one of the reasons we have multiple memory addressing modes: frequently we want to access locations that are in a different region of memory, where the direct mode cannot reach.

In the LC-3 the other two modes, relative and indirect, use the method of indirection, or pointers.

With the relative mode


LDR
R1, R6, #0

register 6 holds the address we wish to load from, i.e. it is a pointer to the desired location (for now, just ignore the “6-bit offset” #0).

With the indirect mode


LDI
R1, label1

label1 is the pointer, i.e. the value stored at location label1 is the address of the actual data value we want to load, which could be anywhere in memory. Of course, label1 itself must be within “reaching distance” of the instruction.

There is another “helper” member of the memory-movement instruction set, called “Load Effective Address” (you’ll be hearing a lot more about “effective addresses” later on).

LEA
R6, label1

This instruction will decode label1 into the address it stands for, and store that value in R6. This is particularly useful when used with relative addressing, as follows:

A very common use of the relative mode is for traversing an array: Supposing we had used a
.BLKW #10 pseudo-op to set aside 10 memory locations to store 10 integers. In order to manipulate those integers we have to access each location in turn and load its integer into a register.

Now that you know about the relative mode, it should be obvious how to go about this: 

First set, say, R6 to the value of the starting address of the array (here’s where you use LEA); then load the element stored there into a handy register, and do to it whatever you need to; then increment the value stored in R6, so that it is now pointing to the second element of the array, load the second element, and so on.

All that remains is how to decide when to stop.

In this lab you will continue practice with the three memory addressing modes, and learn to build & traverse an array.

NOTE: you are required to complete exercises 1 to 4 in class; if you finish these early, you may choose either to go on to exercise 5, or to assist other students in the class.

Exercise 1: (review of lab 2)
a. Using the .FILL & .BLKW pseudo-ops, store the value x4000 in one location, and reserve the following location for storing a result. Label ONLY the .FILL location.

b. Use the direct mode to load the stored value into R2.

c. Double the number in R2, and use the relative mode to store it to the reserved location (i.e. the address following the .FILL).

d. Now use the indirect mode to store the same number to the address x4000.

Exercise 2:

Set up an array of 10 values following your code, and programmatically populate it with the first ten powers of 2, starting with 21 = 2, then read back the last value into register 2.

Exercise 3:

Now create an array of 10 values, starting at location x4000 so that it is “out of reach” of the instructions in your code (which should, as usual, load at address x3000).

Using what you learnt of console i/o last week, populate that array with characters input from the keyboard.

Exercise 4:

Extend Exercise 3 and output the array to the console, printing each character on a separate line. (Hint: look up the ASCII value for the character cr/lf, aka newline).

Exercise 5:

In exercises 2 to 4, you were able to traverse the arrays because you knew up front how many elements were in them. Can you think of a way to traverse an array without knowing beforehand how many elements it will contain? Hint: think counter & sentinel control of loops.
Re-write exercises 4 so that you can input a sequence of characters as long as you like (within reason), and decide when to stop; the program will store them in an array starting at x4000, and then output them to the console.

NOTES:

Secure server turn-in instructions can be found under the Course Material tab on ilearn.

Every submission in this course (including this program, all assignments, lab work, quizzes & exams) must include the following details at the top:

Name in the format Last name, first name

Last 4 digits of your student ID

Your lab login id

Lecture section / Lab section (e.g. section 001/023)

cs or ucr email address

After the first week you will lose points for failing to observe these instructions – in fact, if enough of this information is missing or illegible, we may not be able to assign you a grade, so double check every assignment before you turn it in.

