CS 061 – Computer Org. & Assembly Lang.                       Spring  -  2005
Assignment 7 - due Sunday 5/15, 11 pm
Instructions:

Turn in your source code (.asm file) to the folder assn7:

Remember to include your personal header (name, id, team partners, etc.)

Arrays and Subroutines

This program will have three components:

1. An input subroutine, allowing the user to input a sequence of words, which will be stored in an array, i.e. in a sequence of contiguous memory locations.

2. A "longest" subroutine that will locate the longest word - i.e. the one  that has the most characters.

3. An output subroutine that will output the whole list of words, one per line, and then the longest word in the list (e.g. "The longest word is: antidisestablishmentarianism")

You may assume that any input is valid - i.e. you may accept as input words such as @!!%&^#

You may also assume that the total list is not too big for the memory - i.e. you do not need to explicitly test for size limits.

We will do this in steps:

Part 1:

1. Write a word entry subroutine that takes a single "argument" R1 that contains an address, and asks the user to input a single word, terminating with the enter key (cr/lf in oldspeak). It stores the word to the address given, in the same form as the .STRINGZ pseudo-op - e.g. the word "whatever" would be stored as the array of ASCII codes:


{x0077, x0068, x0061, x0074, x0065, x0076, x0065, x0072, x0000} 
- starting at the address in R1.


(Remember that all our inputs are (necessarily!) 8-bit ASCII characters: in the LC-3 these are stored as the "low" byte (the 8 least significant bits) of a full 16-bit word, with the "high" byte set to all zeros)


This means that you will have to store each character as it is entered, testing each time for cr/lf (the newline character, ASCII code x0A) to detect the end of the word, at which point you will store a NULL (x0000) and then return.


2. Write a subroutine that takes a single "argument" R1 that contains the location of the word (i.e. the address of the first character), and prints the word to the console (at this point, that just means copying R1 to R0 and calling TRAP x22)


3. Write a main program that just calls these two subroutines. The address to which the word will be stored can be provided by a labelled .FILL pseudo-op.

Part 2:

Now we have to think about how we will terminate a list of words, i.e. an array of arrays that each terminates with a NULL.

Since an ASCII character is interpreted as positive (remember that the high byte is always x00), we could use -1 to terminate the list.

Or we could just use another NULL, so a single NULL would indicate the end of a word, while a second  consecutive NULL would indicate the end of the list. 

So now:

1. Add a word list entry subroutine that takes a single "argument" R1 that contains the location (the starting address) to which the list of words will be stored, and asks the user to enter either a word terminated by cr/lf, or just a cr/lf to indicate no more words.

If the first character entered is the cr/lf (x0A) it writes the list termination character to the end of the array and returns; otherwise, it calls the single word entry subroutine of Part 1, passing to it (in R1) the starting address of the new word. The character just entered will still be present in R0, and so available to the word entry routine.


2. Now modify the single word entry subroutine of Part 1 to remove the prompt, and, after storing the entered word, to return the next available address (in what register?). Remember that this subroutine will now be "returning" to the word list entry subroutine, not to main.


3. Modify the output subroutine to print the whole list of words, one per line (i.e. output a cr/lf (x0A) at the end of every word). How do you know when the list is complete?

Part 3:

1. Add a subroutine that takes a single "argument" R1 that contains the starting address of the list, and counts the number of characters in each word. It "returns" the starting address of the longest word. (Think how you would do this in a higher level language: the principle is the same).


2. Add a subroutine (or modify your list output subroutine) to output a message giving the longest word.

Note that all of the subroutines use R1 to pass an argument: you will have to be careful to preserve arguments (and return values) as you nest subroutine calls.

NOTES ON SUBROUTINES:

The concept of subroutine in assembly language is extremely simple:

You transfer control to an instruction somewhere else in the code; you then process instructions sequentiallly as usual, until a RETURN instruction transfers control back to where it came from.

That’s it: no arguments, parameters, return values, signatures, scope etc. – although we can achieve the same effect when needed, by use of registers.

The end result is as follows:

x3000

….
;code



….



….

x3050

JSR label
;transfer control to code block starting at label

x3051

….
;more code



….

X3088

HALT
;end program

x3200
label
….
;start subroutine



….



….

x3222

RET

The sequence of execution is: x3000 …. x3050, x3200 … x3222, x3051 … x3088

Note that, as expected, the RET instruction transfers control back to the instruction following the original Jump to Subroutine instruction.

The LC-3 provides two versions of the instruction for jumping to subroutines. As you would expect, the difference between them is the memory addressing mode used.

JSR label: this reconstructs the address corresponding to “label”, which can be up to 1023 lines before or after the JSR instruction, and transfers control to the instruction at that address (direct addressing)

JSRR Reg: this transfers control to the instruction located at the address stored in Reg, which can be anywhere in memory (relative addressing).

In both cases, the RET instruction will transfer control back to the instruction following the JSR/JSRR instruction.

How do we pass arguments and get return values?

Easy – use the registers. In assembly language, there is no going “out of scope” (in fact we will eventually learn how to use AL to create the construct of “scope”). So the registers are equally available to both the calling program and the subroutine: if I store a value in R1 before calling the subroutine, the the sr code can use that value. If the sr stores a value in R2 before the RET, then the calling program can use that value.

This is very convenient, but it requires great care. It is very easy for a subroutine to overwrite information that the caller had stored in a register.

An example that bites a lot students:

The calling program has stored something important in R7; it calls a subroutine to do something to the contents of R4; the subroutine (which does nothing to R7) returns, and the program crashes. Why?

Because when the subroutine is called, the microprocessor stores the contents of PC in R7 (it has to know how to get back, remember?), thus overwriting the data the calling program had stored.

This is actually a good reason for rarely using R7 in your code.

In general, it is good practice to start your subroutine with instructions that protect the contents of any registers you plan to mess with, and end it by restoring them as follows:

SR1
STR
Rn, SaveRn
;save the contents of “at-risk” registers


….


….


LD
Rn
SaveRn
;restore the original contents before returning


RET

SaveRn
.BLKW
#1

Likewise, before you call a sr from the calling program, you will need to save any registers that the sr will use to return values.

Make sure you have complete and consistent comments in your code. 

Grading policy:
Possible points: 10

Program assembles without errors: 

3

Program runs correctly on LC-3 simulator
5
Well commented code:



2

Assignment  submitted without name and SSN:
-5 points (if we can figure out who you are!)

