CS 061 – Computer Org. & Assembly Lang.                     Winter  -  2004
Lab 5 – 2/4 & 2/5
Collaboration policy:

Collaboration on this lab is strongly ENCOURAGED.

Lab is intended more for learning and practice than assessment -- most people who turn in decent work should get an A or B. Working together is encouraged.  You may not simply copy code from another student (or from anywhere else!), but you can certainly discuss how to solve the problems, look over each others solutions and help "debug" them, compare answers and redo problems if you determine your answer is wrong, and most importantly, explain concepts related to the problems and solutions.

In this lab you will review programming assignment 3, practice some more input and conversion, and learn how to create subroutines.
For this and future exercises, you will need to consult the ASCII table in the back of the text (or on a zillion web sites).
Exercise 1:

Write a "bit pattern" output  routine that prints to the console the value stored in a register (say R2) as a 16-bit binary number. (You already did this as part of assn. 3)
So if R2 contains the value x1234, then the o/p would be just:

b0001 0010 0011 0100

i.e. the ascii symbols for ‘b’ followed by the appropriate sequence of 1's and 0's

(the space separating groups of 4 bits is optional, but the initial ‘b’ is required).
For this exercise, you can have the program itself set up the register with the value to be output:


LD
R2, number
;set up R2 with stored value


. . .


HALT

number
.FILL x1234
;hard coded value

Exercise 2:

The inverse of exercise 1: write a bit pattern input routine.

Use the .STRINGZ pseudo-op and the trap instruction PUTS to prompt the user to input a 16-bit binary number preceded by ‘b’, and terminating with the CR/LF character (ASCII x0A, the newline character).

The user inputs the characters b0001001000110100 (no spaces), which you are to store in a register (R2) as the corresponding 16-bit number.
Assume the user will always input the initial ‘b’ (which you may simply discard), and exactly 16 bits.

Combine this with the code of exercise 1 – i.e. replace the hard-coded setup of R2 with the user input code.
Exercise 3:

Now modify the routine of exercise 2 to perform full input validation, as well as allowing the user to input the bit pattern with spaces separating groups of bits – e.g. the user might input the number as b0001 0010 0011 0100.

This means that you must test the first digit for ‘b’, then each succeeding digit for ‘0’, ‘1’, or ‘ ‘.
If it is ‘0’ or ‘1’, continue building the binary number; if it is ‘ ‘, ignore it & get the next digit; if it is anything else, output an error message & quit the program.
Likewise, if the user attempts to enter a 17th digit, or a CR/LF before the 16th digit, output an error message and quit.
Exercise 4:

Now re-write the input and output code as subroutines, and write a “main” program that calls them. (See the following page for notes on subroutines)

Exercise 5 (optional)

Write the main program as a menu asking the user to either input a binary number for storage and output, or quit; return to this menu after completing output (either successfully or after an error). 
Submission:

Secure server turn-in instructions can be found under the Course Material tab on ilearn.

Every submission in this course (including this program, all assignments, lab work, quizzes & exams) must include the following details at the top:

Name in the format Last name, first name

Last 4 digits of your student ID

Your lab login id

Lecture section / Lab section (e.g. section 001/023)

cs or ucr email address

Subroutines:

Conceptually, subroutines in assembly language are the same as functions (or methods, or subroutines) in higher level languages (HLLs), but as you might expect the implementation is rather different.

The LC-3 ISA provides several ways of transferring control to a non-sequential instruction, and a couple of ways of getting back again.

You are already familiar with the conditional branch instructions: BRn, BRz, BRp, etc. 

For example the following code effectively reproduces the HLL construct of “if … else”.


LD
R2,label1


BRn
label2


. . .

;do something else (if R2 not –ve)


BRnzp
label3

label2
. . .

;do something (=> if R2 is –ve)

label3
. . .

;continue

If the value copied to R2 (i.e. the value stored in label1) is negative, then the instructions “do something” at label 2 get executed, followed by the instructions “continue”. On the other hand, if the value copied to R2 is not negative, then the instructions “do something else” get executed, followed by the instructions “continue” at label3.

We say that BRn transfers control to label2 if the ‘n’ condition code is set, and that the BRnzp transfers control unconditionally to label3 (why unconditionally?).

A subroutine requires not only transfer of control to a separate area of code, but also the ability to return to the original code sequence. One way of doing this in LC-3 assembly is to use the JSR / RET instructions:

start
. . .

;… do stuff


. . .

one
JSR magic
;… call the subroutine “magic”

two
. . .

;… continue with main program


. . .

end
HALT

magic
. . .

;start subroutine


. . .


RET

;end of subroutine

Instruction JSR magic transfers control to the instruction at “magic”, and the instruction RET transfers control back to the instruction at “two” (it does this by storing the address of “two” in register R7 when JSR is executed, and restoring it when RET is executed – so don’t mess with R7 inside a subroutine, or you’ll never get back!).

Question: why is the subroutine magic placed after the HALT instruction?

What about passing arguments or returning values? As you can see, there is no actual construct to do this – but it turns out to fairly simple to accomplish using registers.
Since there is no such thing as “scope” is assembly language, the registers are always available to us, so all we need to do is make sure the values we want to “pass” back and for the don’t get overwritten.

For example, in the above code, if the subroutine magic requires two 16-bit operands and produces a single 16-bit result (its purpose might be to add two numbers and return the sum), we could store the two numbers in registers R2 and R3 before calling magic, and then have magic store its result in R4. So long as magic doesn’t disturb R2 & R3, these two numbers will be available to it. Likewise, so long as the main program doesn’t disturb R4, it will be able to use the result stored there.
The main implication of this is that we have to be extremely careful about nested calls to subroutines which could cause needed registers to be unexpectedly overwritten. For the moment, the only situation we need to worry about is the use of traps (our i/o handlers): these are special subroutines, and as such they use the same return mechanism as regular subroutines, i.e. they store the return instruction address in R7.
Think about what this means: I have just called a subroutine, so my return address is stored in R7; inside the subroutine I need to call PUTS to output a prompt to the user, so the trap stores a new return address in R7. Now when I try to return from the subroutine, I have lost my original return address!

The solution is to save my return address to memory as soon as I enter the subroutine, and restore it to R7 just before I return:

Subroutine1
ST
R7, save_r7
;protect sub. return address


. . .


PUTS

;another sub. or trap (uses R7)

. . .


LD
R7, save_r7
;get return address back into R7

RET

;now I can safely return

save_r7
.BLKW 1
;set aside a single word in memory

