CS 061 – Computer Org. & Assembly Lang.                   Summer  -  2003
Lab 4 - Thursday 10/16 to Wednesday 10/22

In this lab you will learn to use the i/o trap routines.

NOTE: you are required to complete exercises 1 to 3 in class; if you finish these in time, go on to exercise 4 & 5.

Exercise 1

You will need to consult Appendix A, pages 521 - 545 for this exercise.

NOTE: be careful about use of R0 in your code in these exercises (why??)

Write code that takes a single character from the keyboard and stores it in register 3, using TRAP x20

Does it behave in the way you expected?

Examine the contents of R3 after storing the character: you will see that the LC-3 stores each character in the lower 8 bits of a 16-bit word, and sets the upper 8 bits to zero (this is a bit wasteful of space, but it makes programming with characters a lot easier)

Now add TRAP x21 to your code, following the first TRAP.

What does this do?

Now replace these two traps with a single TRAP x23

What are the differences and similarities?

Exercise 2

You should be familiar with c-strings from C or C++. They are simply a sequence of characters terminated with a null character ( x00).

The LC-3 pseudo-op .STRINGZ takes a text string as a parameter and builds a c-string:

label
.STRINGZ
"Hello world!"

;you're probably sick of "hello world" by now ...







; so make your own message!

This pseudo-op stores the characters of the string, one per memory location, starting with the location "label". A null (x00) is written to the memory location following the last character.

The TRAP x22 instruction will take the contents of R0 to be the starting address of a c-string, and output each character of the string until it hits the null.

Write code that creates a message using .STRINGZ and outputs it to the screen using TRAP x22.

Examine the memory locations starting with "label" to make sure you understand how the assembler has set up the string.

Exercise 3

Now write a routine that takes a sequence of 10 characters from the keyboard (echoing each character as it is input) and stores them in an array. Set up a loop that traverses the array adding 1 to each value (this will have the effect of turning a into b, L into M, 8 into 9, etc.)

Finally, traverse the array again and output the 10 new characters to the screen.

A simple way to set up an array is to use the .BLKW pseudo-op:

label
.BLKW

#10

This sets aside 10 locations in memory, starting at the address "label".

You can then load this address into a register using the LEA instruction:


LEA

R4, label

This decodes "label" to the memory address it stands for, and loads that address into register 4 (note that this is quite different from LD, which loads the contents of the memory location "label" into the register; LEA doesn't read anything from memory, it just decodes the address itself).

Once you have the starting address of the array in a register, you can use LDR & STR instructions to access it.

How will you access the successive addresses? 

(Note: you may hard-code the number 10 as the loop counter).

Exercise 4

We can very easily turn the array created in exercise 3 into a c-string: just make it an 11 element array, with the last element a null (remember that in the LC-3, each 8-bit character occupies the lower byte of a 16-bit word, so the last word in the array will be x0000).

Adjust your code from exercise 3 to create a 10 character c-string (i.e. 10 input characters terminated with the null character). Load the starting address of the string into R0, then use TRAP x22 to output it to the monitor, just as you did with the c-string constructed by the .STRINGZ pseudo-op.

Exercise 5

Modify your code from exercise 4 so that each output character is separated by a space, or output to a new line.

