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Abstract

Multithreaded execution models attempt to combine
some aspects of dataflow-like execution with von Neu-
mann model execution. Their main objective is to
mask the latency of inter-processor communications
and remote memory accesses in large scale multipro-
cessors. An important issue in the analysis and evalu-
ation of multithreaded execution is the design and per-
formance of the storage hierarchy.

Because of the sequential execution of threads, the
locality of access within an executing thread can be ex-
ploited using registers and cache. At the inter-thread
level, however, the locality of accesses to memory and
its effect on the cache is not yet well understood. A
storage model which can exploit this locality is devel-
oped and evaluated. The results indicate there is a
large amount of inter-thread locality that can be ex-
ploited and that we can get an efficient storage sys-
tem by exploiting the characteristics of nonblocking
threads.

1 Introduction

Multithreading provides an effective way to mask
long latency operations. When operations such as
inter-processor communications or remote data ac-
cesses are encountered, the processor switches to an-
other ready thread thereby reducing the idle time. A
variety of multithreaded execution models currently
exist: some rely on large threads that can block dur-
ing their execution while others opt for shorter threads
that always execute to completion.

It has been argued that the benefit of multithread-
ing comes at a cost of reduced locality arising from the
frequent context switching. Each thread has its own
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working set, and threads compete against each other
for a limited cache space. This competition can result
in increased cache misses, possibly negating the ben-
efit of multithreading. However, the working set of a
thread between context switches should be relatively
small regardless of the multithreading model chosen.
If there is a sufficient inter-thread locality, then a good
storage hierarchy may be able to accommodate many
threads and still be effective.

In this paper, we develop and evaluate a storage
hierarchy for a non-blocking multithreading system.
The side-effect of this study is that we gain insight
into the inter-thread locality also. The Pebbles exe-
cution model which is used as the basis of our experi-
mentation is described in Section 2. In Section 3, the
overall system performance is measured in terms of
the synchronization cost in order to evaluate the tar-
get performance of a storage hierarchy. The Pebbles
storage hierarchy system is then developed in Section
4. In Section 5, the analysis of inter-thread locality
and its effect on the basic storage system are evaluated
in terms of miss rates. Related work and concluding
remarks are then given in Sections 6 and 7.

2 The Pebbles Multithreaded Model

In this section we briefly describe the Pebbles archi-
tectural model [RNSB94] used in our experiments. As
shown in Figure 1, the Pebbles architecture consists
of one or more more processing nodes connected by
a general, high speed interconnection network. The
local memory of each node cousists of an Instruction
Memory which is read by the Ezecution Unit and a
Data Memory (or Frame Store) which is accessed by
the Synchronization Unit. The Ready Queue contains
the continuations representing those threads that are
ready to execute. The Structure Memory stores data
structures and is distributed among the nodes. The
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Figure 1: Abstract Model of a Processing Node.

MemUnit handles the structure memory requests.

The execution is based on dynamic dataflow
scheduling where each actor, or a node in the dataflow
graphs, represents a thread. Once a thread starts ex-
ecuting, it runs to completion without blocking and
with a bounded execution time. A thread is enabled
to execute only when all the inputs to the thread are
available. Multiple instances of a thread can be en-
abled at the same time and are distinguished from
each other by a unique “color.” The thread enabling
condition is detected by a matching/synchronization
mechanism which matches inputs to a particular in-
stance of a thread. Data values are carried in tokens.
Each token also carries a continuation and an operand
number to the thread. A continuation uniquely identi-
fies an activation of a thread and consists of a color and
a pointer to the start of thread. A given thread activa-
tion can be executed on any processor, determined at
run-time. Since each thread is relatively small in our
code generation scheme (10 to 30 RISC-style instruc-
tions) [RNSB94], global scheduling and near perfect
load balancing is achieved by a simple hashing of the
tag.

For each instance of a thread, a small fixed size stor-
age area (called a framelet) is allocated in the Frame
Store to hold the incoming inputs to that thread in-
stance. A framelet is large enough to hold inputs for
most threads. When a particular thread’s requirement
exceeds the size of a single framelet, one or more addi-
tional overflow framelets are allocated as needed. An-
other method, which our compiler does not yet im-
plement, would be to break up the thread into two or

more threads so that inputs can fit within a given size.

When the first input of a thread activation (an in-
stance) arrives to a processing node, the Synchroniza-
tion Unit will first allocate a framelet and set the count
of the total number of inputs in the framelet. If neces-
sary, it will handle exceptional cases such as allocating
additional framelets and setting the overflow framelet
pointers. Each input token is stored in an appropri-
ate slot within the framelet and the counter is decre-
mented. When the count reaches zero, the thread is
enabled to execute by making an entry in the Ready
Queue. Also, the content of the framelet is migrated to
the Framelet Buffer, and the framelet is deallocated in
the Frame Store. In addition, instructions associated
with the enabled thread can be prefetched into the In-
struction Buffer!. The Execution Unit can therefore
operate at full speed without load stalls.

Pebbles programs are represented in a form of
dataflow graphs called MIDC. Each node of the graph
represents a thread of machine independent instruc-
tions. MIDC code is generated from Sisal pro-
grams. The code generation is guided by the fol-
lowing objectives: (1) Minimize synchronization over-
head, (2) Maximize intra-thread locality, (3) Assure
non-blocking (and deadlock-free) threads, and (4) Pre-
serve functional and loop parallelism in programs; it
is described in [RNB93, NRB94].

3 Performance Impact of Storage Hi-
erarchy

To give a motivation for designing an effective stor-
age hierarchy, the performance impact, or rather, a
penalty, for using an ineffective memory system are
described in this section. Also, benchmark programs
used for all our experiments are introduced here.

3.1 Benchmarks and Simulation Setup

The experiments are conducted using a set of seven
Sisal programs: 1) SGA uses a genetic algorithm to
find a local minima of a function; 2) FFT is a 1-D
FFT routine; 3) PSA is a parallel scheduler code; 4)
SDD solves an elliptic partial differential equation; 5)
SIMPLE is a Lagrangian 2-D hydrodynamics code; 6)
AMR is an unsplit integrator taken from an adaptive
mesh refinement code; 7) WEATHER is a one level
barotropic weather prediction code.

INot all enabled threads’ data and instructions need to be
immediately brought into the buffers; only those threads near
the head of the ready queue need to be in the buffers.



No. of No. of Avg. Input Input Set Size
Benchmarks || Framelets Inputs | Set Size (Bytes) | < 128 Bytes (%)
SGA 1,372,099 8,712,006 25.3 99.6
FFT 225,706 | 4,142,029 69.1 96.2
PSA 1,664,336 7,098,854 18.1 100.0
SDD 1,716,892 | 10,520,838 29.6 100.0
SIMPLE 1,328,271 | 9,269,106 344 98.1
AMR 205,774 | 3,207,808 85.1 84.2
WEATHER 828,983 8,045,883 35.9 99.8
| Overall | 7,342,061 | 50,996,614 | 30.5 99.0
Table 1: Benchmark Characteristics
The dynamic characteristics of the benchmarks are
given in Table 1. The columns successively represent:
the number of framelets that were allocated, the num- 14 L oo AMR ,
ber of inputs to the framelet?, the average size (in &--o FFT
bytes) of the framelet, and the percentage of framelets SN
that are smaller than 128 bytes. Except for AMR, a 12 sk SGA :
# - - * SIMPLE

high percentage of the framelets can fit within a 128-
byte physical framelet.

Simulation. All measurements are derived using a
simulator. The following architectural parameters
are specified to the Pebbles simulator: a 4-way issue
super-scalar CPU execution unit per node with the
instruction latencies of the Motorola 88110 micropro-
cessor. An output network bandwidth of two tokens
per node is used. For simplicity, all inter-node commu-
nications take 50 CPU cycles in network transit time.
Every structure memory read takes the minimum of
two network transits (one to send the request and an-
other to send the reply). Unless otherwise noted, ten
processing nodes are used. The number of processing
nodes, ten, was chosen because it provides a realistic
processor utilization for the problem sizes that can be
run in a reasonable time on our simulator. These ar-
chitectural parameter values are chosen to give a rea-
sonable approximation of a real machine rather than
exact measurements.
3.2 Impact

The performance of memory subsystem is modeled
by varying the cost of synchronizing a token (an in-
put). The resulting impact on the overall run-time
performance is shown on Figure 2 as the cost is varied
between 0 and 20 cycles®. The execution times shown

2same as the number of tokens
3Synchronizing tokens on a mismatch (the first reference to

a framelet) incurs 2 additional cycles.

v — v WEATHER e

Execution Time (normalized to 0 match time)
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Figure 2: Execution Time versus Synchronization
Time.

are normalized with respect to the base execution time
when the synchronization time is ideal (0 cycle).

The result shows that for the synchronization time
beyond the first few cycles, the execution time grows
linearly with respect to the synchronization time. In
this linear regime, the synchronization operations are
totally exposed to the multithreaded executions. For
the match time less than a few cycles, especially less
than 3 cycles, the performance degradation is rel-
atively small compared to the ideal case. In this
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regime, synchronization operations are well masked.
Further experiments, not shown here, using 50 pro-
cessing nodes also show a similar trend.

4 Pebbles Storage Hierarchy

The design goal of a Frame Store hierarchy is
to minimize the average access time to Frame Store
by the Synchronization Unit and thereby reduce the
matching cost.

The crux of our design depends on the locality of
tokens. The best scenario would be to have all the
inputs for a given framelet arrive at once, followed by
all the inputs for the next framelet, and so on; in this
case, a single framelet sized cache would be sufficient
to fully exploit locality. Note that the locality refers
to the accesses of the Frame Store by the Synchroniza-
tion Unit. It is not the locality of execution since the
Execution Unit does not access the Frame Store: all
the input data for each ready thread are, already, in
the register-like Framelet Buffer before execution.

Locality of Framelets One direct approach to
measuring the locality is to study the lifetime a
framelet. The lifetime of a framelet is defined as the
interval between the arrival of its first input and that

of its last (when it is deallocated). This interval is
measured in number of references to the framelet store
(or token arrivals), and therefore gives an idea of how
many other inputs will arrive during the lifetime of
a framelet. Figure 3 shows the distribution of the
lifetime for AMR and WEATHER, which are repre-
sentative of all the benchmarks. For the majority of
threads, the lifetime is less than 50 cycles. The cumu-
lative distributions rise quickly, reach their plateau at
around 1000-2000 cycles, after which they rise rather
slowly. The average result shows that the percentage
of framelets whose lifetime is less than 2000 references:
57% to 94% of all framelets are in this category. Con-
sidering that the number of references per benchmarks
is in the millions, a lifetime of under 2000 references is
fairly short. The result indicates that a cache with an
aging-based replacement policy, such as LRU or FIFO,
might work well: With about 2000 cache blocks, by
the time a cache block is replaced, it is highly proba-
ble that the associated framelet is already deallocated
(i.e., the thread became ready).

4.1 Frame Store Model and Methodology

Figure 4 shows the cache-like design where ac-
tive framelets are resident in the fast Framelet Cache
(Cache) while the inactive ones are stored in the slower
Backup Framelet Store (B-Store). The Cache and B-
Store operate exclusively: any framelet in the cache
will not be resident in the B-Store and vice versa.

Operations. A trace-driven simulation is used to
model different cache designs. The traces of the in-
coming tokens to processors are generated by the Peb-
bles machine simulator. Figure 5 shows operations in-
volved in storing an input to the Frame Store. The
Cache is modeled as a fully associative cache where
each block corresponds to a framelet and is logically
addressed. The logical address of a framelet consists
of a thread address and a color. The access to the
cache is fully pipelined and is stalled on a miss. The
B-Store is physically addressed. Translation from the
logical to the physical address is performed by the
Backup Framelet TLB (TLB) which has one entry
per framelet. When a logical framelet address is pre-
sented to the Frame Store, the address is simultane-
ously sent to both the Cache and the TLB. In the
case of a cache miss and a TLB hit, the framelet is
brought from the B-Store, possibly replacing a cached
framelet. In the case of a miss in both the Cache and
TLB, implying the reference is to a new framelet (i.e
a compulsory miss), a block is allocated in the Cache
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again possibly replacing a cached framelet. Replacing
a cached framelet involves allocating a framelet space
in the B-Store, updating the TLB, and transferring
the framelet from the cache. When a framelet is deal-
located, the Synchronization Unit notifies the Cache
so that the corresponding block can be marked invalid.

Replacement Algorithm. A simple FIFO scheme
is used whenever a free block is needed. We have also
studied the effect of other algorithms, including LRU,
however their results are not shown in this paper due
to the lack of space. We note that FIFO did almost
as well as the best performing LRU.

Cache Organizations. There are many ways to de-
sign the cache that take a particular advantage of the
way nonblocking threads operate. We develop three
schemes of increasing complexity and compare the per-
formances of each:

o Basic Cache is the garden variety cache that al-
ways invokes the replacement policy to allocate
a block for nonresident framelets. If the chosen
block is not invalid, then the block is replaced to
the B-Store. This is our default policy.

e Freelist Cache maintains a list of free (invalid)
blocks. Whenever possible, the Cache allocates
from the free block list. The replacement policy
is invoked if the list is empty. The advantage of
this policy over the Basic is that it prevents an
active framelet from being unnecessarily replaced,
at the cost of additional complexity.

e Reserve Block Cache attempts to reduce the cost
of the compulsory misses by making use of the
free-blocks and marking one of them as reserved
specifically to handle the next compulsory miss.

The block size of Cache is set to 128 bytes. Since
Cache is fully associative*, only compulsory or capac-
ity misses occur. A compulsory miss occurs when the
first input of a thread activation arrives. The compul-
sory miss rate is inversely proportional to the average
number of inputs to threads, and is independent of the
cache size®

4We note that our block size is fairly large, a 256K byte cache
has only 2000 blocks to be associatively searched.

5Invalidation misses do not occur since the data values in
each framelet are unique to that framelet.

5 Analysis and Evaluation

Performance of Basic Cache. Figure 6 shows the
plot of capacity miss rates of various benchmarks as
the number blocks in the cache is varied. The compul-
sory misses are shown within parentheses next to each
legend. The figure shows that there is a high degree
of locality of references to the framelets. With a 256K
cache (2000 blocks of 128 bytes each), the capacity
miss rates are below 1% for all the benchmarks except
for SDD and WEATHER. With a 5000 block cache,
the miss rates drop below 2% for WEATHER and well
below 1% for the others. The WEATHER benchmark
works with a large data set and hence its inherent lo-
cality is rather poor. FFT has a very low miss rate
of around 1% with only 100 block cache, but the miss
rate does not drop much after a 1000 block. We can
attribute the low miss rates to the following: 1) only a
fraction of parallel loop iterations are likely to be ac-
tive concurrently for an extended period of time and
therefore present a higher locality; and, 2) there is a
high locality among neighboring threads (e.g. within
a loop body). Note that the compulsory miss rates of
benchmarks are relatively high, 6.4% to 23.4%.

Performance of the Freelist Cache. Figure 7
shows the plot of capacity miss rates versus the num-
ber of blocks. It is not too surprising that the miss
rates are much lower. With 2000 blocks, miss rates
are well below 1% for most benchmarks. We note
again that the improvement comes from not replacing
resident framelet if possible, thus saving the cost of
bringing that framelet back at a later time.

5.1 Compulsory Misses

Results so far indicate that capacity misses can
be made very small with a reasonable sized cache
at which point compulsory misses become the dom-
inant type of misses. For example, with a 2000 block
Basic Cache, the capacity misses range from 0.34 to
3.52%, whereas the compulsory misses range from 5.45
t0 23.4%. The cost of a compulsory miss consist of the
allocation of a cache block, and possibly replacing a
cached framelet.

The Reserve Block Cache attempts to reduce the
cost of compulsory misses to that of a cache hit by
making use of the free-blocks and marking one of them
as reserved specifically to handle the next compulsory
miss. The reserved block cannot be used to satisfy the
capacity miss, i.e., it will not be used to allocate a
framelet from the B-Store. The index of the reserved
block in the cache is kept in a special register. We



Logical Address

e Access

New Framelet:
3 Allocate a block in Cache,
| | possibly move an existing
| | block to B-Store.
I

Framelet in B-Store:
Allocate a block in Cache,
possibly move an existing

Cache Miss Stall

block to B-Store, move
the accessed block from
the B-Store to Cache,

! ) ﬁ

Write to the
Framelet

Select the Reserve Block

Figure 8: Processing of an input through the Reserve
Block Cache.

recall that a compulsory miss is detected by a miss in
both the Cache and TLB. When such a miss is de-
tected, the reserved block immediately becomes the
substitute block associated with the logical framelet
with a very small delay. The management of the free
list in the cache and the designation of the reserved
block is done in the “background” and would not af-
fect the cache access time. A stall occurs when there
is no reserve block (i.e., the free-block list is empty).
In this case a cache block must be replaced. We also
note that a stall occurs whenever a compulsory miss
is immediately (i.e in the next cycle) followed by one
or more compulsory misses. Figure 8 shows the oper-
ations involved in the Reserve Block scheme.

Overall, the compulsory miss rate is now dependent
on the probability of encountering an empty free block
list, since the cost of accessing a new framelet is near
that of the cache hit if the allocation occurs out of the
reserve block.

Figure 9 shows the effect of the Reserve Block
scheme: the effective compulsory misses are signifi-
cantly reduced even with a very small cache size. With
a reasonably sized cache (i.e. 2000 blocks), the com-
pulsory misses are smaller than the capacity misses for
all the benchmarks. The total miss rates with a 2000
block Cache is shown in Table 2. The reduction in the
total miss rate ranges from a factor of six to 2400.
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Figure 9: Compulsory miss rates using the Reserve
Block scheme (Original miss rate in parentheses next
to legends).



Total Miss Rates for 2000 block cache:

System SGA FFT PSA SDD SIMPLE AMR WEATHER
Basic 164 579 24.0 19.8 14.8 6.88 12.8
Reserve Block | 0.01 0.14 0.01 0.45 0.01 0.01 2.31

Table 2: Comparison of the Effective Miss Rates (%) between Basic and Reserve Block Caches

6 Related Work

A number of published papers have discussed is-
sues related to thread level locality and the design of
storage hierarchies to exploit it. Due to the space lim-
itation, it is not possible in this paper to present a de-
tailed comparison between our work and other similar
ones, especially since the issues sometimes depend on
a specific multithreaded execution model and a code
generation strategy. We will limit the discussion there-
fore to a simple description of these.

Culler et al. [CSVE93] argue that the performance
of the storage hierarchy fundamentally limits the
amount of multithreading within a processor, thus lim-
iting the latency that can be tolerated. The idea of
storage hierarchy rests on the principle that fast mem-
ories are small and expensive while slow memories are
large and inexpensive. The observation is that switch-
ing is cheap only for those threads residing in the top
part of hierarchy. Hence, only a limited number of
threads may be switched inexpensively. A scheduling
policy that favors threads that already lie in the top
part of hierarchy would be preferred.

Research on incorporating caches into multi-
threaded executions and measuring their effectiveness
is ongoing. Cache designs in a dataflow model is dis-
cussed in [Tak92] for DFM-II [Tak87]. This model is
designed for a fine-grained dataflow machine and must
therefore take into account the explosion of parallelism
that is typical in these machines [Cul89]. The model
is evaluated using a relatively small set of hand-coded
benchmarks. The cacheing mechanism attempts to
preserve the working set of the program in the cache.

7 Conclusion

Multithreading provides an efficient mechanism to
overlap communication with computation resulting in
an improved processor utilization. In order to consider
the overall system performance, the issue of inter-
thread locality in a multithreaded execution in the
presence of memory hierarchy must be addressed. In

this paper, this issue is measured quantitatively (in-
directly via cache misses) and a storage hierarchy is
developed to take advantage of the locality and to re-
duce the cost of synchronizations.

The results show that the reference stream contains
a great deal of locality: a cache size of 256K is suffi-
cient to bring the capacity miss rates well below 1%
for most benchmarks using a simple FIFO replacement
policy and keeping a list of free-blocks.

To deal with compulsory misses, a scheme was de-
vised where one free cache block, called a reserve block,
is kept on reserve and used when a compulsory miss
is detected. Hence, the cost is reduced to nearly that
of a cache hit when there exists a reserve block. The
resulting scheme produces total miss rates well below
1% for all but one benchmark.

The upshot of our storage hierarchy scheme is that
the average synchronization time is reduced to nearly
1 cycle, even when the miss penalty is 10 cycles. The
drawback is that the design relies on a fully associative
cache. Future research will focus on more technologi-
cally feasible cache designs.
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