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Abstract. Bounded reac habilit y or mo del c hec king is widely b eliev ed to

w ork p o orly when using decision diagrams instead of SA T pro cedures.

Recen t researc h suggests this to b e un true with regards to sync hronous

systems, particularly digital circuits. This pap er sho ws that the b elief

is also a m yth for async hronous systems, suc h as mo dels sp eci�ed b y

P etri nets. W e prop ose Bounde d Satur ation , a new algorithm to compute

b ounded state spaces using Multi-w a y Decision Diagrams (MDDs). This

is based on the established Saturation algorithm whic h b ene�ts from

a non-standard searc h strategy that is v ery di�eren t from breadth-�rst

searc h. T o b ound Saturation, w e emplo y Edge-V alued MDDs and rew ork

its searc h strategy . Exp erimen tal results sho w that our algorithm often,

but not alw a ys, compares fa v orably against t w o SA T-based approac hes

adv o cated in the literature for deadlo c k c hec king in P etri nets.

1 In tro duction

Bounde d mo del che cking is a w ell-established tec hnique to reason ab out reactiv e

systems [3 ]. Unlik e con v en tional mo del c hec king based on explicit or sym b olic

represen tations of state spaces [13 ], b ounded mo del c hec king tak es a system,

a b ound B , and a safet y prop ert y � , un winds the system's transition relation

B times, and deriv es a prop ositional form ula whic h is satis�able if and only if

there exists a path through the system of length at most B that demonstrates

the violation of � . Due to the impressiv e tec hnology adv ances in SA T solving

(see, e.g., [24 ]), suc h satis�abilit y problems can often b e decided e�cien tly .

BDDs vs. SA T. Bounded mo del c hec king is an incomplete v eri�cation tec h-

nique unless the b ound exceeds the state space diameter. Ho w ev er, as man y faults

in v olv e relativ ely short coun terexamples in practice, the tec hnique has pro v ed

itself an e�cien t debugging aid, and b ounded mo del c hec k ers are no w used to

v erify digital cir cuits [12 ], Petri nets [17 ,25 ], and softwar e [20 ,26 ]. Sev eral studies

ha v e found suc h to ols b ene�cial in industrial settings, esp ecially when compared

to sym b olic mo del c hec k ers using decision diagrams [14 ].
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It is often b eliev ed that SA T metho ds are k ey to the p erformance of b ounded

mo del c hec k ers. Recen t researc h b y Cab o di et al. [5 ], ho w ev er, coun ters this sug-

gestion. Their w ork prop oses enhancemen ts to standard tec hniques based on

Binary De cision Diagr ams (BDDs), making BDD-based b ounded mo del c hec k-

ing comp etitiv e with SA T-based approac hes. These results w ere obtained in the

con text of debugging sync hronous systems and digital circuits, for whic h BDDs

are kno wn to w ork w ell. It has remained an op en question whether the afore-

men tioned b elief is also a m yth with regards to async hronous systems go v erned

b y in terlea ving seman tics, suc h as distributed algorithms expressed in P etri nets.

This pap er. Our aim is to pro v e that decision diagrams are comp etitiv e with

SA T solv ers for the b ounded mo del c hec king of asynchr onous systems. T o this

end w e prop ose a new approac h for b ounded reac habilit y c hec king using decision

diagrams based on Satur ation [7 ], an established sym b olic algorithm for gener-

ating the state space of async hronous systems. By taking in to accoun t ev en t

lo calit y and in terlea ving seman tics and b y using Multi-way De cision Diagr ams

(MDDs) instead of BDDs, Saturation is often orders of magnitude more e�cien t

than breadth-�rst searc h algorithms implemen ted in p opular mo del c hec k ers [11 ].

The di�cult y in adapting Saturation to b ounded reac habilit y c hec king lies

in its non-standard searc h strategy that is completely di�eren t from breadth-

�rst searc h. W e then cop e b y storing not only the reac hable states but also the

distance of eac h state from the initial state(s), using the e dge-value d decision

diagrams of [9]. These extend EVBDDs [22 ] just as MDDs extend BDDs, and

use a more general reduction rule. Eac h state stored in suc h a decision diagram

corresp onds to a path from the ro ot to the only terminal no de, whereas the

distance of a state is the sum of the w eigh ts of the edges along that path.

The resulting Bounde d Satur ation algorithm comes in t w o v arian ts. The �rst

one computes all reac hable states at distance no more than a user-pro vided

b ound B . The second one �nds additional states at distance greater than B but

at most K �B , where K is the n um b er of �comp onen ts� of the underlying asyn-

c hronous system. Just as ordinary breadth-�rst searc h, b oth can �nd minimal-

length coun terexamples. Ho w ev er, the second v arian t is usually more e�cien t in

terms of run time and memory , ev en if it disco v ers more states. Suc h b eha vior,

while coun terin tuitiv e at �rst, is not uncommon with decision diagrams.

Exp erimen ts and results. W e ev aluate Bounded Saturation against t w o SA T-

based approac hes for b ounded reac habilit y c hec king prop osed b y Heljank o [17 ]

and Ogata, T suc hiy a, and Kikuno [25 ], b oth aimed at �nding deadlo c ks in asyn-

c hronous systems sp eci�ed b y P etri nets. W e implemen ted our algorithm in

S

m

A

r

T [6 ], and ran it on the suite of examples used in b oth [17 ] and [25 ], �rst

prop osed b y Corb ett in [15 ], and on t w o mo dels from the S

m

A

r

T release. The

static v ariable ordering used in our algorithm w as computed via a heuristic [27 ].

Our exp erimen ts sho w that Bounded Saturation p erforms b etter or at par

with comp eting SA T-based algorithms, and is less e�cien t in only few cases.

Th us, it is a m yth that decision diagrams are uncomp etitiv e w.r.t. SA T solv ers

for b ounded mo del c hec king; just as the roles of b ounded and un b ounded mo del

c hec king are complemen tary , so are the use of SA T solving and decision diagrams.
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2 Bac kground

W e consider a discrete-state mo del M = ( bS; Sinit ; R ) , where

bS is a (�nite) set of

states, Sinit � bS are the initial states, and R � bS � bS is a transition relation. W e

assume the glob al mo del state to b e a tuple (xK ; :::; x1) of K lo c al state v ariables

where, for K � l � 1, x l 2 S l = f 0; 1; :::; nl � 1g with nl > 0, is the the l th
lo c al

state v ariable. Th us,

bS = SK �� � ��S 1 and w e write R(i[K ]; :::; i [1]; j [K ]; :::; j [1]),

or R(i; j ) , if the mo del can mo v e from curr ent state i to next state j in one step.

Computation of the reac hable state space consists of building the smallest

set of states S � bS satisfying S � S init
and S � Img(S; R) , where the image

c omputation function Img(X ; R) = f j : 9i 2 X ; R(i ; j )g describ es the successors

to the set of states X . In b ounded mo del c hec king, only part of this state space

is considered, the set of states within some distance b ound B from Sinit
.

Most sym b olic approac hes enco de x l in bl b o olean v ariables, where bl is either

nl or dlognl e ( one-hot or binary enco ding), and a set of states using a BDD withP
K � l � 1 bl lev els. Or der e d multi-way de cision diagr ams (MDDs) [21 ], instead

map x l to lev el l , whose no des ha v e nl outgoing edges. MDDs can b e implemen ted

directly , as is done in our to ol S

m

A

r

T [6], or as an in terface to BDDs [16 ].

Sym b olic tec hnique for async hronous mo dels. A BFS-based approac h,

as used for example b y NuSMV [11 ], computes the b ounded state space with a

simple image computation iteration. Set X [0]
is initialized to Sinit

and, after d it-

erations, set X [d]
con tains the states at distance up to d from Sinit

. With MDDs,

X [d]
is enco ded as a K -lev el MDD and R as a 2K -lev el MDD whose curren t and

next state v ariables are normally in terlea v ed for e�ciency . The transition re-

lation is often conjunctiv ely partitioned in to a set of c onjuncts or disjunctiv ely

partitioned in to a set of disjuncts [4 ], stored as a set of MDDs with shared no des,

instead of a single monolithic MDD. Heuristically , suc h partitions are kno wn to

b e e�ectiv e for sync hronous and async hronous systems, resp ectiv ely .

Disjunctiv e partitioning and c haining. Our w ork fo cuses on the imp ortan t

class of systems exhibiting glob al ly-asynchr onous lo c al ly-synchr onous b eha vior,

and assumes that the high-lev el mo del sp eci�es a set of async hronous ev en ts E,

where eac h ev en t � 2 E is further sp eci�ed as a set of small sync hronous comp o-

nen ts. W e then write the transition relation as R �
W

� 2E D� , and further con-

junctiv ely partition eac h disjunct D� in to conjuncts represen ting a sync hronous

comp onen t of � , �nally expressing R as R �
W

� 2E D� �
W

� 2E (
V

r C�;r ) .

F or example, a guarded command language mo del consists of a set of com-

mands of the form � guard ! assignment1 k assignment2 k � � � k assignmentm �,

with the meaning that, whenev er the b o olean predicate guard ev aluates to true ,

the m parallel atomic assignmen ts can b e executed concurren tly (sync hronously).

Commands are async hronous ev en ts and, for eac h command, the corresp onding

parallel assignmen ts are its sync hronous comp onen ts. Similarly , for a P etri net,

the transitions are the async hronous ev en ts, and the �ring of a transition syn-

c hronously up dates all the input and output places connected to it. W e use

extended P etri nets as the input formalism in S

m

A

r

T [6].
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P etri net mo del Guarded command language mo del

arrive wait
gate in-service serve

pool

#(wait )

2

#(wait )
initial state: p = 2 ^ w = 0 ^ i = 0 ;

Da : p� 1 ! f p0= p� 1 ^ w0= w+1 ^ i 0= ig;

Ds : i � 1 ! f p0= p+1 ^ w0= w ^ i 0= i � 1g;

Dg : w � 1 ! f p0= p ^ w0=0 ^ i 0= i + wg;

Fig. 1: A limited-arriv al gated-service mo del with marking-dep enden t arc cardinalities.

Running example. Fig. 1 sho ws a P etri net, and its equiv alen t guarded com-

mand language expression, mo deling a gated-service queue with a limited p o ol

of customers. New arriv als w ait at the gate un til it is op ened, then all the w aiting

customers en ter the service queue. Customers return to the p o ol after service.

Eac h state of the mo del corresp onds to a p ossible v alue of the in teger v ariable

v ector (p;w;i) , where p stands for pool, w for wait , and i for in-servic e . Assuming

a p o ol of t w o customers, the mo del has an initial state (2;0;0) and six reac hable

states: S = f (2;0;0); (1;1;0); (0;2;0); (1;0;1); (0;0;2); (0;1;1)g.

Ev en t lo calit y . In async hronous mo dels, the execution of eac h ev en t usually

mo di�es or dep ends on just a small subset of all the state v ariables. In the

running example, for example, ev en t gate , Dg , dep ends only on v ariable w and

mo di�es only v ariables w and i . Giv en an ev en t � , w e de�ne the set of v ariables

� V M (� ) = f x l : 9i ; j 2 bS; D� (i ; j ) ^ i [l ] 6= j [l ]g and

� V D (� ) = f x l : 9i ; i02 bS; 8k 6= l; i [k]= i0[k] ^ 9 j 2 bS; D� (i ; j )^ 69j 02 bS; D� (i0; j 0)g
that can b e mo di�ed b y � , or can disable � , resp ectiv ely . Letting

Top(� ) = max f l : x l 2 VM (� ) [V D (� )g; Bot (� ) = min f l : x l 2 VM (� ) [V D (� )g;

w e can then partition the ev en ts according to the v alue of Top , in to the subsets

El = f � : Top(� ) = lg, for K � l � 1. In [8] w e observ ed that a c haining [28 ]

order where these subsets are applied to the MDD in b ottom-up fashion results

in go o d sp eedups with resp ect to a strict BFS sym b olic state-space generation.

The b ounded v ersion of c haining is sho wn in Fig. 3 and discussed in Sec. 3.

By exploiting this event lo c ality , w e can store D� in an MDD o v er just the

curren t and next state v ariables with index k , for Top(� ) � k � Bot (� ) ; v ariables

outside this range undergo an identity tr ansformation , i.e., remain unc hanged.

Saturation-based sym b olic �xp oin t computation. The Saturation algo-

rithm for computing the reac hable state spaces of async hronous systems w as

originally prop osed in [7] for mo dels in Kr one cker-pr o duct form; it has since

b een extended to general mo dels [10 ] and applied to shortest path computations

and CTL mo del-c hec king [9 ]. Saturation has b een sho wn to reduce memory and

run time requiremen ts b y sev eral orders of magnitude with resp ect to BFS-based

algorithms, when applied to async hronous systems.

Saturation is unique in that it do es not p erform �xp oin t computations o v er

a global decision diagram, as standard breadth-�rst iteration strategies do, but

recursiv ely computes (sub-)�xp oin ts at eac h decision diagram no de. This exploits

the lo calit y of ev en ts inheren t in async hronous systems as w ell as the seman tic
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i 3 0 0 0 0 1 1 1 1

i 2 0 0 1 1 0 0 1 1

i 1 0 1 0 1 0 1 0 1

f 0 2 3 2 2 4 1 0

0

0

0

0(a)

2 1

1 0 1

0 0

2 20

1 0

0

1

0
1

0
i 3 0 0 0 0 1 1 1 1

i 2 0 0 1 1 0 0 1 1

i 1 0 1 0 1 0 1 0 1

f 0 2 31 1 4 1 0

0

0

0 0 1

0(b)

0 2

1

1 2 01

0 1
0 2

1

2 0

0 1

00
1

Fig. 2: Storing total (a) and partial (b) in teger functions with EDDs.

concept of in terlea ving. The formal algorithm of Saturation on our v arian t of

edge-v alued decision diagrams is describ ed in detail in Sec. 3. F or details of the

original Saturation algorithm on MDDs w e refer the reader to [10 ].

T o emplo y Saturation for b ounded reac habilit y c hec king w e enco de not just

the reac hable states, but also their distance from Sinit
. This can b e ac hiev ed

using either edge-v alued decision diagrams (EDDs, called EV

+
MDDs in [9 ]) or

the ADDs of [2 ]. ADDs are a w ell-kno wn v arian t of BDDs that can enco de non-

b o olean functions b y ha ving an arbitrary set of terminal no des instead of just

the t w o terminal no des corresp onding to the b o olean v alues true and false. In

our discussion, w e fo cus instead on EDDs since they can b e exp onen tially more

compact than ADDs; see also the results in Sec. 4.

De�nition 1 (EDD [9]) . An EDD on the domain

bS = SK � � � � � S 1 is a

directed acyclic graph with lab eled and w eigh ted edges where:

� Eac h no de p b elongs to a level in f K; :::; 1; 0g, denoted p:lvl .

� Lev el 0 con tains a single terminal no de, ? .

� A non-terminal no de p at lev el l > 0 has nl � 2 outgoing edges, lab eled from

0 to nl � 1. W e write p[i ] = hv;qi if the i th
edge has w eigh t v 2 N [ f1g and

p oin ts to no de q. W e also write p[i ]:val = v and p[i ]:node= q.

� If p[i ]:val = 1 , then p[i ]:node= ? ; otherwise, p[i ]:node is at lev el p:lvl � 1.

� There is a single ro ot no de, r ?
, at lev el K , with an incoming �dangling� edge

ha ving w eigh t � 2 Z . W e write suc h edges as h�;r i .

� Eac h non�terminal no de has at least one outgoing edge lab eled with 0.

� There are no duplic ate no des, i.e., if 8i; 0 � i < n l ; p[i ]:node = q[i ]:node and

p[i ]:val = q[i ]:val , then p = q.

The function f hv;p i : Sl � � � � �S 1 ! Z [ f1g enco ded b y an edge hv;pi , with

p:lvl = l > 0 is f hv;p i (i l ; : : : ; i 1) = v + f hp[i l ]:val;p [i l ]:node i (i l � 1; : : : ; i 1) , where w e

let f hx; ?i = x . Th us, the function enco ded b y the en tire EDD is f h�;r i . 2

As de�ned, EDDs can canonically enco de any function of the form

bS ! Z [f1g ,

except the constan t 1 , for whic h w e use a sp ecial EDD with r = ? and � = 1 .

Fig. 2 sho ws t w o EDDs storing a total and partial function, resp ectiv ely . Here,

�partial� means that some of its v alues are 1 ; whenev er this is the case, w e omit

5



mdd BoundedBfsChain ( )

1 S  S init
;

2 fo r d = 1 to B do

3 fo r l = 1 to K do

4 fo reach � 2 El do

5 S  Union (S; Image(S; D � ))
6 return S ;

Fig. 3: Sym b olic b ounded BFS state-space generation with c haining.

the corresp onding v alue and edge from the graphical represen tation. W e p oin t

out that EDDs allo w for e�cien t implemen tations of standard op erations on the

functions they enco de, including computing the EDD represen ting the p oin t wise

minimum of t w o functions, needed in our reac habilit y algorithm [9 ].

3 Bounded reac habilit y c hec king using decision diagrams

Giv en a mo del M and a prop ert y � , a generic breadth-�rst b ounded reac habilit y

c hec king algorithm starts with some initial guess for the b ound B , computes the

set of states SB
within distance B of the initial states Sinit

, and, if an y state

in SB
violates � , returns Err or . If no suc h state exists, B is increased and these

steps are rep eated except that, if SB
do es not c hange b et w een iterations, the

entir e state space has b een explored, so one can stop and declare � to hold.

MDDs with BFS-st yle ev en t-lo calit y-based c haining. Before presen ting

our main con tribution, an algorithm for b ounded reac habilit y c hec king based on

Saturation and EDDs, w e �rst sho w ho w the ab o v e algorithm can b e impro v ed

when dealing with MDD-enco ded state spaces of ev en t-based async hronous sys-

tems, using ideas from event lo c ality and forwar d chaining . This serv es as one

of the reference algorithms in our exp erimen tal studies of Sec. 4. The impro v ed

algorithm is displa y ed in Fig. 3.

Exploiting ev en t lo calit y for an ev en t � , w e can ignore MDD lev els ab o v e

Top(� ) and mo dify in-plac e MDD no des at lev el Top(� ) . Indeed, the call to

Image in Fig. 3 do es not ev en access no des b elo w Bot (� ) , only Union do es. This

has b een sho wn to signi�can tly reduce the p eak n um b er of MDD no des [8].

Chaining [28 ] comp ounds the e�ect of m ultiple ev en ts within a single itera-

tion. F or example, if (i) the set of states kno wn at iteration B is X B
, (ii) j 62 XB

can b e reac hed from i 2 X B
b y �ring the sequence of ev en ts (�; �; 
 ) , and (iii) w e

happ en to explore ev en ts in that exact order, then j will b e included in X B +1
.

Th us, X B � S B
, since some states in SjEj� B nSB

migh t b e presen t in X B
. Reduc-

ing the n um b er of iterations do es not guaran tee greater e�ciency , as the MDD

for X B
can b e m uc h larger than that for SB

; ho w ev er, it has b een sho wn exp er-

imen tally that c haining often reduces b oth time and memory requiremen ts [28 ].

It is w ell kno wn that the v ariable order for the MDD represen tation is essen-

tial. F urthermore, in our setting, the v ariable order a�ects also the v alue of Top
and Bot and the ev en t order. In this pap er w e emplo y the heuristics rep orted in

[27 ] to automatically generate a go o d order.
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Bounded Saturation using EDDs. In sev eral studies, Saturation has b een

sho wn sup erior to BFS-st yle iterations when sym b olically computing least �x-

p oin ts for async hronous mo dels [8 ,9 ,10 ]. The c hallenge in adapting Saturation

to b ounded mo del c hec king lies in the need to b ound the sym b olic tra v ersal in

the nested �xp oin t computations. W e prop ose to use EDDs to enco de b oth the

b ounded state space and the distance information in the same sym b olic enco d-

ing. Th us, w e b ound the sym b olic tra v ersal during the EDD sym b olic op erations

b y using the distance information, instead of simply limiting the n um b er of out-

ermost iterations p erformed in a traditional BFS-st yle approac h with or without

c haining. Instead of EDDs, w e could ha v e used ADDs, but this can result in a

p erformance p enalt y , as rep orted in Sec. 4.

Fig. 4 sho ws t w o EDD approac hes di�ering in ho w they b ound the sym-

b olic tra v ersal. They are obtained b y replacing the Truncate call in pro cedure

BoundedImage with either TruncateExact or TruncateApprox . The former com-

putes the exact b ounded state space SB
; the latter computes a sup erset of SB

that ma y con tain reac hable states with distance at most K �B , where K is the

n um b er of state v ariables, i.e., EDD lev els. Recall that the transition relations

are stored using MDDs, with 0 and 1 denoting an MDD's terminal no des.

Both approac hes start from an EDD where states in Sinit
ha v e distance 0

and states in

bS n Sinit
ha v e distance 1 (line 1 in BoundedSaturation). Then,

pro cedure BoundedSaturate is called on all EDD no des, starting from those at

lev el 1, to compute the b ounded state space. Eac h EDD no de p at lev el l enco des

a set of (sub-)states and distance information consisting of v ariables at lev el l
or b elo w. When calling pro cedure BoundedSaturate on an EDD no de p at lev el

l , a least �xp oin t enco ding the (sub-)state space and distance with resp ect to

the set El of ev en ts with top lev el l is computed. During the �xp oin t computa-

tion of BoundedSaturate on no de p at lev el l , eac h ev en t in El is exhaustiv ely

�red to p erform b ounded forw ard tra v ersal, un til no more new reac hable (sub-

)states are found. BoundedImage p erforms b ounded forw ard tra v ersal b y �rst

computing the forw ard image, follo w ed b y either an exact truncation to prune

all the (sub-)states exceeding b ound B (pro cedure TruncateExact ), or a faster

but appro ximate truncation to prune only (sub-)states for whic h the edge v alue in

the curren t EDD no de w ould exceed B (pro cedure TruncateApprox ). Pro cedures

BoundedSaturateand BoundedImageare m utually recursiv e: BoundedImagep er-

forms a b ounded forw ard tra v ersal of the reac hable state space, while all the

newly created no des in the new image are saturated b y BoundedSaturate (line 7

in pro cedure BoundedImage). Pro cedure Minimum computes the p oin t wise min-

im um of the functions enco ded b y its t w o argumen t EDDs, i.e., computing the

union of the state sets enco ded b y the argumen ts. Finally , pro cedure Normalize
tak es a no de p and ensures that it has at least one outgoing edge with v alue 0,

returning the excess in the edge v alue v .

W e no w examine the manipulation of the edge v alues in more detail. When

an ev en t � is �red, the distance of the image states is the distance of the cor-

resp onding �from� states incremen ted b y 1. BoundedSaturate �res � b y calling

BoundedImage (line 4), whic h returns the ro ot of the image, so that the �dan-
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void BoundedSaturation ()

1 r ?  ro ot of the EDD enco ding f (i ) = 0 if i 2 S init
, and f (i ) = 1 otherwise

2 fo r l = 1 to K do fo reach no de p at level l do BoundedSaturate(p) ;

no de BoundedSaturate(no de p)

1 l  p:lvl ;

2 rep eat

3 cho ose � 2 El ; i 2 S l ; j 2 S l s.t. p[i ]:val < B and D � [i ][j ] 6= 0 ;

4 hv;qi  BoundedImage(p[i ]; D � [i ][j ]) ;

5 p[j ]  Minimum (p[j ]; Truncate (v+1 ; q)) ; � exact o r app ro ximate

6 until p do es not change;

7 return p;

edge BoundedImage(edge hv;qi , mdd f )

1 if f = 0 then return h1 ;?i ; if f = 1 o r q = ? then return hv;qi ;

2 k  q:lvl ; � given our quasi-reduced fo rm, f:lvl = k as w ell

3 s  NewNode(k) ; � create EDD no de at level k with edges set to h1 ;?i
4 fo reach i 2 Sk ; j 2 Sk s.t. q[i ]:val � B and f [i ][j ] 6= 0 do

5 hw;oi  Truncate (BoundedImage(q[i ]; f [i ][j ])) ; � exact o r app ro ximate

6 s[j ]  Minimum (s[j ]; hw;oi ) ;

7 s  BoundedSaturate(s) ;

8 h
;s i  Normalize (s) ;

9 return h
 + v;si ;

edge Minimum (edge hv;pi , edge hw;qi )

1 if v = 1 then return hw;qi ; if w = 1 then return hv;pi ;

2 k  p:lvl ; � given our quasi-reduced fo rm, q:lvl = k as w ell

3 if k = 0 then return hminf v; wg;?i ; � the only no de at level k = 0 is ?
4 s  NewNode(k) ; � create EDD no de at level k with edges set to h1 ;?i
5 
  minf v; wg;

6 fo reach i 2 Sk do

7 s[i ]  Minimum (hv� 
 + p[i ]:val;p[i ]:nodei ; hw� 
 + q[i ]:val;q[i ]:nodei ) ;

8 return h
;s i ;

edge Normalize (no de p)

1 v  minf p[i ]:val : i 2 Sp:lvl g;

2 fo reach i 2 Sp:lvl do p[i ]:val  p[i ]:val � v ;

3 return hv;pi ;

edge TruncateExact (edge hv;pi )

1 if v > bound then return h1 ;?i ;

2 fo reach i 2 Sp:lvl do p[i ]  TruncateExact (hv+ p[i ]:val;p[i ]:nodei ) ;

3 return hv;pi ;

edge TruncateApprox (edge hv;pi )

1 if v > bound then return h1 ;?i ; else return hv;pi ;

Fig. 4: Bounded Saturation for state-space exploration using EDDs.

gling� edge v alue m ust b e incremen ted b y 1 to accoun t for the �ring of � (line

5). The �rst p ortion of pro cedure BoundedImage (lines 1�6) p erforms the sym-

b olic image computation of the same ev en t � �red b y BoundedSaturate, and the

distance of the new image is incremen ted b y the distance of the �from� states at
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the return statemen t (line 9). The distance of the image states can b e greater

than the distance of their �from� states b y more than one, due to saturation of

the image states (line 7). BoundedSaturate uses the test p[i ]:value < B (line 3),

but BoundedImage uses instead the test q[i ]:val � B , since the incremen t of the

edge v alue b y 1 is p erformed in the former, but not in the latter.

Comparing with BFS-st yle MDD approac hes, our new prop osed EDD ap-

proac hes use Saturation, a more adv anced iteration order, but at the cost of a

more exp ensiv e sym b olic data structure, EDDs (or ADDs). The exp erimen tal

results of Sec. 4 sho w that this tradeo� is e�ectiv e in b oth time and memory , as

the new algorithms often outp erform the BFS approac h in our b enc hmarks.

Running example of the EDD approac h. Fig. 5 sho ws the execution of

b ounded Saturation using TruncateApprox as the truncation pro cedure, on the

running example of Fig. 1 with b ound B = 1 . In Fig. 5, snapshot (a) sho ws

the 2K -lev el MDDs for the disjunctiv ely partitioned transition relation. Da and

Dg ha v e iden tit y transformations for v ariables i and g, resp ectiv ely , th us the

corresp onding lev els in the decision diagram are skipp ed to exploit ev en t lo calit y .

Snapshots (b)�(f ) sho w the ev olution of the b ounded state space enco ded b y the

EDD, from the initial state to the �nal b ounded state space, listing the k ey

pro cedure calls. F or readabilit y , edges with v alue 1 are omitted. W e denote the

no des of the EDD enco ding the state space with capital letters ( A to E ), t w o

sp eci�c MDD no des in the transition relation enco ding with f and h , and color

a no de blac k once it is saturated. The algorithm starts b y saturating no des A
and B , whic h are saturated immediately since no ev en ts are enabled in them

(Snapshot (c)). No des E , D , and C are saturated in that order. The pro cedure

stops when the ro ot C b ecomes saturated. Not all pro cedure calls are sho wn, e.g.,

BoundedImage(C[1]; Ds[1][2]) is called in Snapshot (f ) b efore no de C b ecomes

saturated, but it is not sho wn since this call do es not generate new no des (states).

Bounded Saturation using ADDs. A v ersion of Saturation using ADDs can

b e obtained b y extending the MDD-based Saturation algorithm of [10 ], so that

it uses an ADD to store the states and their distances, instead of a simple MDD.

The ADD has B + 1 terminal no des corresp onding to the distances of in terest,

f 0; 1; : : : ; B; 1g . W e omit this algorithm's details due to space limitations.

4 Exp erimen tal Results

W e implemen ted Bounded Saturation in the v eri�cation to ol S

m

A

r

T , whic h sup-

p orts P etri nets as fron t-end. This section rep orts our exp erimen tal results

on a suite of async hronous P etri net b enc hmarks when c hec king for deadlo c k-

freedom as an example of b ounded reac habilit y c hec king. F or our sym b olic algo-

rithms, this c hec k simply requires us to remo v e the set of states enabling � , i.e.,

Img � 1( bS; D� ) , for eac h ev en t � , from the �nal b ounded state space. W e compare

the p erformance of sev eral decision-diagram-based metho ds and the SA T-based

metho ds of Heljank o et al. [18 ,19 ] and Ogata et al. [25 ].

W e conduct our exp erimen ts on a 3Ghz P en tium mac hine with 1GB RAM.

Benc hmarks byzagr4, mmgt, dac, hs(hartstone), sentest, sp e e d, dp, q, elevator,
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Fig. 5: Bounded Saturation applied to our running example.

key are tak en from Corb ett [15 ], and w ere translated in to safe P etri nets b y

Heljank o [17 ]. Benc hmarks fms and kanb an are deadlo c k ed v ersions of non-safe

P etri net man ufacturing system mo dels in the S

m

A

r

T distribution, automatically

translated in to safe P etri nets b y S

m

A

r

T . All b enc hmarks ha v e deadlo c ks.

BDDs and EVBDDs are natural candidates for our decision-diagram-based

approac hes when mo dels ha v e binary v ariables, as is the case for safe P etri nets.

Ho w ev er, thanks to a heuristic to merge binary v ariables and exploit P etri net

in v arian ts, w e can instead use MDDs and EDDs, and ac hiev e time and mem-

ory sa vings. In the follo wing, w e th us presen t the m ulti-v alued v ersion of our

algorithms and consider only one EVBDD-based approac h (EVBDD-Appro x),

applied to safe P etri net mo dels, for comparison. The MDD- and EDD-based ap-

proac hes apply the merging heuristic to the safe nets of Corb ett's b enc hmarks,

while they use the non-safe P etri nets fms and kanb an as-is. V ariable orders for

our exp erimen ts are automatically obtained using the heuristic in [27 ].

Result table. The �rst three columns of T able 1 sho w the mo del name and

parameters, and the n um b er of places (#P) and ev en ts (#E). The other columns

are either �appro ximate� metho ds that use a di�erence de�nition of distance:

- MDD-Chain (BFS-st yle ev en t-lo calit y-based c haining tec hnique of Fig. 3)

- SA T-S (circuit SA T-based metho d with step seman tics [19 ])

- SA T-C (CNF SA T-based metho d with forw ard c haining [25 ])

Or compute a sup erset of the states SB
within distance B :

- EDD-Appr ox / EVBDD-Appr ox (Bounded Saturation: TruncateApprox )
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Or �exact� metho ds that limit their searc h to exactly SB
:

- SA T-I (circuit SA T-based metho d with in terlea ving seman tics [19 ])

- EDD-Exact / ADD-Exact (Bounded Saturation: TruncateExact ).

F or eac h appro ximate metho d, w e rep ort the smallest b ound B at whic h either

a deadlo c k is found or the run time exceeds 10 min utes. F or the exact metho ds,

rep ort the exact distance b ound B of the deadlo c k, except for the cases mark ed

�?�, where none of the exact metho ds could �nd a deadlo c k within 10 min utes.

All the decision-diagram-based metho ds are implemen ted in S

m

A

r

T , and their

run time and memory consumptions are rep orted in the table, while for the SA T-

based to ols, only the run time is a v ailable and rep orted.

Corb ett's b enc hmarks and the SA T-I and SA T-C to ols are from [18 ]. In our

exp erimen ts, SA T-S p erforms at least as w ell as the analogous approac h using

pro cess seman tics [17 ] (this is also con�rmed b y the results in Heljank o and Jun t-

tila's recen t tutorial [18 ]), therefore w e rep ort only the former in T able 1. With

Corb ett's b enc hmarks, w e sho w di�eren t b ounds for SA T-C than those rep orted

in [25 ]; this is due to using a di�eren t initial state, the same as the one considered

in [18 ]. F or SA T-I and SA T-C b oth the enco ding time and the bczchaff circuit

SA T-solv er run time are rep orted in T able 1. F or a fair comparison, the run time

of SA T-C includes the prepro cessing steps for sc heduling ev en ts, enco ding the

safe P etri net in to a b o olean form ula and then in to a CNF form ula, and querying

the zchaff SA T-solv er for deadlo c ks.

Discussion. F rom T able 1 w e can roughly classify b enc hmarks byzagr, hs, sen-

test, fms, kanb an as mo dels with �deep� deadlo c ks, where the smallest b ounds

to detect deadlo c ks range from 30 to 500, and classify all the other b enc hmarks

as mo dels with �shallo w� deadlo c ks, where the smallest b ounds are less than

30. F or b enc hmarks with �deep� deadlo c ks, the newly prop osed EDD-Appro x

metho d ac hiev es the b est p erformance. F or mo dels with �shallo w� deadlo c ks,

it seems almost all the metho ds p erform reasonably w ell, including our MDD-

Chain metho d. Comparing EDD-Appro x with EVBDD-Appro x, w e observ e that

the former alw a ys p erforms b etter than the latter. The comparison b et w een

EDD-Exact and ADD-Exact sho ws that they can complemen t eac h other. EDD-

Appro x is arguably the metho d with the b est o v erall p erformance, except for

the elev ator mo del, where it p erforms m uc h w orse than the MDD-Chain metho d

and the SA T-S metho d. This migh t b e b ecause a v ery large sup erset of SB
is

computed, and the elev ator mo del could b e a case where doing so is not b ene�cial

to the structure of the EDD. W e also susp ect that our v ariable order heuristic

do es not p erform w ell on this mo del.

W e also observ e that the p o or p erformance of SA T-solv ers for unsatis�able

b o olean form ulas mak es it hard to guess the b ound B . If the guess is to o large, the

b o olean form ula is h uge, if it is to o small the form ula is unsatis�able, and b oth

cases ha v e sev ere p erformance p enalties. F or example, SA T-I �nds a deadlo c k in

b enc hmark q(1) in less than 1 sec when B = 21 but, when B = 20 , the form ula is

unsatis�able and the run time exceeds 600 sec. Decision-diagram-based metho ds

tend instead to ha v e �w ell-b eha v ed� run times monotonically increasing in B .
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Appro ximate distance metho ds Exact distance metho ds

EDD-Appro x EVBDD-Appro x MDD-Chain SA T-S SA T-C SA T-I EDD-Exact ADD-Exact

Mo del # P # E B Time Mem B Time Mem B Time Mem B Time B Time B Time Time Mem Time Mem

byzagr4 (2a) 579 473 49 2.23 2.41 49 9.14 3.43 6 7.3 9.24 8 0.79 2 2.07 ? > 600 > 600 � > 600 �

mmgt (3) 122 172 9 0.11 0.2 8 1.28 0.34 5 0.07 0.16 7 0.09 3 1.04 10 1.37 0.32 0.55 0.41 0.33

mmgt (4) 158 232 17 1.22 1.15 17 2.15 1.67 3 0.11 0.2 8 0.23 4 5.52 20 1.24 4.36 3.12 12.87 3.61

dac (15) 105 73 4 0.01 0.0 4 0.03 0.01 2 0.01 0.01 3 0.01 2 0.04 20 0.01 0.03 0.05 0.06 0.04

hs (75) 302 152 151 0.01 0.03 151 0.36 0.05 93 0.08 0.53 151 5.84 1 0.07 151 7.94 0.15 0.03 0.13 0.34

hs (100) 402 202 201 0.03 0.04 201 0.78 0.07 116 0.14 0.78 201 14.85 1 0.13 201 20.31 0.3 0.04 0.23 0.58

sentest (75) 252 102 45 0.0 0.02 45 0.21 0.03 32 0.03 0.21 83 4.27 3 0.13 88 8.51 0.06 0.02 0.08 0.14

sentest (100) 327 127 61 0.01 0.03 61 0.34 0.05 73 0.07 0.47 108 10.71 4 0.29 113 21.85 0.12 0.03 0.22 0.25

sp e e d (1) 29 31 4 0.01 0.02 2 0.24 0.01 3 0.01 0.04 4 0.01 2 0.03 7 0.02 0.02 0.04 0.02 0.01

dp (12) 72 48 2 0.01 0.02 2 0.02 0.03 1 0.0 0.01 1 0.0 1 0.02 12 0.06 0.96 1.77 0.33 0.12

q (1) 163 194 9 0.01 0.03 8 1.45 0.04 7 0.06 0.14 9 0.13 1 0.07 21 0.83 0.08 0.15 0.19 0.13

elevator (3) 326 782 8 15.07 9.46 7 28.5 9.83 6 0.87 0.58 8 0.42 2 3.77 20 2.74 > 600 � 7.54 1.83

key (2) 94 92 13 0.06 0.14 18 0.16 0.19 14 0.07 0.2 36 2.88 2 0.05 50 > 600 0.15 0.2 0.22 0.34

key (3) 129 133 17 0.2 0.48 17 0.55 0.71 14 0.21 0.52 37 4.39 2 0.10 50 > 600 0.62 0.67 2.8 1.64

key (4) 164 174 17 0.69 1.48 15 2.4 1.39 17 0.67 1.54 38 4.21 2 0.18 50 > 600 2.02 2.11 9.71 3.15

key (5) 199 215 17 2.04 4.15 17 5.97 6.66 15 1.73 3.37 39 8.07 2 0.25 50 > 600 16.87 10.52 33.65 10.03

fms (3) 22 16 9 0.06 0.02 5 0.74 0.02 7 0.01 0.08 10 0.75 3 1.25 30 > 600 0.07 0.06 0.05 0.14

fms (7) 22 16 19 0.07 0.26 11 4.4 0.69 15 0.24 2.58 18 > 600 6 > 600 70 > 600 0.8 2.2 1.12 4.7

fms (10) 22 16 28 0.12 0.99 6 > 600 � 21 1.35 14.75 16 > 600 7 > 600 100 > 600 5.37 14.37 5.24 24.11

kanb an (1) 17 16 28 0.04 0.0 27 0.33 0.01 13 0.0 0.01 19 0.05 5 0.09 40 16.56 0.08 0.0 0.01 0.01

kanb an (3) 17 16 82 0.05 0.06 79 5.34 0.34 19 0.03 0.23 12 > 600 3 > 600 120 > 600 0.1 0.07 0.27 0.64

kanb an (10) 17 16 271 0.84 10.43 1 > 600 � 54 2.83 29.29 1 > 600 1 > 600 400 > 600 14.4 10.46 51.76 187.9

T able 1: Exp erimen tal results (Time in sec, Mem in MB). � > 600" indicates that run time exceeds 600 sec or memory exceeds 1GB.
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5 Discussion and Related W ork

SA T-solving for P etri nets. W e �rst add some details to the t w o SA T-based

approac hes to deadlo c k c hec king of safe P etri nets [17 ,25 ], against whic h w e

compared ourselv es in the previous section regarding run-time e�ciency .

Heljank o's w ork [17 ] establishes the so-called pr o c ess semantics of P etri nets

as the `b est' net seman tics for translating b ounded reac habilit y in to a prop osi-

tional satis�abilit y problem, in the sense that the resulting SA T problem can

b e solv ed more e�cien tly than for step or in terlea ving seman tics. Ho w ev er, this

tec hnique can only b e safely applied for safe P etri nets, i.e., �nite nets, as other-

wise these seman tics ma y not coincide. In con trast, our tec hnique is applicable

to general P etri nets, ev en if they exhibit an in�nite state space.

Ogata, T suc hiy a, and Kikuno's approac h [25 ] fo cuses on the translation of

P etri nets, whic h m ust again b e safe, in to prop ositional form ulas. The ordi-

nary enco ding of safe nets in to prop ositional form ulas results in large form ulas,

thereb y degrading the p erformance of SA T solving and hamp ering scalabilit y .

The authors suggest a more succinct enco ding, alb eit at the price of exploring

not only states with a distance up to the considered b ound but also some states

with a larger distance. This is similar to our Bounded Saturation, for whic h it

is also more e�cien t to collect some additional states. The authors lea v e a com-

parison to Heljank o's approac h as future w ork; this comparison is no w included

in the previous section, and sho ws that neither metho d is sup erior in all cases.

BDD vs. SA T on sync hronous systems. As men tioned b efore, the com-

mon b elief that SA T-based mo del c hec king outp erforms decision-diagram-based

mo del c hec king w as pro v ed wrong b y Cab o di, No cco, and Quer [5 ] for a class of

digital circuits that largely exhibits sync hronous b eha vior. The adv o cated ap-

proac h relies on impro ving standard BDD-based tec hniques b y mixing forw ard

and bac kw ard tra v ersals, do v etailing appro ximate and exact metho ds, adopt-

ing guided and partitioned searc hes, and using conjunctiv e decomp ositions and

generalized cofactor-based BDD simpli�cations.

Our researc h complemen ts their �ndings for async hronous systems. In a n ut-

shell, our impro v emen t o v er standard tec hniques lies in the lo cal manipulation of

decision diagrams b y exploiting the ev en t lo calit y inheren t in async hronous sys-

tems, in terlea ving seman tics, and disjunctiv e partitioning. These are the cen tral

ideas b ehind Satur ation [7] on whic h our Bounde d Satur ation algorithm is based.

Similar to the algorithm prop osed in [5 ], w e also ac hiev e e�ciency b y including

some states with a distance larger than the giv en b ound B ; suc h states ha v e a

distance of up to K �B in our approac h and up to E �B in [5 ], where K and E
are the n um b er of comp onen ts and ev en ts in the studied P etri net, resp ectiv ely .

T ogether, the results of Cab o di et al. and ours, as w ell as further recen t re-

searc h [29 ], revise some of the claims made in the literature, esp ecially regarding

the p erformance of decision-diagram-based (b ounded) mo del c hec king. It m ust

b e noted here that our results w ere obtained with static v ariable orders whic h

ha v e b een computed using a simple heuristic [27 ]. Th us, no �ne-tuning of mo dels

b y hand w as necessary , whic h w as criticized in [14 ].
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P etri net unfoldings. Both SA T-based and decision-diagram-based tec hniques

are established tec hniques for addressing the state-space explosion problem. The

P etri net comm unit y has dev elop ed another successful tec hnique to address this

problem, �rst suggested in a seminal pap er b y McMillan [23 ]. The idea is to

�nitely unfold a P etri net un til the resulting pre�x has exactly the same reac hable

markings as the original net. F or certain P etri nets suc h �nite pre�xes exist and

often pro v e to b e small in practice. In con trast to b ounded reac habilit y c hec king,

analysis tec hniques based on unfoldings are th us complete, as they capture a net's

en tire b eha vior. Ho w ev er, unfoldings are often limited to �nite-state P etri nets,

although recen t w ork suggests an extension to some in�nite-state systems [1 ].

6 Conclusions and F uture W ork

This pap er explored the utilit y of decision diagrams for b ounded reac habilit y

c hec king of async hronous systems. T o this end, w e reconsidered Satur ation , a

state-space generation algorithm whic h is based on Multi-w a y Decision Diagrams

(MDDs) and exploits the ev en t lo calit y and in terlea ving seman tics inheren t in

async hronous systems. As the searc h strategy in Saturation is unlik e breadth-�rst

searc h, b ounding the searc h required us to emplo y Edge-V alue d MDDs , whic h

allo w for storing states together with their distances from the initial states.

Our extensiv e exp erimen tal analysis of the resulting Bounde d Satur ation al-

gorithm sho w ed that it often compares fa v orably to the comp eting SA T-based

approac hes in tro duced in [17 ,18 ,25 ]. In man y cases, Bounded Saturation could

build b ounded state spaces and c hec k for deadlo c ks at least as fast and frequen tly

faster, while using acceptable amoun ts of memory . Th us, decision-diagram-based

tec hniques can w ell comp ete with SA T-based tec hniques for b ounded reac habilit y

c hec king of async hronous systems, and the widespread p erception that decision

diagrams are not suited for b ounded mo del c hec king [14 ] is un true.

F uture w ork should in v estigate whether an e�cien t v ersion of Bounded Sat-

uration can b e dev elop ed using standard decision diagrams, rather than decision

diagrams with explicit distance coun ters built in. W e also in tend to in v estigate

whether the ev en t lo calit y inheren t in async hronous systems can b e exploited in

SA T-based reac habilit y c hec king.

A c kno wledgemen ts W e w ould lik e to thank K. Heljank o, T. Jussila, and

T. T suc hiy a for pro viding their inputs and soft w are to ols used in our study .
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