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Abstract

Petri nets and stochastic Petri nets have beenwidely
adoptedas oneof the besttools to modelthe logical and
timing behaviorof discrete-statesystems.However, their
practical applicability is limited by the state-spaceexplo-
sion problem. We survey someof the techniquesthat have
beenusedto copewith large statespaces,starting from
early explicit methods,which require data structures of
sizeproportional to the numberof statesor state-to-state
transitions,thenmoving to implicit methods,which borrow
ideasfrom symbolicmodelchecking (binary decisiondia-
grams) andnumericallinear algebra (Kroneckeroperators)
to drasticallyreducethecomputationalrequirements.

Next,wedescribethestructural decompositionapproach
which has beenthe topic of our research in the last few
years. This methodonly requires to specifya partition of
theplacesin thenetand,combiningdecisiondiagramsand
Kronecker operators with thenew conceptsof event local-
ity andnodesaturation, achievesfundamentalgainsin both
memoryand time ef�ciency. At the same, the approach is
applicableto a widerange of models.

We concludeby consideringseveral research directions
that couldfurther pushtherange of solvablemodels,even-
tually leadingto an evengreater industrial acceptanceof
thissimpleyetpowerfulmodelingformalism.

1. Intr oduction

Petrinets(PNs)wereintroducedin theearly1960's asa
compactmechanismto describecomplex discretesystems
[33]; stochasticextensionsto PNs(SPNs)beganappearing
in theearly1980's [30, 31]. Both have beenvery success-
ful in their respective �elds dueto their elegant simplicity
and wide rangeof applicability. Thus, approximately40
and 20 yearsafter the introductionof PNs and SPNs,re-
spectively, it seemsappropriateto take stockof wherewe
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are and examine where further developmentsmight take
us. In this presentation,we do so,limiting ourselvesto the
problemsandsuccessesconnectedto two relatedaspects:
thegenerationandanalysisof thestatespace1 for untimed
PNs,andthe generationandstationarynumericalsolution
of thecontinuous-timeMarkov chain(CTMC) underlyinga
continuous-timeMarkov SPN.

Much has been accomplished,as is apparentwhen
we considerwhat is undoubtedlyone of the reasonsfor
the successof PNs and SPNs: the availability of high-
quality computer tools that support their analysis. Al-
most 100 tools are listed at the “Petri Nets World” (see
http://www.daimi.au.dk/PetriNets/tools/).Section2 sum-
marizesthekey researchideasandtechniquesimplemented
in toolsthatusewhatwecall explicit approaches,i.e., tools
that storethe statespaceand the transitionratematrix of
theunderlyingCTMC usingdatastructuresof sizepropor-
tional to the numberof statesor state-to-statetransitions,
respectively.

Anothermeasureof therelevanceandmaturityof a �eld
is the degreeto which it hasin�uenced, andis in�uenced
by, other �elds. In the caseof PNs and SPNs,many in-
teractionsexist with researchersworking in both “plain”
and“stochastic”processalgebra,or in thenumericalsolu-
tion of Markovian andmorecomplex stochasticprocesses,
asattestedby the proceedingsof recentICATPN (Interna-
tionalConferenceonApplicationandTheoryof PetriNets),
PNPM(PetriNetsandPerformanceModels),PAPM (Pro-
cessAlgebraandPerformanceModelling),andNSMC(Nu-
mericalSolutionof Markov Chains)conferences.However,
we argue that the most importantsourceof innovation in
the areaof PNsin recentyearscomesfrom the moredis-
tantareaof symbolicmodelchecking, which hasbeenvery
successfullyappliedto theveri�cation of hardwaresystems.
Thissuccessoriginatesfrom theuseof binarydecisiondia-
grams(BDDs)to encodecomplex booleanfunctions,which

1Insteadof thePN-speci�cterms“marking” and“reachabilityset”,we
use“state”and“statespace”,which aremorecommonlyusedin theareas
of model checkingand Markov models,whoseideaswe employ in our
discussion.



canthenin turnencode(thecharacteristicfunctionof) very
large subsetsof structuredsets. In 1994,Pastoret al. [32]
showed how to generateand storethe statespaceof safe
PNswith up to 1018 statesusingBDDs. Another impor-
tant sourceof innovation, this time in�uencing research
in SPNs,is the useof Kronecker operatorsto encodethe
in�nitesimal generatormatrix of a CTMC. This was ini-
tially proposedin 1985by Plateau[34] for simplestochastic
automata,andsubsequentlyappliedto SPNsby Donatelli
[21]. Section3 presentssomekey resultsfrom theseim-
plicit approachesthatcanusemuchlessthanlinearmemory
in many practicalcases.

With thebackgroundonbothexplicit andimplicit meth-
ods in place,we thenmove to consider, in Section4, the
structural decompositionapproachthat hasbeenthe sub-
ject of our researchin the last few years.By combiningin
new waystechniquesfrom boththemodelcheckingandthe
Kronecker �elds, this approachresultsin muchmoreef�-
cientalgorithmsthatarewidely applicablenot only to PNs
andSPNs,but alsoto otherdiscrete-stateformalisms.

Finally, lestwesuggestthatall problemsaresolved,Sec-
tion 5 discussesseveraldirectionsfor furtherresearch.

2. Explicit methods

We considera generalmodelof PN with inhibitor arcs,
alsocalledself-modifyingnets[10, 36, 37], wherethe arc
cardinality can be state-dependent. A net is speci�ed by
(P; T ; I ; O; H ; s), where

� P andT aresetsof placesandtransitions, P \ T = ; .

� I : T � P � NjP j ! N, O : T � P � NjP j ! N, and
H : T � P � NjP j ! N [ f1g arethestate-dependent
cardinalitiesof theinput, output, andinhibitor arcs.

� s : P ! N is theinitial state.

Wesaythattransitiont is enabledin astatei if f

8p 2 P; I t;p (i ) � ip ^ H t;p (i ) > ip:

Whent is enabled,it can�re andbring thePN into a new
statej , wewrite i t+ j , whichsatis�es

8p 2 P; j p = ip � I t;p (i ) + Ot;p (i ):

Givena PN, its statespaceS is de�ned asthesetof states
thatcanbereachedfrom theinitial statethroughany num-
ber of transition�rings. In otherwords,S is the smallest
subsetof NjP j containingtheinitial states andsatisfying

i 2 S ^ i t+ j ) j 2 S:

Our discussionis con�ned to �nite statespaces:sincePNs
with inhibitor arcsareTuring-equivalent,we canonly as-
sumethat jSj < 1 , as there is no generalalgorithm to
verify thatthis is indeedthecase.

SPNscanbeobtainedby assigninganexponentiallydis-
tributed�ring timeto eachtransition2. Formally, thiscanbe
speci�edthroughapositive realfunction� , where

� � : T � NjP j ! R de�nes thestate-dependent�ring
rateof eachtransition.

Sucha SPNde�nes an underlyingCTMC with jSj states
andtransitionratematrixR 2 RjS j�jS j satisfying

R [i; j ] =
P

t 2T ; ( i )= i; ( j )= j ;i
t

+ j
� t (i );

where : S ! f 0; : : : ; jSj � 1g is a bijection from SPN
statesto stateindices.For explicit approaches,thisbijection
canbesimplyde�nedbyassigningasequentiallyincreasing
index to eachstateassoonasit is found.However, we will
seethatfor implicit approachesthis bijectionis non-trivial,
thusit is importantto keepin mind thedistinctionbetween
a statei andits index i . OnceR is built, we canalsode�ne
the in�nitesimal generatorQ, whoseentriesare equal to
thoseof R exceptfor thediagonal,whichsatis�es

Q[i; i ] = �
P

0� j < jS j ;j 6= i R [i; j ]:

If theresultingCTMC is ergodic, its stationaryanalysis
requiresthesolutionof thehomogeneouslinearsystem

� Q = 0 subjectto
P

i 2S � [i ] = 1;

where� 2 RjS j is thestationaryprobabilityvector. Other
typesof analysismight be of interest,for exampleif the
CTMC is absorbing(cumulative analysis)or if the system
beingmodeledis to bestudiedator upto agiven�nite time
(transientanalysis)[11]. For simplicity, we only consider
thecomputationof � ; however, theresultswe mentioncan
beeasilyappliedto theseothertypesof analysis.

SinceS is usuallyvery large,only iterative methodscan
be usedto compute� in practice. Two commonlyused
methodsareJacobiandGauss-Seidel.In theJacobimethod,
two vectors,� ol d and� new , areneeded.At eachiteration,
thenew vectorentriesareobtainedfrom theold onesusing
theassignments,for j = 0; : : : ; jSj � 1,

� new [j ]  
P

0� i< jS j ;i 6= j � ol d[i ]R [i; j ](� Q[j ; j ]) � 1:

2Morecomplex de�nitions of SPNsresultingneverthelessin anunder-
lying CTMC arein use,suchastheGSPNs,whereimmediatetransitions
having zero �ring time can also exist undercertainconditions[2], and
the PH-SPNs,wherethe �ring time hasarbitrarycontinuous-timephase-
typedistributions[20]. However, thesedestroy theone-to-onemappingbe-
tweenstatesof thePNandstatesof theCTMC,sowedonotconsiderthem
further. Theresultswementioncanbeeasilyextendedto theseclasses.



In the Gauss-Seidelmethod,a single vector � is needed,
andits entriesmustbe updatedsequentially, usingthe as-
signments,for j = 0; : : : ; jSj � 1,

� [j ]  
P

0� i< jS j ;i 6= j � [i ]R [i; j ](� Q[j ; j ]) � 1:

Thegenerationandstorageof S is conceptuallysimple:
it is essentiallytheexplorationof thenodesof a large�nite
graphusing,for example,abreadth-�rstsearch.In practice,
however, it is avery time-andmemory-intensiveoperation;
the samecanbe said for the generationandstorageof R
or Q. This problemhasbeentackledsincethe inception
of early SPNsoftwaretools [1, 8, 26, 30]. By examining
the pseudo-codeof Figure1, we caneasilyderive the re-
quired time andspacecomplexity. If we assume,as it is
normallythecase,thatdifferenttransitionsleadto different
states(that is, i t+ j ^ i

y
+ j 0 ^ t 6= y ) j 6= j 0), thenumber

of arcsexploredin thereachability graphis essentiallythe
sameasthe number� (R ) of nonzeroentriesin R . Then,
the memoryrequirementsareproportionalto jSj, to store
the statespace,andto � (R ), to storeR with sparsetech-
niques.The time requirementsarenormallydominatedby
thecostof computingnew states(statement10)andsearch-
ing themamongthecurrently-known states(statement11),
sincethis operationis performed� (R ) times. Eachsearch
hasanassociatedcost: if a binarysearchis used,thereis a
computationalcostof O(log jSj); if hashingis used,thereis
thecostof computingthehashingfunction(alongwith the
dif�culty of choosingthehashtablesize,sinceit is notpos-
sibleto know, or evenbound,thesizeof S apriori). For the
solution of the CTMC, the per-iteration cost is O(� (R )) ,
and the numberof iterationsdependson the convergence
propertiesof theiterativemethodchosen.

Substantialimprovementshave beenachieved over the
years,mainlyconcernedwith betterencodingtechniquesto
storetheselargedatastructures.For example,considerour
own tool SMART [15]:

� Early toolsgeneratedS andR in a singlepass,using
simplelinkedlists which,while highly dynamic,have
a highermemorycost. SMART usesmultiple passes.
First, it generatesand storesS, and it computesthe
numberof nonzeroentriesin R without actuallystor-
ing them. Then,it allocatesa lessdynamicbut more
memory-ef�cient datastructureto storeR , andit �lls
its entriesin asecondpass.

� Early toolsstoredindividual statesasindependenten-
tities in memory;i.e., statei is storedconceptuallyas
anarrayof jP j integers,anda searchtreeor a hashta-
ble is usedto �nd outef�ciently whethera“new” state
i is indeednew, or is alreadyin the currentlyknown
portion of S. Somememorysavings were achieved
throughstandardtechniquessuchascomputingor as-
sumingana priori boundb on thepossiblenumberof

Explore(P; T ; I ; O; H ; s) is

1.  (s)  0; � initial states hasindex 0
2. n  1; � numberof statessofar
3. S  ; ; � S: statesexploredsofar
4. U  f sg; � U: unexploredstates
5. while U 6= ; do
6. choose a state i in U;
7. move i from U to S;
8. for each t 2 T do
9. if I t; � (i ) � i ^ H t; � (i ) > i then � t enabledin i

10. j  i � I t; � (i ) + Ot; � (i ); � i goesto j
11. if j 62S [ U then � j is anew state
12.  (j )  n;
13. n  n + 1;
14. U  U [ f j g;
15. end if;
16. R [ (i );  (j )]  R [ (i );  (j )] + � t (i );
17. end if;
18. end for;
19. end while;
20. return S;

Figure 1: Explore, explicit generationof S.

tokensip in placep (sothatadlogb+ 1e-bit integersuf-
�ces to storeip) or usingsparsestoragefor thevectori
(sothatthespacerequirementsfor i areproportionalto
thenumberof non-emptyplaces).In additionto these
low-level optimizations,SMART can optionally em-
ploy anexplicit multilevel datastructure(anextension
of atechniquesuggestedby Chiolain [9]) thatexploits
the presenceof the samesub-statein different states
andgreatlyreducesthememoryrequirements[16].

� For thenumericalsolutionof theCTMC, morerecent
tools,includingSMART, usesophisticatedtechniques
rangingfrom automaticdetectionof thestronglycon-
nectedcomponentsin the reachabilitygraph(i.e., re-
currentclassesin the CTMC), so that several smaller
linear systemsare solved insteadof a single large
one,to advancedalgorithmsfor the solutionof linear
systems,suchasSOR(successive over-relaxation)or
BCGSTAB (bi-conjugate gradientstabilized),which
have fasterconvergencerate.

Thanksto theseimprovements,and to the exponential
growth in processorspeedandRAM sizes,explicit meth-
odsarenow ableto tacklePNshaving asmany as107 or
even108 statesin a matterof hourson a modernworksta-
tion equippedwith a substantialamountof memory. Using
themultilevel approach,eachstaterequiresonaverageonly
a few bytesof memory, andtheoverall generationof S re-



quiresO(jSj log jSj) time, wherethe proportionalitycon-
stantdependson the averagecost of testingthe enabling
andcomputingtheeffectof �ring theenabledtransitionsin
eachstate(thus, the cost is affectedby the complexity of
the state-dependentfunctionsspeci�ed in the model). For
thestationaryanalysisof SPNs,strongersizelimitationsex-
ist, dueto theneedto storethetransitionratematrix R : in
mostcases,only modelswith up to a few million statescan
besolved.

3. Implicit methods

We now give a brief introductionto two techniquesthat
areprecursorsto the work presentedin Section4: BDDs
andKronecker operators.

3.1.Binary decisiondiagrams

Thekey technologybehindtheenormoussuccessof im-
plicit (or “symbolic”) methodsfor model checking, and
consequentlyfor statespacegeneration,is theBDD [4, 5].
A BDD over K booleanvariables(x K ; : : : ; x1) is a di-
rectedgraphwhosenon-terminalnodesare labelledwith
oneof the booleanvariables,while the terminalnodesare
labelledwith eithera 0 or a 1; a non-terminalnodelabelled
with x k hastwo outgoingarcs,labelledwith 0 and1, re-
spectively, pointing to othernodes. In particular, we only
considerordered BDDs, where,if a nodelabelledwith x k

pointsto anodelabelledwith x l , k > l .
A BDD is reducedif, in addition,no two nodeslabelled

with thesamevariablepoint to samenodethroughtheir 0-
arcandto thesamenodethroughtheir1-arc(noduplicates),
and if the two nodespointedby a non-terminalnodeare
different(no redundantnodes).A similar, althoughlesser-
used,versionis thequasi-reducedBDD, wherestill no du-
plicatenodesareallowed,but, insteadof forbiddingredun-
dantnodes,we requirethat thechildrenof a nodelabelled
with x k belabelledwith x k � 1 (no level skipping).

The fundamental property of BDDs (in either the
ROBDD or the QROBDDs form) is that they provide a
canonicalrepresentationof booleanfunctions. Further-
more, in many cases,the encodingis extremelycompact.
However, thesizeof theBDD, in termsof numberof nodes,
canbestronglyaffectedby theorderchosenfor theK vari-
ables.To evaluatefunctionf : f 0; 1gK ! f 0; 1g oni when
f is encodedasaBDD, wesimply follow thepathfrom the
root to a terminalnode,where,in a nodelabelledwith x k ,
wefollow thearclabelledwith i k . Thevalueof thefunction
is thenthelabelof theterminalnodereached.

A BDD overK variablescanbeusedto encodeasubset
S of bS = f 0; 1gK throughits indicatorfunctionf S , de�ned
by f S (i ) = 1 , i 2 S. Ef�cient manipulationroutinesex-
ist to performstandardoperationsonsetsencodedasBDDs.

ExploreBdd(s; N ) is

1. S  f sg; � known states
2. U  f sg; � unexploredstates
3. repeat
4. X  N (U); � potentiallynew states
5. U  X n S; � truly new states
6. S  S [ U;
7. until U = ; ;
8. return S;

Figure 2: ExploreBdd, implicit generationof S.

In particular, testingtwo setsfor equalitysimply requiresto
comparetheir roots(becauseof canonicity),while comple-
mentingasetsimplyrequiresto exchangethe0 and1 labels
of theterminalnodes.

To useBDDs for statespacegeneration,anef�cient en-
coding for the next-statefunction is requiredas well. In
full generality, this function speci�es which statescanbe
(nondeterministically)reachedfrom onestatein onestep:
N : bS ! 2bS . For PNs, we can think of N as the re-
lation N = f (i ; j ) : i+ jg, wherethe identity of the PN
transition causingthe changeof state from i to j is ig-
nored. Sincethe relation N is just a subsetof f 0; 1g2K ,
it, too, can be encodedwith a BDD, this time with 2K
variables.A few optimizationscanbeemployedwhenen-
codingN . First, it hasbeenobserved experimentallythat
thesizeof theBDD encodingN is usuallymuchsmallerif
the “from” vectorx andthe “to” vectory areinterleaved,
thatis, thevariableorderis (xK ; yK ; : : : ; x1; y1). Second,
insteadof encodingN as a monolithic set, it is at times
possibleandmoreef�cient to storeit asa list of K func-
tions [23] f k : bS ! f 0; 1g, for K � k � 1, so that N is
thengiven by N = f (i ; j ) : 8k; j k = f k (i )g (conjunctive
partitionedrelation,usefulfor synchronoussystems),or by
N = f (i ; j ) : 9k; j k = f k (i ) ^ 8l 6= k; i l = j l g (disjunc-
tive partitionedrelation,usefulfor asynchronoussystems).
Notwithstandingthese“tricks”, thesizeof theBDD encod-
ing N is considereda potentially major obstaclein sym-
bolic modelchecking.

Figure 2 shows the algorithm for implicit statespace
generationof a safePN without state-dependentbehavior,
almostaspresentedin [32]. N , S, U, andX areall encoded
asBDDs, andthe readeris referredto [32] to seehow N
is built startingfrom the PN, andhow N (U) is computed
usingstandardBDD operations.With this procedure,the
authorsof [32] wereableto generateandstorestatespaces
containingup to 1018 states.

It is interestingto notethat the procedureExploreBdd
of Figure2 makesa point of applyingN only to statesthat
havenotbeenexploredbefore,i.e.,only to truly new states.
This might bea vestigialattitudefrom thinking in termsof



ExploreBdd(s; N ) is

1. S  f sg;
2. repeat
3. O  S; � old statespace
4. S  O [ N (O); � new statespace
5. until O = S;
6. return S;

Figure 3: An alternative ExploreBdd.
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Figure 4: ExploringS in “layers”.

explicit algorithmswhere,of course,we never want to ex-
plorea statetwice. However, BDDs canbevery counterin-
tuitive: thecostof any BDD operationdependsonthenum-
ber of nodesin the BDD, not on the numberof statesen-
codedby it. Sinceit is possiblefor U to requiremorenodes
thanS, anequallyreasonableimplicit explorationis given
by the alternative ExploreBdd procedureshown in Figure
3. In eithercasethe numberof iterationsis the maximum
distanced of any statefrom the initial state(plus one, to
detectthat the�x edpoint hasbeenreached),andthestates
arefound“by layers”,asshown in Figure4.

3.2.Kr onecker operators

TheKronecker productof matrices3 A 2 2 Rn 2 � n 2 and
A 1 2 Rn 1 � n 1 is a matrix A = A 2 
 A 1 2 Rn 2 n 1 � n 2 n 1

whoseentries,indexedstartingat zero,are:

A [i; j ] = A [i2n1 + i1; j 2n1 + j 1] = A 2[i2; j 2] � A 1[i1; j 1];

where(i2; i1) and (j 2; j 1) are the uniquemixed-baserep-
resentationsof i andj , respectively, accordingto the base
vector(n2; n1). In otherwords,i2 andi1, for example,are
the quotientandthe remainderof the integer division of i
by n1, respectively. TheKronecker sumof A 2 andA 1 is

A 2 � A 1 = A 2 
 I n 1 + I n 2 
 A 1;

whereI x is the identity matrix of sizex. The Kronecker
productand sum can be trivially extendedto an arbitrary
numberK of matrices,not just two

3In general,theKronecker productcanbede�ned on rectangularma-
trices,but weonly applyit to squarematricesin ourcase.

The useof Kronecker operatorsto encodea very large
transitionratematrix R , or in�nitesimal generatormatrix
Q, hasreceivedmuchattentionin theMarkov modelingand
numericallinearalgebracommunity[6, 7, 21, 25, 34, 35].

Wepresentthis ideain termsof theparallel composition
of K SPNshaving pairwisedisjoint setsof placesPk , but
notnecessarilydisjointsetsof transitionsTk , for K � k � 1.
Thusthe(global) statei of theoverall SPNcanbeseenas
a K -vector(iK ; : : : ; i1) of local states.If we let Sk bethe
statespaceof thek th SPN,then bS = SK � � � � � S1 is the
potentialstatespace,a possiblystrict supersetof the (ac-
tual) statespaceS. If we let nk = jSk j, j bSj = nK � � � n1

and,giventhethemixed-base(nK ; : : : ; n1), we cande�ne
a simpleindex mappingb : bS ! f 0; : : : ; j bSj � 1g, corre-
spondingto thelexicographicorderof stateindex vectors.

If transitiont belongsonly to thek th SPN,it is saidto be
local to it, while transitionsbelongingto two or moreSPNs
aresaid to be synchronizing. SinceeachSPNis assumed
to bede�ned in isolation,theonly possiblestatedependen-
ciesfor thearccardinalitiesarelocal, thatis, thecardinality
of an arc from p 2 Pk to t 2 Tk dependsat moston the
local stateik , not on any otherlocal state,andthesameis
true for the �ring ratesof the transitionsin Tk whencon-
sideringthe kth SPNin isolation. However, this doesnot
specifywhat is the �ring rateof a synchronizingtransition
whenconsideringtheoverall SPN.We thende�ne this rate
to be the productof the local ratefunctions;that is, if we
let � t;k (�) � 1 for t 62Tk , we canwrite, for any transition
t 2 T =

S
K � k � 1 Tk :

� t (i ) = � t;K (iK ) � � � � t; 1(i1):

The transitionrate matrix R of the CTMC underlying
theoverallSPNis thenthesub-matrix(correspondingto the
indicesof the reachablestates)of the potential transition
ratematrix bR , de�ned by

bR =
P

t 2T

N
K � k � 1 W t;k ;

where,whent 62Tk , W t;k is the identity matrix of order

nk ;while, whent 2 Tk , W t;k [ik ; j k ] is � t;k (ik ), if ik
t+ j k in

thekth SPNconsideredin isolation,otherwiseit is 0.
Wecanfurthertransformtheexpressionfor bR into

bR =
L

K � k � 1 R k +
P

t 2T S

N
K � k � 1 W t;k ;

whereT S � T is thesetof synchronizingtransitionsand
R k =

P
t 2T k nT S W t;k is thematrix describingthetransi-

tion rateslocal to thek th SPN.
The fundamentalappealof the Kronecker approachfor

SPN analysisis that R , by far the largest datastructure
whenusinganexplicit approach,is ef�ciently encodedus-
ing theK localmatricesR k andtheK � jT S j synchronizing
matricesW t;k , all of small size. Furthermore,in practice,



many of theW t;k aretheidentity, andtherestareextremely
sparse.Indeed,for the classof SPNswe consider, row i k

of W t;k canonly haveeitherzeroentries,implying thatt is
never enabledin a globalstatewhosek th componentis ik ,
or oneentryin columnj k , implying that,if t is actuallyen-
abledand�res in aglobalstatewhosek th componentis ik ,
thekth componentof thenew globalstateis j k . Thus,the
memoryrequiredto storebR is O(

P
K � k � 1 nk (nk + jT S j))

in ourcase.
However, employing a Kronecker representationfor R

carriestwo typesof overhead.Oneis dueto theneedto re-
constructentriesof R by multiplying theappropriateentry
in eachof K matrices,for ratesdueto synchronizingtran-
sitions;in practice,somereuseof partialmultiplicationsis
possible,so the overheadcanbe lessthana factorK , us-
ing appropriatetechniques[6]. Another type of overhead
is due to bR being a super-matrix of the actualmatrix R
of interest. Early approaches[21, 34, 35] copedwith this
discrepancy by using“potentialalgorithms”thatoperateon
bR andcomputeaprobabilityvectorb� of sizej bSj, in sucha
waythat,uponconvergenceandassumingin�nite precision,
b� [i ] > 0 , i 2 S. However, this hassomedisadvantages.
The sizeof b� canbe much larger than that of the sought
vector� : essentially, all theentriesin b� having value0 at
theendof theiterationsarewasted,they arejust neededso
thatwe canusethesimplermappingb insteadof themore
complex mapping : S ! f 0; : : : ; jSj � 1g. Anotherdis-
advantageis that,to ignorethedifferencebetweenbS andS,
wearerestrictedto solutionmethodsthatcanoperateby ac-
cessingbR exclusively by row (suchastheJacobimethod),
while faster-converging methodssuchasGauss-Seideland
SORcannotbeemployedef�ciently . Thereasonfor this is
that bR [ b (i ); b (j )] is guaranteedto bezeroif i is reachable
but j is unreachable,but theconversedoesnot hold: bR can
containentriesfrom unreachableto reachablestates[6].

4. Structural decomposition

We arenow readyto discussa generalandef�cient ap-
proachfor the logical and stochasticanalysisof PNs and
SPNswhich, while inspiredby the ideaspresentedin the
previous section,it combinesthemin new ways,resulting
in algorithmsthat are both fasterand more memoryef�-
cient.Themainadvantagesof thestructuraldecomposition
approachweproposearethefollowing.

� Unlike traditional compositional Kronecker ap-
proaches,which require the (global) PN or SPN to
be madeup of “well-behaved” (local) subnets,our
approachcanbeappliedto arbitrarynets.

� Unlike BDD approaches,which requirecomplex and
inef�cient encodingswhendealingwith non-safePNs,

weusearbitrarydiscretevariablesover�nite sets.This
givesusgreat�e xibility in thede�nition andnumberof
variableslabellingthenodesof thedecisiondiagram.

� Unlike traditional BDD-basedalgorithmswhich en-
codethe next-statefunction N with a BDD, our rep-
resentationis basedon booleanKronecker operators,
thusit is ef�cient to generate,store,andapply.

� Unlike traditionalBDD-basedalgorithmswhere,due
to themonolithicnatureof thenext-statefunction,the
orderin whichstatesarefoundis dictatedby theirdis-
tancefrom the initial state,our encodingof the next-
statefunctionallows usto explorethe�ring of transi-
tions in any order. This canbeusedto exposethe in-
herentlocality for theeffectof transition�rings, which
canin turn beexploitedto achieve enormoustime and
memorysavingsin many models.

4.1.Structural generationof S

We discuss�rst structural techniquesto generatethe
statespaceS, whichuseideasfrom theKroneckerapproach
and,in turn, will beusefulto improve theef�ciency of the
numericalsolution.

Petri net decomposition. Given a PN (P; T ; I ; O; H ; s)
de�ned in full generalityas in Section2, the application
of our structuralmethodsimply requiresa partition of the
placesP into K subsetsPK ; : : : ; P1, such that, for any
placep 2 Pk and any transitiont 2 T , I t;p , Ot;p , and
H t;p candependatmoston thelocalstatei k corresponding
to Pk , ik , notontheentirestate(iK ; : : : ; i1) [18]. Westress
that,for ordinary(non-self-modifying)PNs,thismeansthat
anypartition is consistentwith this requirement, sinceI t;p ,
Ot;p , andH t;p areconstantsin this case.However, theef�-
ciency of our analysisapproachcanbestronglyin�uenced
by thechoiceof partition.

Encoding the statespace. Giventhepartitionof P into K
subsets,our goal is thento build thestatespaceS � bS =
SK � � � � � S1. Thestructureof thepotentialstatespacebS is
the sameasfor the Kronecker approachdiscussedSection
3.2.However, Sk , for K � k � 1, is now notknown apriori:
weonly know thatit is asubsetof NjP k j andthatit contains
sk . Fortunately, this is not a problem,as it is possibleto
build Sk “on the�y” aswebuild thestatespaceS [12].

Here,we simply describehow to usea (quasi-reduced
ordered)multi-valueddecisiondiagram (MDD) to encode
S, wheneachsetSk is known andits elementsaremapped
to the set f 0; : : : ; nk � 1g. Thus, from now on, when
we write state(iK ; : : : ; i1), eachelementik is simply the
integer index of the correspondinglocal state, and bS is
f 0; : : : ; nK � 1g� � � � � f 0; : : : ; n1 � 1g. Thede�nition of
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Figure 5: An MDD andthesetit encodes

MDD we useis a straightforward extensionof the onewe
gavein thebinarycase(see[24] for thede�nition of reduced
MDDs): anMDD over bS is a directedacyclic graphwhose
nodesareorganizedinto K + 1 levels; level K containsa
singlenode,theroot, while level 0 containsoneor bothof
the two terminalnodes,labeledwith 0 and1, respectively;
eachnodeat level k, K � k � 1 hasnk arcs,labelledfrom 0
to nk � 1, pointingto nodesat level k � 1, andnotwo nodes
canhave the samepatternof arcs. The setencodedby an
MDD is thesetof K -tuples(iK ; : : : ; i1) thatcorrespondsto
arclabelsleadingfrom therootat level K to node1 at level
0. Figure5 shows anexampleof anMDD with K = 4 and
thesetS � f 0; 1; 2; 3g� f 0; 1; 2g� f 0; 1g� f 0; 1; 2g it en-
codes.We observe that,in our implementationin SMART,
nodesencoding; or Sk � � � � � S1, for any k, do not need
to beexplicitly storedor manipulated(theseareshown with
lighter linesin the�gure).

Encoding the next-statefunction. Insteadof usinga sin-
glemonolithicMDD with 2K levelsto encodethepossible
transitionsbetweenstates,we borrow from the Kronecker
approachandencodeit insteadusingjT j � K booleanma-
tricesT t;k , whereT t;k [ik ; j k ] = 1 iff t is not disabledby
thekth local statebeingik andits �ring, assumingit is not
disabledby otherlocal states,leadsto a statewherethek th

local stateis ik [18, 28]. It is importantto stressthat,given
a local stateik , thecorrespondingrow of T t;k canbeeas-
ily computedgiven the PN obtainedfrom the original PN
by eliminatingall placesand transitionsexceptPk and t.
In particular, if a set of placesPk neitheraffects the en-
ablingof t nor is affectedby its �ring, weknow apriori that
T t;k = I , theidentity matrix. This observationleadsto the
introductionof a fundamentalconceptthatcanbeexploited
to greatlyimprove theef�ciency of thesolution.

Wesaythata transitiont dependson level k if T t;k 6= I .
We canthende�ne First (t) andLast(t) to be the highest
and the lowest levels on which t depends.The next-state
functionis thenencodedby

P
t 2T (First (t) � Last(t) + 1)

very sparsematrices.Indeed,if First (t) = Last(t) = k, t
dependsonly on level k andwe saythat t is local to level
k; analogousto themerging of theW t;k matricesinto the
R k matrix describedfor theKronecker approach,heretoo
wecanthenmergeall theT t;k matricesfor transitionslocal
to a givenlevel k, for greateref�ciency. For mostpractical
models,the spacerequiredto storethis setof matricesis
negligible comparedto thatneededto storethestatespace
encodedasanMDD.

Figure6 shows how the next-statefunction is encoded
for a simplePN, from [30]. In the top portion,eachplace
is assignedto a different classin the partition of P, that
is, Pk = f pk g, for K � k � 1. Thus, K = 5 and
all transitionsaresynchronizing.Of the 25 matricesT t;k ,
only 12 arenot the identity. In the bottomportion of the
�gure, the samePN is partitionedin a different way, by
merging p4 andp3 in a singleclassof thepartition. Thus,
K = 4 and transitionsb and c are now local to level 3,
so we merge themandlet l indicatethe resulting“macro-
transition”. Sincep4 andp3 aremergedinto P3, we now
haveS3 = f (0p4; 0p3); (1p4; 0p3); (0p4; 1p3)g = f 0; 1; 2g.
Of the16matricesT t;k , only ninearenot theidentity.

Onefundamentalobservationis thatwecannow decom-
posethenext-statefunctionas

N (i) =
S

t 2T N t (i ) =
S

t 2T N t;K (iK ) � � � � � N t; 1(i1);

wherefunctionN t;k : Sk ! 2S is encodedby4 matrixT t;k .
Then,insteadof performingd “heavy-weight” applications
of functionN startingfrom theinitial states, whered is the
maximumdistanceof any statefrom s, we canapply the
individual “light-weight” functionsN t in any order, aslong
weapplythemexhaustively. Thishasvariousandprofound
implicationsthataffectperformance.

First,wecannow exploit animportantlocality property:
if i 2 S, i t+ j , First (t) = f , and Last(t) = l , we can
concludethat j = (iK ; : : : ; i f +1 ; j f ; : : : ; j l ; i l � 1; : : : ; i1).
Thus,whenapplyingN t , weknow apriori thatany nodeat
level aboveFirst (t) is unaffectedandwecan“begin work”
at level First (t), avoidingunnecessaryoperations(applica-
tionsof theidentity function). Analogously, we know that,
oncewe reachbelow level Last(t), the �ring of t hasno
effect on thosenodes,so thereis no needagain to perform
unnecessaryoperations.For MDDs with many levels(vari-
ables),this cansave a vastamountof computation,espe-
cially whenthe levels areorderedso that most transitions
dependonacloserangeof levels.

Second,we canexploit a symmetryproperty: if i 2 S,
i0 2 S, i t+ j , First (t) = k, and(i k ; : : : ; i1) = (i0

k ; : : : ; i0
1),

4We note that, for PNs, the effect of a transition�ring is determin-
istic, thus eachrow of T t;k can containat most one nonzeroelement:
jN t;k (i k )j � 1. However, our approachis alsoapplicableto formalisms
wherethe new statecanbe chosennondeterministically;this is the case,
for example,whenthemodelis aGSPNandtheimmediatetransitionsare
eliminatedlocally (i.e.,all synchronizingtransitionsaretimed).
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Figure 6: Exampleof N encodingwith K = 5 (top)andK = 4 (bottom).
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Figure 7: In-placeupdateof anMDD node.

then i0 t+ j 0, wherej 0 = (i0
K ; : : : ; i0

k+1 ; j k ; : : : ; j 1). Thus,
whenwe explorethe�ring of t in nodep at level k reached
throughthe path(iK ; : : : ; ik+1 ), we canmodify nodep in
place,since,for any statej we add,we would eventually
have to addalsoacorrespondingstatej 0 for eachotherpath
(i0

K ; : : : ; i0
k+1 ) reachingp. This is illustratedin Figure7.

Thetop portionshows thecaseof a local transition,where

addingthestatesgeneratedby the�ring of t in nodep sim-
ply requiresto changethe arc labelledj k , so that it points
insteadto a nodeencodingthe union of the sub-statesen-
codedby nodesa andb. Thebottomcaseshows themore
complex caseof a synchronizingtransition,wherethenew
pointednodeencodesthe result of the union of the sub-
statesencodedby nodebwith thoseobtainedby recursively
exploringtheeffectof �ring t in nodea. Thesein-placeup-
datesaremuchmoreef�cient thantraditionalmethodsthat
blindly applythenext-statefunctionencodedasa2K -level
MDD (or BDD), since,in thatcase,anew copy of p is gen-
eratedand updatedfor every arc reachingp, only to �nd
out,at theendof oneapplicationof N , thattheold copy of
p becomesuseless.

Saturation: an ef�cient iteration strategy. Perhapsthe
most importantinnovation allowed by the introductionof
the light-weight next-statefunctions N t is, however, the
ability to explorethe�ring of transitionsin arbitraryorder,
asit turnsout thatsomeordersare(much)betterthanoth-



ers,and that we can(heuristicallyat least)determineone
that is generallyvery good[13, 14]. Given the currentset
of statesS, onetraditionalapplicationof amonolithicN is
effectively equivalentto computing

X ( t 1 )  N t 1 (S);

� � �

X ( t jT j )  N t jT j (S);

S  S [ X ( t 1 ) [ : : : [ X ( t jT j ) ;

By employing our light-weightnext-statefunctionssequen-
tially andmodifying nodesin place,we alreadyachieve an
improvement,sinceoneiterationnow computes

S  S [ N t 1 (S);

� � �

S  S [ N t jT j (S);

Thus, N t is appliedeachtime to the largestpossibleset
of known states,the updatedset S: this shouldspeedup
reachingthe fartheststates,an intuition that is veri�ed by
practice[13, 28].

In [28] we observedthat,since�ring local transitionsis
arelatively inexpensiveoperation,weshould�re thesetran-
sitionsrepeatedlyin a node,until no morestatesareadded.
In [13], we appliedthis ideato synchronizingtransitionsas
well, sothatoneiterationcomputes

S  S [ N �
t 1

(S);

� � �

S  S [ N �
t jT j

(S);

resultingin anevenbetterspeedup.In addition,repeatedly
exploring a given transitionmakes gooduseof our �ring
caches, whichareanalogousto thevariousoperationcaches
usedin symbolicapproaches5.

However, by far thelargestimprovementswereobtained
in [14], werewe went onestepfurther. We observed that,
uponconvergenceof the�x ed-pointiterationto generateS,
eachnodep at level k is saturated: �ring any transitiont
with First (t) = k in p doesnot addany new states.Thus,
it makessenseto attemptsaturatingnodesof the MDD as
soonaspossible,in a bottom-uporder. This is achievedas
follows: startingfrom the initial stateencodedasanMDD
with onenodeper level, saturatethenodeat level 1 by ex-
haustively �ring all all transitionslocal to level 1, modify-
ing the nodein place. Then,considerthe nodeat level 2,
and,againmodifying it in place,�re exhaustively all transi-
tionslocal to level 2 andall transitionssynchronizinglevel
2 and 1. This processmight createunsaturatednodesat

5Operationcaches,just like theuniquetable, areimplementedthrough
hashingandareneededto speed-upcomputation.

level 1, whichmustbeimmediatelysaturated,prior to com-
pletingthe�ring of thetransitionwhose�ring causedtheir
creation. Thenmove to level 3, andso on, until reaching
level K . Whentheonenodeat level K becomessaturated,
it encodesthestatespaceS, andtheprocessends.Notethat,
with saturation,we still computethestatespaceasa �x ed
point,but theconceptof iteratingasinglefunctionN com-
pletelydisappears:essentially, eachnodep at level k, when
is insertedin the uniquetable, is its own �x ed point with
respectto therestrictionof N to any transitiont satisfying
First (t) � k.

The theoreticaladvantagesof the saturationprocedure
are many: only saturatednodesare placedin the caches
andin theuniquetable,thusthesizeof thesehashtablesis
smaller. Furthermore,it is morelikely thata nodeinserted
in the uniquetable will actually remaintherethroughout
theexploration,while,with themoretraditionalalgorithms,
many unsaturatednodesareinsertedin theuniquetabledur-
ing theiterations,andtheseareguaranteedto beeventually
deleted. A greatspeedadvantageis also gainedbecause,
oncea nodep at level k is saturated,thereis no needto ex-
plore the �ring of any transitiont having First (t) = k in
it, nor of any transitiony with First (y) = l in any nodeat
level l reachablefrom p. Traditionalsymbolicmethodsap-
ply insteadthenext-statefunctionto all thenodesencoding
S, or to all thenodesencodingthesetof newly addedstates
(which might not beany fewer, aswe discussedin Section
3.1),at eachiteration. Thesetheoreticaladvantagesarein-
deedcon�rmedby experimentalresults.In [14], weshowed
how the generationof the statespacecanbe up to several
ordersof magnitudefasterwhenemploying saturation,and,
at least in the experimentswe presented,this speedupis
alwaysaccompaniedby savings in the peakmemorycon-
sumption,at timesjustassubstantial.

To convince thereaderof theeffectivenessof thestruc-
tural decompositionapproachfor statespacegeneration,
we brie�y summarizesomeof the resultsreportedin [14].
We focus on two representative cases:the classicdining
philosophersproblem,andamoreconcretemodelof a�e xi-
blemanufacturingsystem.Thestatespaceof the�rst model
grows quitefast[27]: jSj = F ib(3N + 1) + F ib(3N � 1)
when there are N philosophers,where F ib are the Fi-
bonaccinumbers.In [32], S wasgeneratedfor N up to 28,
in 8,274secondson a Sun SPARC 10 workstation,using
21 Kbytesof memory. With the approachjust described,
SMART cangenerateS for N = 1000, containingabout
10627 states,in undera secondon an 800 MHz Pentium
PC, using390 Kbytesof memory. The secondPN, intro-
ducedin [19], modelsa �e xible manufacturingsystemthat
canprocessthreetypesof parts.ThereareN unitsof each
type at any time in the systemand,with explicit methods,
it waspossibleto generatethe statespacefor N up to 5;
now, with fasterandlargercomputers,it might bepossible



to reachN = 8. SMART, using the structuraldecompo-
sition method,can generateS for N = 100, containing
about1021 states,in lessthan15 seconds,usinglessthan
10 Mbytesof memory. More detailedresultsfor theseand
othermodelsareavailablein [14].

4.2.Structural solution of the CTMC

We discussedhow the simpler numericalsolution ap-
proachesbasedonaKronecker representationof thetransi-
tion ratematrix canignorethedifferencebetweenpotential
andactualstatesby using“potential-size”stationaryproba-
bility vectors.Unfortunately, doingsois in many casesun-
acceptable,sinceit exacerbatesthe memoryrequirements:
j bSj memorylocationareallocated,while jSj would besuf-
�cient in principle.

More recentapproaches[6, 25] werethendevelopedto
usevectorsof size jSj and, in addition, to supportfaster
methods,suchas Gauss-SeidelandSOR,that requireac-
cessby columnsto bR . Thesearebasedon the idea that,
givena statej , we still obtainall entriesin “potential” col-
umn b (j ) usingthe informationcompactlyencodedby bR ,
but, for eachoneof them,sayin “potential” row b (i ), we
mustensurethati is reachableand,if it is, computeits “ac-
tual” index i =  (i ), sincethenumericalmethodwill have
to multiply bR [ b (i ); b (j )] by � [ (i )]. This requireshav-
ing exploredandstoredS beforehand,andtheoverheadof
computing (i ) dependson thedatastructureused.

If S is simply storedas an orderedset and a binary
searchis performedon it, thecomputationof  (i ) requires
O(log n) operations: this is a substantialoverheadto be
paid for eachnonzeroentry in eachreachablecolumn of
bR at eachiteration,in orderto save memorywhenallocat-
ing thesolutionvector[25]. In [6] we showedhow, by us-
ing thethemultilevel datastructureof [16] andinterleaving
the row andcolumnindices,the overheadcanbe reduced
to O(log n1), but at thecostof forgoingaccessby columns
(thus,of having to useJacobiinsteadof Gauss-Seidel).

Storing insteadS with the MDDs discussedin Section
4.1, it is possibleto reducethis overheadto O(K ), essen-
tially the sameoverheadrequiredto computethe numer-
ical value of an entry with the Kronecker approach,re-
gardlessof whether“potential” or “actual” vectorsareused
[27]. This is achieved by associating,with arc i k in node
p at level k, the running count of the sub-statesencoded
by the nodespointedby the arcsto its left: the index of a
state(iK ; : : : ; i1) is theneasilycomputedaswetraversethe
MDD. This is illustratedin Figure8, whichshowsthesead-
ditional runningcountsfor the MDD of Figure5, in bold
italic font, To computethe index of state(2; 1; 0; 0), for
example,we simply sum the running countsencountered
alongthepath,6 + 2 + 0 + 0 = 8; indeed(2; 1; 0; 0) is the
9th state(recallthatstateindicesstartat0).
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Figure 8: Computingstateindicesin anMDD.

To further reducethe overhead,we can adopt a new
datastructure,matrix diagrams[17, 27], which essentially
merge the ideasof MDDs andKronecker descriptionof a
matrix. TheKronecker encodingof R we just discussedis
basedon describinga super-matrix bR of R and“�ltering
out” the entriescorrespondingto unreachablestatesusing
theknowledgeof thestatespaceS encodedasanMDD. A
matrix diagram,instead,directly describesa matrix of the
correctsize,that is, R andnot bR , by applyingthe knowl-
edgeof S directly to the Kronecker matrices.Formally, a
matrixdiagramrepresentinganonzeromatrix,asde�ned in
[17], is a directedacyclic multi-graphwhosenodesareor-
ganizedinto K levelsand,just asfor MDDs, the top level
containsonly onenode,theroot, theonly nodewithout in-
comingarcs.A nodep at level k, K � k � 1 is a jSk j � jSk j
matrix (in reality, a matrix of smallersize,possiblyrectan-
gular, mightbeused,asis thecasefor thetwo nodesat level
2 in Figure9) ; for k > 1, anentryof this matrix is a list of
pairsof theform (v; q), wherev is a realnumberandq is a
nodeat level k � 1; for k = 1, anentry is just a realnum-
ber v. To avoid redundancy, two elementsof a list cannot
havethesamevaluev or thesamepointerq. To avoid dupli-
cates,nodesat the samelevel musthave differentpatterns
of entries.

A matrix diagramencodesthe real matrix whoseentry
in row  (i ) andcolumn (j ) is given by the sumover all
pathsstartingat the root andconsistentwith the entriesof
i andj , of the productsof the form vK � � � v1, wherevk is
a real value found in the list in row i k and column j k of
the matrix at level k along the path. For example, con-
sider the matrix diagramshown in Figure 9 and the cor-
respondingmatrix encodedby it. The valueof the matrix
entry in row  (0; 1; 0) and column  (1; 1; 0) is given by
the productof the entriesfound in position (0; 1) of the
onematrix at level 3, in position(1; 1) of the �rst matrix
at level 2, andin position(0; 0) of the�rst matrixat level 1:
1 � 7 � 8 = 56(only onepathneedsto beconsideredbecause
eachof the lists encounteredcontainsonly oneentry); the
valueof theentryin row  (1; 1; 1) andcolumn (2; 1; 1) is
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Figure 9: A matrixdiagramandits matrix.

insteadobtainedby summingtheproductscorrespondingto
two paths:2 � 2 � 5+ 2 � 1 � 1 = 22. Notethatthegrayed-out
portionscorrespondto unreachablestates.

In [17, 27], an algorithm to multiply a vector of size
jSj, e.g.,� , by a matrix diagramencodinga matrix of size
jSj � jSj, e.g.,R , is given. This algorithmis ef�cient even
when the potentialstatespace bS is a true supersetof S,
thanksto the useof a multiplication cache. This cache,
analogousto theoperationcachesin MDDs, is usedto avoid
repeatingoperations(multiplications,in this case)already
performedwhencomputingthevalueof entriesfoundalong
previouspathsthat sharea commonsub-pathwith theone
beingconsidered.

We concludethis sectionby comparingthe execution
timesof variousapproachesto solvetheunderlyingCTMC,
obtainedrunningSMART on a 450MHzPentiumworksta-

Matr. diagr. Kronecker Explicit
N Gauss-SeidelGauss-Seidel Jacobi Gauss-Seidel

Iters sec/iterIters sec/iterIters sec/iterIters sec/iter
2 40 0.11 55 0.17 134 0.09 55 0.02
3 67 1.46 97 2.56 240 1.34 97 0.34
4 99 12.33 149 23.69 370 11.99 149 3.04
5 139 73.09 214 147.70 527 74.09 214 18.51
6 185 336.21 289 723.30 713 359.15 — —
7 238 1,289.91374 2,922.80 — — — —

Table1: Timing for thenumericalsolution.

N jSj � (R )
1 160 616
2 4,600 28,120
3 58,400 446,400
4 454,475 3,979,850
5 2,546,432 24,460,016
6 11,261,376 115,708,992
7 41,644,800 450,455,040

Table2: Statespacefor theKanbansystem.

tion with 384Mbytesof memory. Thedatareportedin Fig-
ure1 is from [17]; it refersto a SPNmodelingtheKanban
systemwith K = 4 levelsintroducedin [18]. Thismodelis
parametrizedby thenumberof tokensN circulatingin each
of its four subsystems.Thesizeof thestatespace,jSj, and
thenumberof nonzeroentriesin thetransitionratematrix,
� (R ), arelistedin Table2, asa functionof N . TheSPNis
solvedusing:

� A structuraldecompositionapproachusingmatrix di-
agrams,which canemploy vectorsof sizejSj andthe
Gauss-Seidelmethod,sincetheresultingoverheadfor
by-columnaccessis the sameasfor any otheraccess
order.

� A Kroneckerapproachusingvectorsof sizejSj, which
as discussed,can employ the Gauss-Seidelmethod,
with anoverheadof O(log jSj) dueto theneedto per-
form strict by-columnaccess,or the Jacobimethod,
with aloweroverheadof O(log jS1j), becauserow and
columnindicescanbeinterleaved.

� An explicit approach,whichcanemploy Gauss-Seidel
withoutany overhead.

First, we observe that the explicit solution is not feasi-
ble for N � 6, dueto the excessive storagerequirements
imposedby the iterationvectorandthe transitionratema-
trix. Analogously, with the Kronecker approach,a solu-
tion basedon theJacobimethodis not feasiblefor N = 7,
while it still is feasiblefor Gauss-Seidel;this is becauseJa-
cobirequirestwo iterationvectors,while Gauss-Seidelonly



requiresone: the additionalvectorof 41,644,800�oating
point numbers(in double-precision,becausethey areused
asaccumulators)putsanexcessive demandonstorage.

Examiningnow the run-times,we canseehow the ex-
plicit method,whenfeasible,hasthefastesttimesperitera-
tion, asit is hasnooverhead.With theKroneckerapproach,
a Jacobiiteration is abouttwice as fastasa Gauss-Seidel
one,but Gauss-Seidelconvergesin fewer thanhalf the it-
erationsrequiredby Jacobi,thus it is still a betterchoice
for this model (plus, it useslessmemory). Using Gauss-
Seidelin conjunctionwith matrix diagrams,however, is an
even betterchoice,as the cost per iteration is essentially
the sameas that of a Jacobiiteration with the Kronecker
approach,but now we have the bene�t of a fasterconver-
gence(plus,again, lowermemoryrequirementsfor theiter-
ationvectors).Note that the numberof iterationsrequired
by Gauss-Seidelwith thematrixdiagramimplementationis
differentfrom theonewith theothertwo implementations:
this is because,to maximizetheeffectivenessof themulti-
plication caches,the columnsof R mustbe consideredin
a specialorder with the matrix diagramapproach,and it
is well-known that theorderof thevariablescanaffect the
convergenceof Gauss-Seidel.In this example,this particu-
lar orderis morebene�cial, but we do not claim thatthis is
thecasein general.

We can then say that the structuraldecompositionap-
proachfor SPNscannow solvemodelswith upto 108 states
onamodernworkstationwith asubstantialamountof mem-
ory, while the numberof nonzeroentriesin the transition
ratematrixaffectsthesolutiontime,but not thememoryre-
quirementsin any tangibleway. Theseresultsarenotasim-
pressive asthosefor the logical analysisof a PN, sincethe
numericalsolutionis still affectedby thestate-spaceexplo-
sion,but, at least,usingmatrixdiagramsandamethodsuch
asGauss-Seidelor SOR,theexplicit datastructureneeded
is assmallasit canbe: only onesingle-precisionvectorof
sizejSj.

5. Futur edir ectionsfor research

By now, we hope to have convinced the readerthat
thestructuraldecompositionapproachis extremelyef�cient
andhasquitegeneralapplicability, thusit shouldbeoneof
the �rst tools to employ whentackling large andcomplex
nets. However, many more advancesare possible,which
will make this approacheven morepowerful andapplica-
ble.

� Whenconsideringthe�ring rateof transitions,there-
quirementof aproduct-formdecompositionis rarelya
restriction,but theremight becaseswhereit doesnot
hold. The generalizedKronecker product [22] might
be applicablein thesecases,and its effectivenessin

boththelogical andthenumericalaspectsof our solu-
tion approachshouldbeinvestigated.

� Probabilistic decisiondiagrams for the ef�cient en-
codingof transitionprobabilitymatrices,neededto de-
scribediscrete-timeMarkov chains,wereintroducedin
[3]. Their relationto thegeneralizedKronecker prod-
uct, to matrix diagrams,andto MDDs shouldalsobe
investigated.

� While the impactof structuraldecompositionfor log-
ical analysisis clear, thenumericalsolutionof theun-
derlying CTMC is still hinderedby the needto store
anexplicit probabilityvector. Theuseof probabilistic
decisiondiagramsfor thispurposehasbeenattempted,
but without success:the problemlies in the apparent
lack of structurein the solutionvector. Is there hope
for anef�cient implicit encodingof � ?

� If the answerto the previous questionturnsout to be
negative, or if the costof an implicit solution is still
too high anyway, it will be necessaryto explore ap-
proximationsbasedon structuraldecomposition.We
have hadinitial successin [29], but muchmorework
needsto beperformedin theareaof structurally-driven
approximations.

� Finally, the ef�ciency of the solutionbasedon struc-
turaldecompositioncanbegreatlyaffectedby thepar-
tition chosen,or even just by the order in which the
subnetsare considered. While this is a well-known
problemin symbolicmodel-checkingusingBDDs,we
now have onemajoradditionaldegreeof freedom:the
choiceof partition. Fortunately, we alsohave a high-
level formalism,PNs,from which muchinformation,
suchasplaceinvariants,canbe extractedto aid us in
deriving gooddecompositionheuristics.

We now conclude,stressingthat our discussion,while
focussedon PNsandSPNs,is in realityapplicableto many
otherdiscrete-stateformalismscommonlyused. Thus,we
cannow explain the title of our contribution, which para-
phrasesoneof our favoritesongs:

Whata Structural World
(with apologiesto LouisArmstrong)

I seeprocessalgebras . . . Petri netstoo
I watch their statespaces . . . exponentiallyaccrue
AndI think to myself . . . whata structural world.
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